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Preface

Agents in multiagent systems are concurrent autonomous entities that need to coor-
dinate and to cooperate so as to perform their tasks (buying items on the Internet or
retrieving information, for instance). These coordination and cooperation tasks might
be achieved through communication. Communication (also called ‘interaction’ by some
authors) represents one of the main elements in multiagent systems. Without commu-
nication, agents will not be able to exchange information or coordinate with each other.
Research on communication has been an established field for at least 20 years and
moved from early work on protocols to direct agent communication, to communica-
tion that encompasses some human conversation patterns. Between these two points,
several areas are considered in agent communication: agent communication languages,
coordination, argumentation, negotiation and dialogue games, to name a few.

The first idea when editing this book was to bring together several papers on differ-
ent areas of agent communication, thus offering a snapshot of the domain to newcomers.
As a consequence, the book is divided into three parts.

As background, we present three seminal papers in the agent communication do-
main: the paper written by Cohen and Perrault about the theory of speech acts, which
roots the work in FIPA ACL semantics; the paper written by Singh on different agent
communication languages; and, finally, the paper written by Davis and Smith describ-
ing the Contract Net protocol which is certainly the Escherichia coli in the domain
of communication, and is the most well-known protocol and the one most used in the
literature.

The second part of this book is the main one, and depicts current work in agent
communication. The chapters are classified in clusters. The first cluster is about agent
communication. The second cluster presents several uses of communication such as co-
ordination and argumentation. The third cluster focuses on protocols. As stated above,
protocols are no longer the only approach to represent agent communication; the re-
maining cluster describes dialogue games and conversational agents.

Finally, the last part of the book considers the future of agent communication.
Some chapters were accepted papers at the AAMAS 2002 Workshop on Agent

Communication Languages and Conversation Policies (ACL 2002) that I co-chaired
with Frank Dignum and Jean-Luc Koning.

My hope is that this book will be useful for newcomers and students in learning
agent communication.

February 2003 Marc-Philippe Huget

Agent ART Group
Department of Computer Science

University of Liverpool
UK
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Agent Communication Languages:

Rethinking the Principles

Munindar P. Singh

Department of Computer Science
North Carolina State University
Raleigh, NC 27695-7535, USA

singh@ncsu.edu 

Abstract. Agent communication languages have been used for years in
proprietary multiagent systems. Yet agents from different vendors—or
even different research projects—cannot communicate with each other.
The author looks at the underlying reasons and proposes a conceptual
shift from individual agent representations to social interaction.

Introduction

Agents are important because they let software components interoperate within
modern applications like electronic commerce and information retrieval. Most of
these applications assume that components will be added dynamically and that
they will be autonomous (serve different users or providers and fulfill different
goals) and heterogeneous (be built in different ways). Agents can also be com-
ponents themselves, which is characteristic of some promising modern systems.

Some entities are misrepresented as agents. The “agents” that marketing
groups sometimes refer to, for example, are typically no more than glorified
search engines or user interfaces. Such entities for the most part neither are
aware of nor can communicate with other entities like them [1]. In the true
sense of the word, an agent is a persistent computation that can perceive its
environment and reason and act both alone and with other agents. The key
concepts in this definition are interoperability and autonomy.

These concepts set agents apart from conventional objects, which always
fulfill any methods invoked on them. Agents, in contrast, should be able to
refuse an action. Thus, agents must be able to talk to each other to decide what
information to retrieve or what physical action to take, such as shutting down
an assembly line or avoiding a collision with another robot. The mechanism for
this exchange is the agent communication language.

Theoretically, an ACL should let heterogeneous agents communicate. How-
ever, none currently do: Although ACLs are being used in proprietary multiagent
applications, nonproprietary agents cannot interoperate. Many believe the fault
lies in the lack of formal semantics. Past efforts to standardize on the Knowledge
Query Management Language, for example, failed because many dialects arose.
M.-P. Huget (Ed.): Communications in Multiagent Systems, LNAI 2650, pp. 37–50, 2003.
c© 1998 IEEE. Reprinted, with permission, from IEEE Computer, volume 31, number 12,
December 1998, 40-47
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The sidebar “Dialects and Idiolects” later explains in more detail how this can
occur.

To provide agent interoperability, the Foundation for Intelligent Physical
Agents is proposing a standard ACL based on France Télécom’s Arcol. The hope
is that Arcol’s formal semantics will offer a rigorous basis for interoperability and
prevent the proliferation of dialects. The sidebar “How Agent Communication
Languages Evolved” describes how ACLs have attempted to realize these goals.

I believe this move toward a formal semantics is essential if ACLs are to
unlock the full potential of agents. I am not convinced, however, that the existing
work on ACLs, especially on the semantics, is heading in the right direction.
It appears to be repeating the past mistake of emphasizing mental agency—
the supposition that agents should be understood primarily in terms of mental
concepts, such as beliefs and intentions. It is impossible to make such a semantics
work for agents that must be autonomous and heterogeneous: This approach
supposes, in essence, that agents can read each other’s minds. This supposition
has never held for people, and for the same reason, it will not hold for agents.

In this article, I show why an ACL’s formal semantics should emphasize social
agency. This approach recognizes that communication is inherently public, and
thus depends on the agent’s social context. I believe such an emphasis will help
ease the fundamental tension between standardizing ACLs and allowing dialects.
Both are desirable, but have thus far been mutually exclusive. A standard is
needed to ensure that an ACL complies with a particular protocol: dialects
are needed to address the different scenarios that can arise with heterogeneous,
autonomous agents.

In making the case for social agency, I look at the demands on an ACL
and examine how KQML and Arcol are handling features along two critical
dimensions: meaning and agent construction.

Sidebar: How Agent Communication Languages Have Evolved

Figure A shows the progression of ACLs since the early days of agents, when
there was little agent autonomy, and each project would invent its own ACL.
The first significant interproject ACL was Knowledge Query Management Lan-
guage, proposed as part of the US Defense Advanced Research Projects Agency’s
Knowledge Sharing Effort [2] in the late 1980s. Several KQML dialects are still
being used.

KQML includes many primitives, all assertives or directives, which agents use
to tell facts, ask queries, subscribe to services, or find other agents. A sample
KQML message is (tell :sender A :receiver B :content ‘‘raining’’).
The semantics of KQML presupposes a virtual knowledge base for each agent.
Telling a fact corresponds to reporting on that knowledge base: querying corre-
sponds to the sending agent’s attempts to extract something from the receiving
agent’s knowledge base.

In the early 1980s, France Télécom developed Arcol [6], which includes a
smaller set of primitives than KQML. Again, the primitives are all assertives or
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Perspective

Each communication has potentially three perspectives: the sender’s, the re-
ceiver’s and the society’s (that of other observers). The first two represent a
private perspective. The third is a public perspective—the perspective of the
multiagent system—available to all—as opposed to that of the individual agents.

Whose meaning should a language primarily reflect? As Figure 1 shows, both
Arcol and KQML emphasize the private perspective. In fact, they are concerned
only with the sender’s perspective. This goes against the literature on human dis-
course (the very model that mental agency supposedly follows), which advocates
treating the sender and the receiver as equal partners.

For an ACL to be a true lingua franca, it must be normative—correctly
designed agents must comply with the ACL so that agents from different design
environments can understand each other. A normative ACL, in turn, must rely
on some standard to ensure that different implementations preserve that ACL’s
meaning. To be effective, such a standard must provide some way to test for
compliance. If an interaction breaks down, you should be able to determine
what component failed (is not complying). If you cannot determine compliance,
the standard is useless.

Furthermore, for compliance to be testable the ACL’s semantics must have
a public perspective. That is, it must emphasize social agency.

In fact, private perspectives are simply approximations of the public per-
spective. They merely have a role in determining how the agents decide what to
communicate and how it is to be interpreted. An agent’s designer may use the
private perspectives, but only to set up the agent’s beliefs and intentions so that
its public behavior will comply with the standard.

Type of Meaning

The formal study of language has three aspects. Syntax deals with how the
symbols are structured, semantics with what they denote, and pragmatics with
how they are interpreted and used. Meaning is a combination of semantics and
pragmatics.

Pragmatics includes considerations external to the language proper, such as
the mental states of the communicating agents and the environment in which
they exist. Consequently, pragmatics can constrain how agents relate to one
another and how they process the messages they send and receive. When the
agents are not fully cooperative or cannot determine implications as well as
humans, they cannot meet the pragmatic requirements. If these requirements
are an essential part of the ACL, no one can correctly apply it.

As Figure 1 shows, both Arcol and KQML emphasize pragmatics. In Arcol,
an agent must make only sincere contributions (assertives that are believed true,
requests that it intends should succeed) and may assume that other agents also
make sincere contributions. Consequently, you cannot use Arcol in settings where
sincerity cannot be taken for granted—for example, in electronic commerce or,
broadly, in negotiation of any kind.



42 Munindar P. Singh

Semantics versus Pragmatics

A perspective can be combined with a type of meaning, either personal or con-
ventional. In personal meaning, the meaning of communicative acts (described
later) is based on the intent or interpretation of either the receiver or the sender.
For example, the receiver may understand an act as a directive (purge this file)
when it is syntactically an assertion (this is an old file) because the receiver is
able to infer something from what the sender is saying.

Both Arcol and KQML emphasize a personal meaning, which can lead to
problems. Even the recently proposed formalization of KQML [2] remains focused
on personal meaning, although it considers the effect of a message on the receiver.

Consider Arcol’s inform construct, which is supposed to merely give infor-
mation. However, suppose an agent is to inform another agent that it is raining,
but lacks either a beliefs in this statement or an intention to convey the belief to
the receiving agent. Does an inform action take place? Traditional approaches
offer no clear answer.

In conventional meaning, the meaning of communicative acts is based on
usage conventions. The very idea of a lingua franca presupposes a well-defined
conventional meaning. Indeed, language is nothing but a system of conventions,
and they have proved to have considerable force. If you bid for an expensive item
at Sotheby’s, for example, you are liable for the price even if you didn’t intend
to pay.

By violating the idea of conventions, traditional approaches go against the
wisdom of having different labels for communicative acts. KQML-based agents
are notorious for replacing all their communicative acts with variants of the tell
construct—KQML’s version of Arcol’s inform. Likewise, in Arcol, requests
corresponds to informs of a certain kind. That is, if Agent Avi is informed that
agent Bob needs some information, Avi would supply that information as if Bob
had requested it.

Thus, although traditional ACLs have different communicative acts, they are
not capturing different conventions, but rather providing convenient abbrevia-
tions.

Context

In general, you cannot understand a communication without looking at the
context—the agent’s physical or simulated environment. Social context is central
to the goals of an ACL. For agents, the social context need not be quite as subtle
as it is for humans; it must determine only what agents expect of one another
in their range of response, sincerity, and so on.

As Figure 1 shows, both Arcol and KQML have a fixed context, partly be-
cause both languages have too many constraints and partly because they are
inflexible. For example, by imposing the pragmatic requirement to be coopera-
tive; Arcol requires the informing agent to believe the proposition being asserted
is true: the informed agent to not already believe it; and the informer to intend
that the informed agent come to believe it.
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These requirements may not be acceptable in certain contexts. For example,
suppose agent Avi wishes to repeat the conclusion of its negotiations with Bob
with the phrase: “Okay, so the price is $5.” Avi may communicate this only to
formally conclude the negotiations even though it believes Bob already agrees.
In Arcol, Avi would be unable to make this communication because it would
violate a key prerequisite—that Avi believes Bob does not believe the price is
$5.

Coverage of Communicative Acts

When heterogeneous, autonomous agents exchange information, the meaning
of the exchange is characterized by communicative acts. For most computing
scenarios, these acts fall into one of seven categories:

– Assertives, which inform: The door is shut.
– Directives, which request: Shut the door—or query: Can pelicans fly?
– Commissives, which promise something: I will shut the door.
– Permissives, which give permission for an act: You may shut the door.
– Prohibitives, which ban some act: You may not shut the door.
– Declaratives, which cause events in themselves: I name this door the Golden

Gate.
– Expressives, which express emotions and evaluations: I wish this door were

the Golden Gate.

Communicative acts can be put into a stylized form like “I hereby request
...” or “I hereby declare ...”. This grammatical form emphasizes that through
language you not only make statements but also perform actions. Acting by
speaking becomes the essence of communication. For example, when a justice of
the peace declares a couple man and wife, she is not only reporting their marital
status, but also changing it. (For that reason, communicative acts are sometimes
called performatives.)

As Figure 1 shows Arcol and KQML have limited coverage: all primitives
are either assertives or directives. In Arcol, you can simulate commissives using
other acts. You can also reduce all acts to assertives, but using only the restricted
meanings Arcol has for these categories. For example, a request in Arcol is the
same as conveying to the receiver that the sender intends for it to perform the
given action.

Although ACL designers should not try to anticipate all possible applications,
they should be able to include acts from all seven categories because agents need
them to enter into and manage more complex social relationships. Interacting
with the underlying information system, for example, is important in many appli-
cations. This requires some way to initiate and maintain sessions, and authorize
and commit to actions [3]. Commissives are essential for the agents to promise.
Permissives and prohibitives let agents create or deny authority. Declaratives aid
in appointing an agent as a representative or a group leader. And expressives let
an agent convey evaluations and approvals. (This last category, although now
rarely used, is likely to become more important when emotional agents become
more common.)
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Agent Construction

Every ACL semantics must implicitly or explicitly embody some agent model.
However, ACLs vary in what they emphasize (an individual agent’s mental state
or the social aspects of communication) and in how much design and execution
autonomy they give an agent. Figure 1 shows how existing ACLs like KQML
and Arcol handle the elements of agent construction.

Mental versus Social Agency

Mental agency emphasizes an agent’s mental state, typically described as beliefs
and intentions. Social agency regards agents as social creatures that interact
with one another. As Figure 1 shows, both Arcol and KQML promote mental
agency.

Mental states include:

– beliefs, which characterize what an agent imagines its world state to be;
– goals, which describe what states the agent would prefer;
– desires, which describe the agent’s preferences, sometimes with motivational

aspects; and
– intentions, which characterize the goals or desires the agent has selected to

work on.

Mental agency presupposes the intentional stance, which is the doctrine that
you can describe any system using terms such as beliefs and intentions [4]. This
is a compelling view because it says that modelers can create an agent using
intentional terms. However, it does not solve the practical problems of how to
determine the unique beliefs and intentions of an arbitrary agent just from its
design and environment.

Consider the snippets of code for Agent Avi in Figure 2. How can you say
whether or not Avi believes it is raining? Suppose you say that only agents
with an explicit string raining in the data structure beliefs believe that it
is raining. With that criterion, you eliminate a large subset of practical agents,
because most agents do not carry a beliefs data structure. Moreover, if two
agents did have a beliefs data structure and the structures were the same, the
agents could act differently enough—because of differences in their programs
or other data structures—that you couldn’t say for sure whether they have the
same beliefs.

On the other hand, without an explicit representation, anyone can claim
anything about an agent’s beliefs. For this reason, mental agency alone cannot
provide the normative basis for an ACL semantics.

Each communicative act in Figure 2 poses a challenge for languages that
promote mental agency. Traditional approaches also ignore whether Bob can
really make it rain (when requested or permitted) or stop the rain (when pro-
hibited); whether Avi can make it rain (when he promises); whether Avi has
has the authority to permit or prohibit any of Bob’s actions or to name weather
conditions.
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Execution Autonomy

Execution autonomy corresponds to an agent’s freedom to choose its own ac-
tions. An ACL can limit execution autonomy by requiring agents to be sincere,
cooperative, benevolent, and so on. Execution autonomy is orthogonal to de-
sign autonomy because agents of a fixed design can have actions their designers
cannot control; likewise, agents of diverse designs can have controllable actions.
For example, two users with the same Web browser can still act differently,
and those with different browsers can act the same if the browsers have similar
functionality.

As Figure 1, shows execution autonomy is low in Arcol; indeed, the language
constrains agents to behave in ways many people could not emulate: Arcol agents
must always speak the truth, believe each other, and help each other. This is
appropriate for user interfaces—Arcol’s original application domain—because
the computational agent deals only with one other agent, the user. However, in
other applications, this low autonomy means that Arcol can be applied only if
the agent designers themselves subvert its semantics.

KQML, on the other hand, does not demand any specific form of sincerity
or helpfulness and therefore better preserves execution autonomy. The historical
reason for this difference is that KQML was designed for interoperation (although
it failed), whereas Arcol was designed as a proprietary language for a specific
system. Arcol designers reduced autonomy to suit that system, which simplified
that system’s design.

Toward Social Principles

If, as Figure 1 shows, you assume that the ideal ACL would take a public per-
spective, emphasize conventional meaning, avoid pragmatics, consider context,
and include all major communicative acts, you would be advocating a model
that endorses social agency.

In an effort to move ACLs more closely toward that ideal, my colleagues
and I at North Carolina State University are developing an approach based on
societies of agents.

Protocols and Societies

In our approach, agents play different roles within a society. The roles define the
associated social commitments or obligations to other roles. When agents join a
group, they join in one or more roles, thereby acquiring the commitments that
go with those roles. The commitments of a role are restrictions on how agents
playing that role must act and, in particular, communicate. In general, agents
can operate on their commitments by manipulating or even cancelling them.

These operations enable flexible behavior, but are themselves constrained
by metacommitments to ensure that arbitrary behaviors do not result. Conse-
quently, we specify protocols as sets of commitments rather than as finite state
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machines. Such protocol specifications can accommodate the kinds of exceptions
that arise in multiagent systems.

Suppose that agent Avi is a seller and agent Bob is a buyer. Our protocol
could include the following actions:

– Avi must respond to requests for price quotes (a form of cooperative behav-
ior).

– Avi’s price quotes issued to different agents within a specified period must
be the same (sincerity).

– If Bob agrees to buy at a price, its check won’t bounce (keeping promises).
– Avi will honor a price quote, provided Bob responds within a specified period

(keeping promises).

Designers can create specific protocols, and hence societies, for different ap-
plications such as electronic commerce, travel applications, industrial control,
logistics, and student registration. As societies are designed, we envision that
their specifications would be published.

Different vendors could supply agents to play different roles in these soci-
eties. Each vendor’s agent would have to comply with the protocols in which it
participates. Because protocol requirements would be expressed solely in terms
of commitments, agents could be tested for compliance on the basis of their
communications. This means the implementation need not be revealed, which
is an important practical consideration (for example, to protect trade secrets).
Also, because agents participate in a society, the society supplies the social con-
text in which the communications occur. Thus, communicative acts can be more
expressive and powerful because designers who agree on a standard society can
assume a lot more about each other’s agents.

Our framework presupposes a richer infrastructure for agent management,
which we term society management. This infrastructure supports the definition
of commitments, roles, and groups, as well as operations for agents to join a
society in specific roles, to change roles, and to exit the society. Our framework
also promotes execution autonomy. For example, Avi might only make assertions
that it believes others don’t already believe, whereas Bob may not restrict itself
in such a manner. In general, the agents can act as they please provided they
obey the restrictions of the societies they belong to and the protocols they follow.

Sidebar: Dialects and Idiolects

When agents from different vendors—or event different research projects—
attempt to parse each other’s messages, they cannot understand them correctly.
This happens for two reasons. First, the receiving agent may not recognize the
application-specific terms the sending agent is using to communicate. Second—
and perhaps more important—even basic communication components are not
uniformly understood. Both these problems stem from differing interpretations
of key concepts, and the result is the evolution of multiple dialects within a
language.
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Idiolects—a variant of a language specific to one agent—result when the
language emphasizes private perspective and personal meaning, as described in
the main text. When only the private perspective is considered, an agent can
produce or interpret messages as it unilaterally sees fit. Such an agent follows
the philosophy of Lewis Carroll’s Humpty Dumpty: Words mean exactly what
I want them to. And communicating agents suffer the same problem as Alice,
who failed to understand much of what Humpty Dumpty said.

Challenges

Our society-based approach avoids the problem of idiolects described in the
sidebar “Dialects and Idiolects” because the essential semantic components act
as normatives for agent behavior. Designers can create and popularize specialized
societies—those that support more restrictive protocols for specific applications.
When a protocol explicitly involves mental concepts (for example, by requiring a
role to be sincere), it must also give some criteria to evaluate an agent’s beliefs.

As such, our approach actually encourages dialects. The difference from the
dialect problem described in the sidebar is that dialects in our approach have
a social semantics and are not proprietary. Designers can define societies of
their liking and implement agents to play appropriate roles in them. However,
designers also know ahead of time the precise differences among dialects, and can
expect their agents to communicate successfully with agents from other societies
only to the extent that their dialects agree. Dialects of this variety enable the
context sensitivity that is essential to building significant applications. Such
dialects are good. The problem with traditional approaches is not the use of
dialects per se, but that the dialects are arbitrary and cannot be adequately
formalized in the chosen framework.

We envision the design and establishment of societies as essentially a com-
munity effort, much like Internet evolution. Protocols will spread much like the
proliferation of network protocols, markup languages, and e-mail data formats:
When enough vendors support a protocol, it will become a worthwhile target for
other vendors.

The challenges thus becomes finding an approach that is normative at the
society level and preserves some of the intuitions behind the high-level abstrac-
tions such as beliefs and intentions. Such an approach would provide a canonical
form of protocols and a canonical definition for the different communicative
acts. There are two obvious solutions. The first is to have a purely behavior-
based approach, but this may limit the ability to describe complex agent states.
The second is to have a purely mentalist approach, which as I have described,
reduces design autonomy and is inherently noncanonical.

A third, less obvious, approach is to combine social commitments with a
public perspective on the mental states. This approach, which I originated and
am currently investigating [5], defines when an agent’s communicative act would
be wholeheartedly satisfied. For example, assertives are satisfied if the world
matches what they describe. Directives are satisfied when the receiver acts to
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ensure their success—and has the required intentions and know-how. Commis-
sives are satisfied when the sender acts to ensure their success. This approach is
thus a hybrid: Although it takes some steps toward a coarse canonical set of ob-
jective definitions, it does not uniquely ascribe beliefs and intentions to agents.
However, designers can use it to construct agents that would keep their public
commitments.

Conclusion

Although all the fundamental issues in agent communication are far from re-
solved, my advice to people attempting to build multiagent systems is not to
lose heart. Only through experience can some of these key questions be resolved.
I have two recommendations. First, reflect on the issues this article raises as they
affect a particular ACL or its implementation:

– What model of agency does the ACL require?
– How much does an ACL constrain an agent’s design?
– Which perspective does the ACL embody?
– How can I determine what an agent believes or intends? You might need to

make additional assumptions, essentially killing interoperation, to determine
beliefs and intentions unambiguously. Alternatively, you might use beliefs
and intentions only to design your own agents and not expect to know the
details of other designs.

If, after answering these questions, you decide to use a specific ACL, under-
stand that you have accepted its limitations as well. If the answers are unac-
ceptable, you know to explore alternatives. A reasonable option is to reject the
official semantics and use a commitment-based semantics instead.

My second recommendation is to start building systems. Always keep in mind
that protocols are more important than individual communicative acts, and the
best semantics is what you negotiate with other designers. For this reason, I
believe that the strongest standards will develop in applications and markets
that use agents heavily. As often happens in computing, the challenge will then
be for the theoreticians to catch up.

Acknowledgements. This is an extended and revised version of a position
paper presented at the Fifth Meeting of the Foundation for Intelligent Physical
Agents (FIPA) held in Reston, Virginia in April 1997. I thank Manny Aparicio,
Michael Huhns, Yannis Labrou, Abe Mamdani, David Sadek, and Donald Steiner
for discussions, the anonymous Computer reviewers for comments, and Nancy
Talbert for careful editing.

This work is supported by the NCSU College of Engineering, the National
Science Foundation under grants IIS-9529179 and IIS-9624425 (Career Award),
and IBM Corp.



50 Munindar P. Singh

References

1. M. Huhns and M. Singh. Agents and multiagent systems: Themes, approaches,
challenges. In M. Huhns and M. Singh, editors, Readings in Agents, pages 1–23.
Morgan Kaufmann, San Mateo, Calif., 1998. 37

2. Y. Labrou and T. Finin. Semantics and conversations for an agent communication
language. In M. Huhns and M. Singh, editors, Readings in Agents, pages 235–242.
Morgan Kaufmann, San Mateo, Calif., 1998. 38, 42

3. M. Singh, J. Barnett, and M. Singh. Enhancing conversational moves for portable
dialogue systems. In Working Notes of the AAAI Fall Symposium Communicative
Action in Humans and Machines, Menlo Park, Calif., 1997. 43

4. J. McCarthy. Ascribing mental qualities to machines. In V. Lifschitz, editor, Formal-
izing Common Sense: Papers by John McCarthy, pages 93–118. Ablex Publishing,
Norwood, N.J., 1990. 44

5. M. Singh. Multiagent Systems: A Theoretical Framework for Intentions, Know-How,
and Communications. Springer-Verlag, Heidelberg, 1994. 48

6. P. Breiter and D. M. Sadek. A rational agent as a kernel of a cooperative dialogue
system: Implementing a logical theory of interaction. In Proceedings of ECAI 96
Workshop on Agent Theories, Architectures and Languages. Springer-Verlag, Berlin,
1996. 38



M.-P. Huget (Ed.): Communications in Multiagent Systems, LNAI 2650, pp. 51-97, 2003.

© North Holland (1983), with permission from Elsevier

Reprinted from Artificial Intelligence, 20, Randall Davis and Reid G. Smith, Negotiation as a Metaphor
for Distributed Problem Solving, 63-109



52 Randall Davis and Reid G. Smith



53Negotiation as a Metapher for Distributed Problem Solving



54 Randall Davis and Reid G. Smith



55Negotiation as a Metapher for Distributed Problem Solving



56 Randall Davis and Reid G. Smith



57Negotiation as a Metapher for Distributed Problem Solving



58 Randall Davis and Reid G. Smith



59Negotiation as a Metapher for Distributed Problem Solving



60 Randall Davis and Reid G. Smith



61Negotiation as a Metapher for Distributed Problem Solving



62 Randall Davis and Reid G. Smith



63Negotiation as a Metapher for Distributed Problem Solving



64 Randall Davis and Reid G. Smith



65Negotiation as a Metapher for Distributed Problem Solving



66 Randall Davis and Reid G. Smith



67Negotiation as a Metapher for Distributed Problem Solving



68 Randall Davis and Reid G. Smith



69Negotiation as a Metapher for Distributed Problem Solving



70 Randall Davis and Reid G. Smith



71Negotiation as a Metapher for Distributed Problem Solving



72 Randall Davis and Reid G. Smith



73Negotiation as a Metapher for Distributed Problem Solving



74 Randall Davis and Reid G. Smith



75Negotiation as a Metapher for Distributed Problem Solving



76 Randall Davis and Reid G. Smith



77Negotiation as a Metapher for Distributed Problem Solving



78 Randall Davis and Reid G. Smith



79Negotiation as a Metapher for Distributed Problem Solving



80 Randall Davis and Reid G. Smith



81Negotiation as a Metapher for Distributed Problem Solving



82 Randall Davis and Reid G. Smith



83Negotiation as a Metapher for Distributed Problem Solving



84 Randall Davis and Reid G. Smith



85Negotiation as a Metapher for Distributed Problem Solving



86 Randall Davis and Reid G. Smith



87Negotiation as a Metapher for Distributed Problem Solving



88 Randall Davis and Reid G. Smith



89Negotiation as a Metapher for Distributed Problem Solving



90 Randall Davis and Reid G. Smith



91Negotiation as a Metapher for Distributed Problem Solving



92 Randall Davis and Reid G. Smith



93Negotiation as a Metapher for Distributed Problem Solving



94 Randall Davis and Reid G. Smith



95Negotiation as a Metapher for Distributed Problem Solving



96 Randall Davis and Reid G. Smith



97Negotiation as a Metapher for Distributed Problem Solving



Verification and Compliance Testing

Frank Guerin and Jeremy Pitt

Intelligent and Interactive Systems,
Department of Electrical & Electronic Engineering,
Imperial College of Science, Technology & Medicine,

Exhibition Road, London, SW7 2BT.
{f.guerin,j.pitt}@ic.ac.uk

Phone: +44 20 7594 6318 / Fax: 6274

Abstract. Verification and compliance testing are required if agents are
to be delegated responsibility for legally binding contracts, for example
in electronic markets. This paper describes a general agent communi-
cation framework which allows several different notions of verification
and compliance testing to be described. In particular we consider what
type of verification or testing may be possible depending on the infor-
mation which may be available (agent internals, observable behaviour,
normative specifications) and the semantic definition of the communica-
tion language. We use this framework to identify the types of languages
which will permit verification and testing in open systems where agents’
internals are kept private. This analysis gives some ideas about how com-
pliance might be enforced in an open system.

1 Introduction

Verification means checking the specifications or programs of a multi-agent sys-
tem at design time to ensure that the system will behave as desired in all possible
runs. Compliance testing means checking the behaviour of the system at run time
to determine if it behaves as desired. Desired behaviour may mean compliance
with some normative specification, for example honouring contracts in an e-
commerce system. Such a normative specification must specify something about
required states of the multi-agent system, these states may be agent states or
states of the society. Before we can investigate different notions of verification
and compliance testing we must have a frame of reference: a general agent com-
munication framework which describes the normative constraints as well as the
states of the system.

We begin by describing a general agent communication framework (§ 2). This
framework must describe the agent programs which a multi-agent system in com-
posed of; these can be represented by a computational model for the multi-agent
system (§ 2.1). We then specify additional variables to capture observable states
of an open system through a representation of the agents’ social context (§ 2.2)
and the states of this context (§ 2.3). Next we define the ACL component of the
framework (§ 2.6) which can accomodate languages based on mental or social
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states and we summarise the general framework (§ 2.7). Using this framework
as a reference we describe several notions of verification and testing (§ 3). We
use the framework to analyse existing ACLs to determine if they are verifiable
(§ 4) and we identify the type of ACL which would be appropriate in an open
system. Finally we discuss how compliance might be enforced in an open system
(§ 5) and conclude (§ 6).

2 A General Agent Communication Framework

Before discussing verification and compliance testing we need to describe a gen-
eral agent communication framework containing the necessary components of
a multi-agent system. Our framework builds on the framework presented by
Wooldridge [14]; we attempt to make the framework more general to allow ACLs
with social semantics to be accommodated.

An agent communication language (ACL) typically has two functions1:

– To specify the meaning of messages; this is useful to an agent designer who
is deciding when an agent will plan to send a message and also what way
the agent will update its internal state upon receiving a message.

– To provide a normative specification for communication in the system; this
is necessary to ensure that the multi-agent system does not become dysfunc-
tional, for example to ensure that agents respond when spoken to and that
they honour their commitments.

We say that the first part defines a semantics for each communicative act
while the second (normative) part defines a specification which must be satisfied
by the system of agents using that language. It is important to note that there
is a distinction between program semantics for communication statements in
an agent’s program and ACL semantics (which constitute specifications) for
communicative acts. If an agent is ACL-compliant then its program semantics
will satisfy the semantics defined by the ACL specification. ACL semantics may
be defined in different ways and each way implies different notions of verification.

Communicating agents operate in a certain context, the entire context in-
cludes the private states and programs of agents as well as the publicly observ-
able state of the society. ACL semantics for communicative acts must specify
something about the state of this context. ACLs based on mental states typ-
ically specify semantics by means of preconditions and/or postconditions [7]
which must be true before or after the communicative act is performed. ACLs
based on social states typically specify social facts that are created or modified
by the performance of a communicative act [11]. Thus an agent communication
framework will need to include a representation of the multi-agent system which
captures information about the internal states of agents in the system as well as
observable (social) states.

1 The first agent communication languages confused these two functions (for example
FIPA [3] and KQML [7]).
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In addition to an agent’s current state, we also need a representation of the
agent’s program because we might need to know what the agent is going to
do. The ACL specification for the semantics of communicative acts may refer to
future actions and we may need to verify that an agent will do them. For example,
in order to specify that an agent holds a certain intention as a precondition to
sending a promise act, the specification for the act may require that the agent’s
program eventually executes the intention.

2.1 Computational Model

Each agent in a multi-agent system can be described as a module. An entire
multi-agent system can be described by a single program P executing all these
modules in parallel. Each module has a set of asynchronous buffered input chan-
nels on which it can receive messages from other agents and a set of asynchronous
buffered output channels on which it sends messages to other agents. A channel
is a variable whose value is a list of messages.

A computational model is a mathematical structure which can represent the
behaviour of a program. The behaviour of a program can be described as a
sequence of states that the program could produce, where a state gives a value
to all the variables in the program including the control variable which describes
the location of the next statement. In addition to the internal variables of agents
we will model the social states of the system.

The computational model we choose for multi-agent systems is a fair transi-
tion system [8]. This is a system which contains variables and transitions and an
initial comdition specifying initial values for the variables. Variables represent
the states of the agents and transitions represent the state changes caused by
statements in the agents’ programs. A state is an interpretation of the variables,
assigning each variable a value over its domain. As a program executes it passes
through a sequence of states in which variables may take on different values.

2.2 Representing Social Context

A language LF is introduced to describe social facts. Social facts describe role
relationships, commitments to perform actions and publicly expressed attitudes.
Each agent may have a differing view of the social context, since it may not
have received all events (communications) occurring in the system; therefore for
each agent we use a unique variable to describe the social state observable to it.
The type of each social state variable is a mapping from well formed formulae
of the social facts language LF to true or false values. We also define an initial
condition Φ for the social state variables.

Given an initial social state Φ and a certain sequence of messages, we can
work out the values of the social facts in subsequent states as follows: The social
state is unchanged if no communication occurs; or if a communication does occur
the social state is modified according to the state change function described by
the ACL. For example, if an agent i promises something to another agent, the
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ACL semantics of the communicative act for promise may require that a new
social commitment proposition becomes true in the social state.

The social state need not be explicitly represented anywhere in a real multi-
agent system, parts of it may or may not be represented by the the local variables
of agents in the system. Each agent should store a copy of all the information in
the social state that might be relevant to its interactions so that it may correctly
interpret context dependent communicative acts and keep track of its social com-
mitments. The complete social state is then implicit. As an external observer we
need to know the social state if we wish to understand the interactions tak-
ing place in the system. We need to know the social knowledge observable to
each agent in a system in order to determine if it is complying with the social
conventions to the best of its knowledge.

2.3 States and Computations

A state s is an interpretation of the variables, assigning each variable a value
over its domain. An infinite sequence of states

σ : s0, s1, s2, s3, . . .

is called a system model. A system model is a computation of the program P
(which identifies our fair transition system) if s0 satisfies the initial condition and
if each state sj+1 is accessible from the previous state sj via one of the transitions
in the system. A computation is a sequence of states that could be produced by
an execution of the program. All computations are system models but not vice
versa. Thus the agent programs identify the components of a fair transition
system and the fair transition system describes all the possible computations
that a program could produce. This is how we say what a program means,
mathematically: it is described as the set of all the sequences it could produce.

This constrains only the interpretations of variables in the agent programs.
We specify additional constraints on the interpretations of the social state vari-
ables so that the social state changes in response to communicative acts between
agents. We define a computation of the multi-agent system S with initial social
fact Φ to be a system model σ which is a computation of the program P and
where the social facts variables are also updated according to the ACL specifi-
cation each time a communication occurs.

2.4 System for a Single Agent

If we are the designers of a single agent and only have access to that agent’s
internals we can construct a new fair transition system Si where the variables,
initial condition and transition sets of the system are just the same as if i was
the only agent in the system [8]. The initial condition for social facts Φ will
include social facts that will be true for the system we intend to allow our agent
to run in. We add one extra transition τE , the environmental transition which
represents all the things other agents could do; τE cannot modify any variables
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in agent i’s program apart from the communication channels; the outbound
communication channels can be modified by the removal of a message and the
inbound ones can be modified by addition of a message. Other variables may be
modified arbitrarily. Si represents all the possible behaviours of agent i in any
multi-agent system.

2.5 External System

If we do not have access to the internals of any agent, but can detect each message
being sent, we can construct a fair transition system SE which represents all
possible observable sequences. The variables of SE are simply the communication
channels we can observe and there are only two transitions, the idling transition
τI (preserves all variables and does nothing) and the environmental transition
τE . The environmental transition allows arbitrary modification of any variable
outside of the observable channels and allows a channel to be modified by adding
a message to the end or removing one from the front. In order to complete the
social states in computations of the multi-agent system SE we must also know
the initial social facts for the initial condition Φ. A computation of the multi-
agent system SE does not care about how its states interpret variables which
are not observable, it only cares about channels and social facts variables.

2.6 Agent Communication Language

When agents communicate they exchange messages which are well-formed formu-
lae of a language LC . Agents pass messages in order to perform communicative
acts and these acts must have a well defined semantics which is a part of the
ACL specification. The specification for the semantics of communicative acts is
a function − C which varies depending on whether the ACL is based on mental
or social states.

Mental: The function − C returns a formula in temporal logic LT . The for-
mula specifies properties of the system, for example, it may describe pre and/or
postconditions which must be true of sender or receiver or some other element
of the fair transition system. Preconditions should be true when the message is
sent, postconditions should be applied after i.e. they define things that should
become true after the message is passed. For example, a precondition might re-
quire that a certain mental state exist in the sender or that the receiver has
performed some action before a message can be sent. A postcondition might
assert that the receiver is obliged to adopt a certain mental state upon receiving
the message. The formula is given a semantics − T in terms of the set of models
where the formula is satisfied.

Social: The function − C returns a function from social state to social state.
The function describes the change to the social state caused by the message
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transmitted. Since the ACL is responsible for defining the changes that mes-
sages cause in the social state, the ACL must also define the language LF for
social facts whose semantics − F returns a temporal formula in LT which is
interpreted over an observable model (i.e. a model where we are concerned only
with how states interpret observable variables). Thus a, i F , the semantics of a
social facts assertion a for agent i describes the set of models where the formula
a is satisfied by agent i. Many social facts may be simply satisfied in all situa-
tions, but some such as a commitment to do an action may be satisfied only in
those models where the action is eventually done by the agent. The social facts
semantics function − F is allowed to make use of channel variables and any of
the observable state variables but it cannot place constraints on agent internals.

Therefore a complete ACL for our general framework is a 3-tuple:

ACL = 〈LC ,LF ,LT 〉

Each of these languages can by specified by a tuple;
for example LC = 〈wff (LC), − C〉, where the first part of the tuple gives the set
of well formed formulae of the languages and the second part gives the semantics.

2.7 Agent Communication Framework

An agent communication framework is a 4-tuple:

〈Ag,Compmodel ,ACL, Φ〉

– Ag is a set of agent names, Ag = {1, . . . , n};
– Compmodel is the fair transition system representing all the programs of all

the agents in the multi-agent system;
– ACL = 〈LC ,LF ,LT 〉 is an ACL including mental and social components;
– Φ is the initial assertion for social states.

Using this framework we can define a few notions of verification and compliance
testing.

3 Types of Verification and Testing

Several different types of verification and compliance testing are possible depend-
ing on the type of ACL used, the information available and whether we wish to
verify at design time or test at run time. Design time verification is important
when we want to prove some properties (of an agent or the entire system) to
guarantee certain behaviours or outcomes in a system. Run time testing is used
to determine if agents are misbehaving in a certain run of the system. Run time
compliance testing is important in an open system because it may be the only
way to identify rogue agents. We must be able to identify misbehaving agents
if we are to take action against them and hence guarantee that they will not
prevent the society from functioning in the desired way.
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Prove a property for agent programs • - - • - -
Mental semantics are always respected • - - - - -
Social facts are always respected - - - • - -

Verify the outcome of a system • - - • - -
Assume unknown agents are compliant - - • - - •
Prove a protocol property - - • - - •

Test mental semantic formula • - - - - -

Test via observed history
Test social constraints by history - - - - • -
Test protocols by history - - - - • -

• verification is possible and appropriate

Table 1. Types of Verification and Compliance Testing

Type of ACL: Our general framework allows the semantics of an act to include
both a formula which must be satisfied in the system and a social state change
function (see § 2.6), in which case both would need to be verified. In practise
there exist no ACLs which include both parts and ACLs can partitioned into
mental languages and social languages.

Information available: There are three relevant types of information that
might be available for verification and testing.
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1. Internal States : The agent designer or system designer will typically have
access to internal states. By internal states we mean the agents’ program
code as well as their state during execution. Knowledge of the agents’ code
permits verification of future behaviour. This type of knowledge is usually
necessary to verify compliance with mental languages. When a social lan-
guage is used, the agent designer who has access to internal states of the
agents may still wish to verify at design time that the agent will always re-
spect the semantics. We may use information about internal states for both
design time verification and run time testing.

2. External States : In an e-commerce scenario different vendors contribute their
own agents to the system; these vendors might not desire to publicise the
internal code of their agents. Even if the code is publicised, the agents might
be based on very different architectures making it too difficult to verify their
behaviour by analysis of the code. In such cases the system administrator
has to perform some type of compliance testing which works with observable
social states. If we assume that the communications occurring in a run of
the system can be observed then testing based on external states is possible
at run time for languages based on social states.

3. Language specification: With only the language specification available we
can still prove certain properties. For example by assuming that all agents
respect the language’s semantics during the execution of a protocol we can
verify that certain outcomes will result. In this case we have no information
about runs of the system so only design time verification is possible.

Table 1 shows the types of verification and testing that are possible and
appropriate based the information available. Note how the only hope for run time
compliance testing in an open system (where agent internals are inaccessible) is
with a social language. We now give a more detailed explanation in terms of our
general framework.

3.1 Prove a Property for Agent Programs

This entails ensuring that some property holds for the system at design time.
In relation to communicating agents this verification has been used by van Eijk
[2] where a certain property is specified and proven to hold for a certain sys-
tem of communicating agents; this does not necessarily imply the use of any
communication language. In our framework we have a communication language
which may be social or mental, corresponding to these possibilities there are two
special cases of proving properties that are of particular interest to us.

Verify Mental Semantics are Always Respected: Given a mental language
we can verify at design time that the semantics of the communication language
are always respected by the agents in all possible computations of the system.
This means that for any computation, we verify that for each state which in-
volves message passing, the semantics of that message are satisfied. The semantic
property may be a precondition in the case of the FIPA ACL or a conjunction
of a precondition and postcondition in the case of KQML.
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Verify Social Facts are Always Respected: With social languages acts cre-
ate or modify social facts and we may discuss whether or not agents respect the
social facts. If we have access to an agent’s internals, we can verify at design
time that the agent will always respect its social facts regardless of what other
agents in a system do. From the agent’s code we construct the transition system
Si as described in § 2.4; to verify that agent i always respects its social commit-
ments we need to prove that in all computations of the multi-agent system Si,
whenever a social fact x is true for agent i, the semantic formula corresponding
to x holds in the model.

In practice we will not need to check all possible well formed formulae of the
social facts language, inspection of the ACL specification can allow us to identify
the set of social facts that may arise. This is provided that our ACL satisfies
certain reasonable requirements, for example an agent should not be able to
create commitments for another agent without notifying the other. If an agent
is implemented by a finite state program2 then we can use a model checking
algorithm to perform the verification, it is less complex than proof theoretic
verification.

3.2 Verify the Outcome of a System

The designer of a multi-agent system may want to verify that a certain outcome
will occur given a certain initial state. If the internals of all agents are known this
is simply a matter of proving that a property holds eventually in all computations
of the system. This is independent of any communication language. If we don’t
know the internals of all the agents in the system, we cannot say much about
the outcome unless we make some assumptions about unknown agents.

Verify Outcome for Compliant Agents: Supposing we have designed an
agent (whose internals are known to us) and we wish to verify at design time that
a certain outcome is guaranteed when we let our agent run in a system of agents
whose internals we do not have access to. We construct a fair transition system
which represents all the possible behaviours of our agent in any environment
as described in § 2.4. Then we prove that our desired outcome is guaranteed
if all external transitions in the environment are compliant with the normative
constraints of the ACL. This type of verification is possible both with mental
and social languages.

Prove a Protocol Property: Proving properties of protocols at design time is
possible for both mental and social languages even when the internals of agents
are not accessible. If a property p holds for any system of compliant agents
executing a protocol prot, then we say that protocol prot has property p. With
a social language, the proof is carried out as follows

2 A finite state program is one where each system variable assumes only finitely many
values in all computations.
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– Let p be an assertion characterising the desired property to be proved for
protocol prot.

– Set the initial condition Φ to an assertion characterising a social state where
protocol prot has started.

– Construct a fair transition system SE which represents all possible observable
sequences of states (see § 2.5).

– Prove the following over all computations of the multi-agent system SE :
if all agents are compliant then property p will hold.

The antecedant “all agents are compliant” requires that all social facts are
respected by all agents; in practice and we need only consider social facts that
can arise in the protocol under consideration; likewise we need only consider
agents that are involved in the protocol and these agents must be specified in
the initial condition Φ as they will occupy certain roles in the protocol. For a
worked example of this type of verification see [5].

3.3 Test Mental Semantic Formula at Run Time

This type of compliance testing is performed at run time with a mental language.
Given that the system is in a certain state s where a communication has just
taken place (by passing a message m), we wish to check if the semantics of the
communication language are satisfied for that communication. We check that
the mental semantic formula is satisfied on all possible paths from this point.
This type of testing allows for the possibility that the semantics are respected in
this instance but may not always be respected by the agents of the system. We
set the initial assertion to an assertion characterising the state s. Then we check
for this system that the mental semantic formula for message m holds. The type
of verification discussed by Wooldridge [14] falls in this category.

3.4 Testing Using an Observable History

This is used to determine if an agent is compliant by observing its external
behaviour at run time. We assume that we have access to the ACL specification,
an initial description of social facts and an observable history which takes the
form of a history of messages exchanged by one agent or by the entire system.
With this information it may be possible to determine if agents have complied
with the ACL thus far, but not to determine if they will comply in future.
However, this is probably the only kind of testing possible in open systems.

Test social constraints by history: This is the type of compliance testing
discussed by Singh, where “agents could be tested for compliance on the basis of
their communications”[11]. Recall that a history of messages and an initial social
state description Φ can uniquely describe a sequence of observable states. From
information of sending events we construct social states which are consistent
with the sequence of sending events. We then construct a fair transition system
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SE which represents all possible observable sequences of states. Φ is the initial
condition of SE ; the variables are the channels of agents present in Φ and the
social state variables; the transitions are τI and τE as described in § 2.5. We then
find the set of all models which match the observed finite sequence up to its final
state and thereafter take all possible paths by taking the idling or environmental
transitions. Note that the models constructed here do not coincide with models
of the entire system where the transitions of agent programs are considered and
many transitions do not involve message passing; however, the semantics of social
facts will never refer to an absolute number of states, so this model is sufficient
for testing.

Now we can interpret the semantics of each of our observed agent’s social
facts over these observed models. Certain social facts in states of an observed
model may already have their semantics satisfied before the state where the
last observed message was passed (i.e. satisfied in the sequence which proceeds
after that state by infinite applications of the idling transition) for example
obligations which have been fulfilled. Certain other facts may not have their
semantics satisfied yet, though it may be possible that they will be satisfied
after and do not yet constitute a violation.

Thus we wish to check if there exists an observed model in which the semantic
formulae for all social facts in all states are satisfied; i.e. it is possible that the
observed sequence is part of a model where the observed agent is compliant.

Test Protocols by History: With a protocol based language it may be possible
to test compliance with a protocol by observing a history of communications if
the semantics of acts define obligations to perform observable actions. This is
the case with sACL [9] which defines the semantics of an act as a postcondition
which is an intention for the receiver to reply, given a predefined possible set of
replies. Given an observable history as described above (§ 3.4), we can see if each
agent respects the protocol by checking that an agent does send the message he
is obliged to send after receiving a message. This approach is effectively giving
a social semantics to the intention to reply by interpreting it as an observable
obligation, hence we are really creating a new language which is no longer entirely
mental. This is why table 1 states that protocols cannot be tested for a mental
language by observing a history.

4 Verifiability

Table 1 has shown what types of verification are possible for mental and social
languages; however, some languages may not be verifiable at all if certain compo-
nents of the communication framework are missing. Typically we describe this
in terms of missing language components; recall that we had three languages
as part of our ACL: A communication language, a social facts language and
temporal logic. In the more general case the temporal logic language LT can
be replaced by any semantic language Ls which will provide a relationship be-
tween the semantics of communication (either mental states or social facts) and
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a grounded computational model. Table 3 shows what language components are
present in several different languages. For mental languages both wff(Ls) and
− s must be present to allow any type of verification at all. While FIPA has

specified a semantic language wff(Ls), it has given it a semantics using modal
operators;3 it has not attempted to give it a grounded semantics in terms of a
computational model, and this is what we require of the component − s in our
framework. In contrast, the QUETL language of Wooldridge [13] includes all four
components necessary for a mental language to be verifiable. Although it defines
the semantics of an inform in terms of an agent’s knowledge, this knowledge
operator is grounded in terms of states of the agent program.

ACL ACL Components

wff(LC) − C wff(Ls) − s wff(LF ) − F

FIPA - - -
KQML Cognitive States - - -
QUETL Wooldridge ’99 [13] - -
Singh Commitments 2000 [11]

︸ ︷︷ ︸
Necessary for: mental languages

︸ ︷︷ ︸
social languages

Table 2. Some ACLs and their Constituent Language Components.

A social language must specify all six components if it is to be verifiable:
messages are written in LC and − F defines how they create or modify social
facts; both wff(LF ) and − F are necessary to provide a mapping from social
facts to social facts semantics; both wff(Ls) and − s are necessary to give that
semantics a grounding in the computational model. We see that the language of
Singh [11] does have all six components, let us look at a request and its objective
meaning as an example:

– LC is the language in which messages are written, such as request(x, y, p); this
is given a semantics − C which maps it to C(x, y,G,RFp), an expression in
a social language LF (this is the objective meaning, there is also a subjective
and practical meaning for each act).

– LF is a language of commitments, the expression C(x, y,G,RFp) means that
x commits that he expects y to make p true. This expression is in turn given
a semantics − F as an expression in Ls.

3 The semantics of these operators is not given in any of the FIPA documents, see
also [10].
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– Ls is a variant of Computation Tree Logic (CTL), CTL formulas have a
semantics − s in terms of the system models where they are satisfied.

Singh has in fact put together the languages Ls and LF by extending the syntax
and semantics of CTL so that commitments can be specified within it, and their
semantics given in terms of the other CTL primitives. The semantics of the
objective and practical meanings are grounded in observable social states of the
system.

As mentioned earlier, in an open system it may only be possible to make
external observations and if so, as shown in table 1, the only verification possible
will be by observing a history with a social language. The only language in our
table which could be verifiable in an open system is Singh’s language; this is
because the semantics of communication is grounded in social states (which are
observable in an open system), in contrast the semantics of a mental language is
grounded in program states (which might not be accessible in an open system).

5 Verification, Testing and Enforcement in an Open
System

The following are the most important types of verification in an open system.

1. Verify that an agent always satisfies its social facts.
2. Prove a property of a protocol.
3. Determine if an agent is not respecting its social facts at run time.

These types support each other, for example, proving properties of open systems
requires three verification types: agent designers must be able to prove that
individual agents are compliant (type 1); the protocol designer must be able
to prove properties for a system of compliant agents using the protocol (type
2); and the system itself needs to determine if agents do comply with social
commitments at run time (type 3) in order to police the society and guarantee
that rogue agents cannot damage the system’s properties.

5.1 Policing an Open Society

With reference to the enumerated verification types for an open system above,
type 2 requires that all agents comply. To be able to use this in an open system
there must be some way to enforce compliance. The issue of policing a society
can be tackled in one of the following three ways.

Sentinel agents may monitor the observable behaviour of agents and have
the capability to place sanctions or to evict or terminate offending agents. If we
guarantee that all violators are evicted then the system progresses as if all agents
complied; however, we must design protocols in such a way that an eviction
cannot destroy the desirable properties of the system.

If the society has to police itself we may introduce notions like trust and
politeness, whereby agents violating certain commitments or conventions of the
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society are branded as untrustworthy or antisocial and are ostracised by the rest
of the society. Prisoner’s dilemma experiments [1] have shown that a strategy of
reciprocating (rewarding good behaviour and punishing bad behaviour) has the
effect of policing the society because agents will not tend to misbehave if they
cannot thereby gain an advantage. If we want self policing we must consider this
in the design of protocols so that all agents participating can observe enough
information to determine if an agent complies.

Yet another possibility is that agent owners will be legally responsible for the
behaviour of their agents. Agents will not be allowed to participate in a system
unless their owner guarantees that they are compliant. Then if such an agent
misbehaves at run time some sanction (such as a fine) can be placed on the
agent owner. This approach has the drawbacks that it requires some centralised
authority and the practicality of policing a system as distributed as the internet
might be questionable [12]. However, if the exchange of real money is to be
carried out by agents, there will inevitably be some human or institution who is
liable.

6 Conclusions and Future Work

We have described a general agent communication framework which includes a
computational model and an agent communication language component which
can accomodate an ACL based on mental or social states. This allowed us to
investigate different types of verification and to identify which components must
be present in the framework to facilitate each type of verification. We have
identified the need for a language based on social conventions for applications
with open systems of agents, such as e-commerce applications. We have also
described the types of verification that are possible in such systems and the
types of policing which could be used to enforce compliance. This theoretical
framework could be used to implement useful tools for such systems. For exam-
ple, an agent platform could automatically monitor the messages exchanged and
identify (and take action against) rogue agents. A tool could aid a designer by
automatically checking if an agent’s code is compliant and checking if protocols
give the expected outcomes.

The use of temporal logic for the specification of social facts allows many
properties to be specified but does not allow an absolute time frame to be refer-
enced; this could be achieved by moving to a clocked transition system [6].

Current and future work involves applying a model checking algorithm to
each type of verification; this will use protocol diagrams as state transition dia-
grams for observable systems, much of this is described in [4].
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Abstract. In this paper, we consider the process algebra ACPL, which mod-
els the basics of agent communication. This algebra combines the information-
processing aspects of Concurrent Constraint Programming (CCP) with a general-
isation of the synchronous handshaking communication mechanism of Commu-
nicating Sequential Processes (CSP). The operational semantics of ACPL is given
in terms of a transition system that consists of local and global transition rules.
The local rules describe the operational behaviour of agents, like the local effects
of communication actions. The global rules define the operational behaviour of
multi-agent systems including the matching of communication actions. We show
how ACPL provides a general basis to address the semantics of agent communi-
cation languages such as KQML and FIPA-ACL. Finally, we address several exten-
sions of the basic algebra.

1 Introduction

One of the topics of current research on multi-agent systems is the development of
standard agent communication languages that enable agents from different platforms to
interact with each other on a high level of abstraction [21,30]. The most prominent com-
munication languages are the language KQML [13] and the language FIPA-ACL [14,24].
In essence, an agent communication language provides a set of communication acts
that agents in a multi-agent system can perform. The purpose of these acts is to convey
information about an agent’s own mental state with the objective to effect the mental
state of the communication partner.

Communication actions of agent communication languages are comprised of a num-
ber of distinct layers. Figure 1 depicts the three-layer model of KQML. The first layer of
KQML consists of the informational content of the communication action. This content
is expressed in some agreed-upon language, like a propositional, first-order or other
knowledge representation language. The second layer of the communication action ex-
presses a particular attitude towards the informational content in the form of a speech
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Communication

Message

Content

mechanics of communication

speech act type

expression in an agreed
upon language

Fig. 1. Layers of the agent communication language KQML

act [1,29]. Examples of speech acts are tell to express that the content is believed to
hold, untell to express that the content is not believed to hold or ask to ask whether
the content is believed to hold. Finally, the third layer deals with the mechanics of com-
munication, involving aspects like the channel along which the communication takes
place and the direction of the communication (that is, sent or received).

An example of a communication action is: c ! ask(p). The content layer of the
action consists of the proposition p, the message layer of the speech act ask and the
communication layer of the communication channel c and the operator “!”. The operator
“!” indicates that the message is sent along the communication channel (the anticipated
receipt of messages will be indicated by the operator “?”).

For a clear understanding of agent communication we find it important not to con-
sider communication actions in isolation, but to study them in the larger context of the
multi-agent system in which they are performed. In this larger context, we can study
aspects of conversations and dialogues, such as the specific order in which communi-
cation actions are executed, the conditions under which they take place and the effects
they have on the (mental) states of the agents that are involved (see also [17]). There-
fore, we add one extra level to the three-layer model of KQML, namely the layer of the
multi-agent system. We consider multi-agent systems that are defined in terms of a par-
ticular programming language. We assume the programming language to contain basic
programming concepts, such as actions to examine and manipulate an agent’s mental
state, the aforementioned communication actions for interaction between agents, op-
erators to make complex agent programs and operators to combine individual agent
programs to form multi-agent programs.

Process Algebra

The main principle of structured programming, as originally advocated by Dijkstra, is
that under all circumstances a programmer must keep the program within his or her
intellectual grasp [7,8]. During the last decades many formalisms have been developed
to obtain a thorough understanding of the different aspects of programming. Process
Algebra is the common name of a family of abstract programming notations for rea-
soning about concurrently executing, communicating computer systems. These frame-
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works concentrate on the essential features of programming and thereby abstract from
all implementation details.

In a process algebra, a process is defined in terms of a set of basic operators, like
sequential composition, choice, parallelism and looping. These operators are typically
given semantics through a structural operational semantics, originally developed by
Plotkin [25]. An example is one of the rules that governs parallel composition:

P
l−→ P ′

P ‖ Q
l−→ P ′ ‖ Q

The rule states that if it is possible for a process P to perform a computation step l,
yielding process P ′ , then it is also possible for the parallel composition of P and Q,
to perform the computation step l, yielding the parallel composition of P ′ and Q. This
reflects the interleaving model of parallel execution.

Usually, processes are considered with respect to a particular sort of observational
behaviour. Two processes are considered equivalent if they exhibit the same observa-
tional behaviour. Equivalences can be formally proven by means of rewriting systems
that consist of axioms and inference rules in the form of algebraic equivalences. An
example of an algebraic equivalence is:

P ‖ Q = Q ‖ P

expressing that parallel composition is a commutative operator.
The main algebraic approaches to concurrency are Hoare’s Communicating Sequen-

tial Processes (CSP) [19,6], Milner’s Calculus of Communicating Systems (CCS) [22],
and Bergstra & Klop’s Algebra of Communicating Processes (ACP) [3]. Over the last
years, many extensions and refinements of these algebras have been developed, like
extensions with time [2], channel-passing (e.g., π-calculus [23]), constraints [5], and
higher-order communication [32] in which processes themselves can be passed in a
communication step.

In [4,9,10,11,12], a process algebra for agent communication has been developed.
The computational model of this algebra, which is called Agent Communication Pro-
gramming Language (ACPL), consists of an integration of the declarative paradigm
of Concurrent Constraint Programming (CCP) [27] and the imperative programming
paradigm of CSP. The constraint programming techniques are used to represent and
process information, whereas the communication mechanism of ACPL is based upon a
generalisation of the synchronous handshaking mechanism of CSP. The generalisation
consists of the exchange of information, i.e., constraints, instead of the communication
of simple values. In essence, a communication step consists of a handshake between an
agent that sends information ϕ and an agent that anticipates the receipt of information
ψ, where for successful communication it is required that ϕ contains at least as much
information as ψ.

The paper is organised as follows. In Section 2, we define the syntax of the multi-
agent language ACPL. The structural operational semantics of this language is described
in Section 3. The subject of Section 4 is the application of the framework to agent
communication languages as FIPA-ACL and KQML. Finally, in Section 5, we wrap up
and provide some pointers to extensions of the basic algebra.
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2 Syntax

In this section, we introduce the syntax of ACPL, which like Concurrent Constraint Pro-
gramming is parameterised by a constraint system that is used to represent information.

Definition 1 (Constraint systems)
A constraint system C is a tuple (C,�,∧, true, false), where C (the set of constraints,
with typical element ϕ) is a set ordered with respect to �, ∧ is the least upperbound
operation, and true, false are the least and greatest elements of C, respectively.

A constraint system is an abstract model of information. It consists of a set of ba-
sic pieces of information, which can be combined to form more complex constraints
by means of a conjunction operator “∧”. For instance, constraints can be formulas
from propositional logic, like p and p → q. Constraints are ordered by means of an
information-ordering. That is, ϕ � ψ denotes that ϕ contains less information than
ψ. For instance, q contains less information than p ∧ (p → q). Usually, the reverse of
the information-ordering is used, which is called the entailment relation (e.g., a PRO-
LOG interpreter, a theorem-prover and so on), denoted as “ �”. For instance, we have
p∧(p → q) � q. The entailment relation for instance indicates how the agent deals with
negations; i.e., whether it employs a negation-as-failure strategy, a finite-failure strat-
egy, and so on. Moreover, it can be thought of representing the agent’s decision-making
capabilities.

In order to model hiding of local variables and parameter passing in constraint pro-
gramming, in [28] the notion of a constraint system is enriched with a hiding operator∃x

(which in the CCP literature is called a cylindrification operator, following [18]). This
operator satisfies the usual properties of existential quantification, such as ϕ � ∃xϕ,
ϕ � ψ implies ∃xϕ � ∃xψ, ∃x∃yϕ ≡ ∃y∃xϕ and ∃x(ϕ ∧ ∃xψ) ≡ ∃xϕ ∧ ∃xψ,
where ≡ denotes logical equivalence. We use the notation ϕ[y/x] to denote the formula
∃x(dxy � ϕ), which can be intepreted as the formula obtained from ϕ by replacing all
the free occurrences of x by y. We also assume the generalisation ϕ[ȳ/x̄] to sequences
of variables.

Aditionally, in order to model the dynamics of belief bases, we assume a particular
belief update operator [15]. We use the notation ϕ ◦ ψ to denote an agent’s belief base
ϕ that has been updated with the information ψ. A constraint system together with
existential quantification ∃x and an update operator ◦ constitute a belief system.

The main objective of the programming language defined below is to provide a
generic framework for the exchange of information in multi-agent systems, which ab-
stracts from the specific nature of the underlying belief system.

In the following definition, we assume a given set Chan of (unidirectional) com-
munication channels, with typical element c.

In the remainder of this paper, we assume a particular belief system B to be given.

Definition 2 (Basic actions)
The basic actions of the programming language are defined as follows:

a ::= c!ϕ | c?ϕ | query(ϕ) | update(ϕ).
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The execution of the output action c!ϕ consists of sending the information ϕ along the
channel c, which has to synchronise with a corresponding input c?ψ, for some ψ with
ϕ � ψ. In other words, the information ϕ can be sent along a channel c only if some
information entailed by ϕ is anticipated to be received. The execution of an input action
c?ψ, which consists of anticipating the receipt of the information ψ along the channel c,
also has to synchronise with a corresponding output action c!ϕ, for some ϕ with ϕ � ψ.
The execution of a basic action query(ϕ) by an agent consists of checking whether
the private store of the agent entails ϕ. On the other hand, the execution of update(ϕ)
consists of updating the belief base with ϕ.

In the following definition, we assume a given set Proc of procedure identifiers,
with typical element p.

Definition 3 (Statements)
The behaviour of an agent is then described by a statement S:

S ::= a · S | S1 + S2 | S1 & S2 | locxS | p(x̄) | skip.

Statements are thus built up from the basic actions using the following standard pro-
gramming constructs: action prefixing, denoted by “·”; non-deterministic choice, de-
noted by “+”; internal parallelism, denoted by “&”; local variables, denoted by ∃xS,
which indicates that x is a local variable in S; and (recursive) procedure calls of the
form p(x̄), where p ∈ Proc constitutes the name of the procedure and x̄ denotes a se-
quence of variables which constitute the actual parameters of the call. We assume that
no information on a local variable x can be communicated. Hence, we additionally re-
quire that in ∃xS the variable x does not occur free in a communication of S; that is, for
every communication action c?ϕ or c!ϕ of S we have ∃xϕ ≡ ϕ. Finally, skip denotes
the empty statement.

Definition 4 (Multi-agent systems)
A multi-agent system A is defined as follows:

A ::= 〈D, S, ϕ〉 | A1 ‖ A2 | δH(A).

A basic agent in a multi-agent system is represented by a tuple 〈D, S, ϕ〉. The set D
consists of procedure declarations of the form p(x̄) :− S, where x̄ denote the formal
parameters of p and S denotes its body. In order to facilitate the operational description
of procedure calls, we assume that D satisfies the following property:

if p(x̄) :− S ∈ D then p(ȳ) :− S[ȳ/x̄] ∈ D

for all x̄ and ȳ, where S[ȳ/x̄] denotes the statement S in which each constraint ϕ is
replaced by ϕ[ȳ/x̄]. The statement S in 〈D, S, ϕ〉 describes the behaviour of the agent
with respect to its private store ϕ. The threads of S, i.e. the concurrently executing
substatements of S, interact with each other via the private store of the basic agent by
means of the actions query(ψ) and update(ψ). As in the operational semantics below
the set D of procedure declarations will not change, we usually omit it from notation
and simply write 〈S, ϕ〉 instead of 〈D, S, ϕ〉.
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Additionally, a multi-agent system itself consists of a collection of concurrently op-
erating agents that interact with each other only via a synchronous information-passing
mechanism by means of the communication actions c!ψ and c?ψ. Our choice for syn-
chronous communication is motivated by the fact it can be used to model asynchronous
communication as well, as we will see in Section 4. Note that we restrict to the paral-
lel composition of agent systems, and leave sequential composition, non-deterministic
choice and recursion at the level of multi-agent systems out of consideration.

Finally, the encapsulation operator δH with H ⊆ Chan , which stems from the
process algebra ACP, is used to define local communication channels [3]. That is, δH(A)
denotes a multi-agent system in which the communication channels in H are for internal
use only and hence, cannot be used for communication with agents outside the system.

3 Operational Semantics

In this section, we consider the structural operational semantics of ACPL.

3.1 Transition Systems

The central idea of structural operational semantics is to define the meaning of a pro-
gram directly in terms of the behaviour that it exhibits. More specifically, the behaviour
of a program can be modelled as a sequence of transitions between consecutive con-
figurations. A configuration denotes the state of the program at a particular point in its
execution. A transition corresponds to an individual computation step of the program,
reflecting the effects on the current configuration.

A simple and elegant formalism to define structural operational semantics is via
the well-known technique of transition systems, originally developed in [25]. In short, a
transition system collects a set of rules that are used for the formal derivation of compu-
tation steps of a program. These rules define the effects that the different programming
constructs have on the current configuration of the program. Such a configuration not
only contains a description of the state of the program, but also the part of the program
that still needs to be executed after the transition. In its most general form, a transition
looks as follows:

〈P, σ〉 −→ 〈P ′ , σ′〉.

It denotes a computation step of the program P which changes the current state of the
system σ to the state σ′ , where P ′ is identified to be the part of the program P that
still needs to be executed. Assuming that programs have been defined inductively, we
can define the transitions of a program in terms of the transitions of its components.
For example, the transitions of a sequential composition of two programs P1 and P2

can be derived from the transitions of P1 and the transitions of P2. That is, the com-
pound program performs the computation steps that the program P1 executes, and upon
termination of P1, the computation steps that P2 performs.
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In general, transitions are formally derived by means of transition rules, which are
of the following format:

〈P1, σ1〉 −→ 〈P ′
1, σ

′
1〉

...
〈Pn, σn〉 −→ 〈P ′

n, σ′
n〉

〈P, σ〉 −→ 〈P ′, σ′〉 if cond

Such a rule denotes that the transition below the line can be derived if the transitions
above the line are derivable, provided that the condition cond holds. Sometimes, we
write transition rules with several transitions below the line. They are used to abbreviate
a collection of rules each having one of these transitions as its conclusion. A rule with
no transitions above the line is called an axiom, and is simply written as 〈P, σ〉 −→
〈P ′, σ′〉. A transition system is then a set of of transition rules.

In order to be able to describe communication, we can make use of labelled transi-
tion systems in which the transitions are of the following form:

〈P, σ〉 l−→ 〈P ′ , σ′〉.

The label l in this transition is used to denote the mode of the computation step. In our
case, we distinguish between three different modes; viz., internal computation steps,
input actions and output actions.

The advantage of using transitions systems is that they allow the operational seman-
tics to closely follow the syntactic structure of the language. As an effect, if we view the
configurations of the form 〈P, σ〉 as states of an abstract machine then the transitions
specify the actions that this machine should perform. In fact, this machine could act as
an interpreter for the language.

3.2 Local Transitions of ACPL

The structural operational semantics of ACPL is defined by means of a local and a global
transition system. Given a set of declarations D, a local transition is of the form

〈S, ϕ〉 l−→ 〈S ′ , ψ〉

where either l equals τ in case of an internal computation step, that is, a computation
step which consists of the execution of skip or a basic action of the form query(ϕ) or
update(ϕ), or l is of the form c!ϕ or c?ϕ, in case of a communication step. We employ
the symbol E to denote successful termination.

Definition 5 (Transitions for basic actions)

〈query(ϕ), ψ〉 τ−→ 〈E, ψ〉 if ψ � ϕ

〈update(ϕ), ψ〉 τ−→ 〈E, ψ ◦ ϕ〉
〈c!ϕ, ψ〉 c!ϕ−→ 〈E, ψ〉
〈c?ϕ, ψ〉 c?ϕ−→ 〈E, ψ〉
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The actions query(ϕ) and update(ϕ) are the familiar operations from CCP which
allow an agent to inspect and update its private store. The semantics of the basic action
update is defined in terms of the belief update operator ◦ from the belief system B.
By adding new information the store can become inconsistent, such as for instance
if the action update(x = 1) is performed in a situation where the store contains the
information x = 0. We assume that such conflicts are resolved by the belief update
operator ◦.

In the third transition, the information ϕ to be sent does not necessarily follow from
the agent’s belief base ψ. The programmer can try to accomplish sincerity by letting the
output action precede by a test that ϕ follows indeed from the information store:

query(ϕ) · c!ϕ

In this case, the communication action will only be executed in case the test query(ϕ)
has been successfully executed first. However, in the case of multiple concurrently op-
erating threads in an agent, it is possible that the consecutive execution of these two
actions is interleaved by another action that updates the private store. Due to this in-
termediate update it is possible that the information ϕ will not be entailed by the store
at the moment of communication. Thus, sincerity assumes either that an agent has one
single thread or that its belief base shows monotonically increasing behaviour; i.e., in-
formation is only added to the store and not removed from it.

In the fourth transition, the information ϕ that is anticipated to be received is not
automatically added to the agent’s belief state. The addition of this information can be
controlled by the programmer through a subsequent execution of the update operator:

c?ϕ · update(ϕ).

Furthermore, we have the following rules for action prefixing, procedure calls and
the programming constructs for non-deterministic choice and parallel composition.

Definition 6 (Transition for prefixing)

〈a, ψ〉 l−→ 〈E, ψ′〉
〈a · S, ψ〉 l−→ 〈S, ψ′〉

The computation step of a prefixed statement a · S corresponds to the execution of
its prefix a. That is, the transition of the prefixed statement a · S is inferred from the
transition of the action a, in which the label l is propagated together with the change
of the private store from ψ to ψ′ . Finally, the statement S is identified to be the part of
a · S that needs to be executed next.

Definition 7 (Transition for internal parallelism)

〈S1, ψ〉 l−→ 〈S ′
1, ψ

′〉
〈S1 & S2, ψ〉 l−→ 〈S ′

1 & S2, ψ
′〉

〈S2 & S1, ψ〉 l−→ 〈S2 & S ′
1, ψ

′〉
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A derivation rule that has two transitions below the line, is a shorthand notation for
two derivation rules that each have one of these two transitions as its conclusion. The
execution of a parallel statement S & T is modelled as an interleaving of the compu-
tation steps of S and T . That is, an execution step of the composed statement S & T
is given by a computation step of one the statements S and T . Therefore in the above
transition rule, the transition of the statement S1 induces a transition of the compound
statement S1 & S2 in which it acts as the left operand, as well a transition of the com-
pound statement S2 & S1 in which it acts as the right operand. The statements S ′

1 & S2

and S2 & S ′
1 then denote the part of the composed statements that remains to be exe-

cuted, respectively.

Definition 8 (Transition for non-deterministic choice)

〈S1, ψ〉 l−→ 〈S ′
1, ψ

′〉
〈S1 + S2, ψ〉 l−→ 〈S ′

1, ψ
′〉

〈S2 + S1, ψ〉 l−→ 〈S ′
1, ψ

′〉

The computation steps of a non-deterministic choice S + T are given by the tran-
sitions of either of the statements S and T . Hence, in the transition rule above, the
transition of S1 yields a transition for the compound statement S1 + S2 as well as for
the compound statement S2 +S1. The part of the non-deterministic choice that remains
to be executed is given by S ′

1. The rule reflects that “+” is a commutative operator. Due
to non-deterministic choice the execution of a multi-agent system can lead to different
ending states. Note the difference with the rule for internal parallelism in which the
statement S2 remains to be executed as well.

Definition 9 (Transition for local variables)

〈S, ϕ ◦ ∃xψ〉 l−→ 〈S ′ , ψ′〉
〈locϕ

xS, ψ〉 l−→ 〈locϕ′
x S ′, ψ ◦ ∃xϕ′〉

The syntax of the language is extended with a construct of the form locϕ
xS denoting

that in the statement S the variable x is a local variable, where the constraint ϕ collects
the information on the local variable x. In this notation, the statement locxS is written
as loctruex S, denoting that the local constraints on x are initially empty.

The idea of the transition rule is that the transition of the construct locϕ
xS is derived

from the transition of the statement S. In order to achieve this, we need to replace the
constraints on the global variable x in the state ψ (if present) by the constraints ϕ on the
local variable x. This yields the state ϕ◦∃xψ. The statement S is then executed relative
to this state. After one computation step, ϕ′ denotes the new state and S ′ represents the
part of S that still remains to be executed. In order to obtain from ψ′ the resulting store,
we remove the constraints on the local variable x from it and add the remainder to the
old private store ψ, yielding the new state ψ ◦ ∃xϕ′ . Finally, the constraints on the local
variable x need to be stored for later use; hence, the statement locϕ′

x S ′ denotes the part
of the program that needs to be executed next.

Note that no information on the local variable x can be communicated, because by
definition x does not occur free in ϕ in case l is of the form c?ϕ or c!ϕ.
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Definition 10 (Transition for procedure calls)

〈p(ȳ), ψ〉 τ−→ 〈S, ψ〉 where p(ȳ) :− S ∈ D

The transition of a procedure call is given by the replacement of the call by the body
of the procedure.

Definition 11 (Transition for skip)

〈skip, ψ〉 τ−→ 〈E, ψ〉

The rule shows that the statement skip always succeeds and has no effects on the
information store ψ.

3.3 Global Transitions of ACPL

A global transition is of the form A
l−→ A′ , where l indicates whether the transition

involves an internal computation step, that is, l = τ , or a communication, that is, l = c!ϕ
or l = c?ϕ.

Definition 12 (Transitions for multi-agent systems)
The following rule describes parallel composition by interleaving of the basic actions:

A1
l−→ A′

1

A1 ‖ A2
l−→ A′

1 ‖ A2

A2 ‖ A1
l−→ A2 ‖ A′

1

In order to describe the synchronisation between agents we introduce a synchronisation
predicate |, which is defined as follows. For all c ∈ Chan and ϕ, ψ ∈ B, if ϕ � ψ then

(c!ϕ | c?ψ) and (c?ψ | c!ϕ).

In all other cases, the predicate | yields the boolean value false. We then have the fol-
lowing synchronisation rule:

A1
l1−→ A′

1 A2
l2−→ A′

2

A1 ‖ A2
τ−→ A′

1 ‖ A′
2

if l1 | l2

This rule shows that an action of the form c?ψ only matches with an action of the form
c!ϕ in case ψ is entailed by ϕ. In all other cases, the predicate | yields false and therefore
no communication can take place.

Finally, encapsulation of communications along a set of channels H is described
by the rule:

A
l−→ A′

δH(A) l−→ δH(A′)
if chan(l) ∩ H = ∅

where chan is defined by chan(c!ϕ) = chan(c?ϕ) = {c} and chan(τ) = ∅.
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4 Agent Communication Languages

The framework ACPL provides a general basis for the semantics of agent communi-
cation languages. Consider the different layers of the agent communication language
KQML in Figure 1. Constraint systems can be used to represent the content layer. With
respect to the second layer we assume an extension of the entailment relation of the
constraint system that includes speech acts. For example, a KQML expression consist-
ing of a content expression ϕ that is encapsulated in a message wrapper containing the
speech act untell, which allows to derive negative information in terms of the closed
world assumption [26], is represented by the expression untell(ϕ). This operator can
be defined by an extension of the information ordering of the constraint system. For
instance, given the constraints ψ and ϕ, we define:

ψ ϕ ⇔ ψ � untell(ϕ).

Assuming that ψ represents the belief base of an agent, this rule formalises the closed
world assumption. Assuming ¬p p, we can for instance derive: ¬p � untell(p).
Note that we cannot derive untell(p) � ¬p.

The anti-monotonicity property of the untell operator is expressed by:

untell(ψ) � untell(ϕ) ⇔ ϕ � ψ.

So, for instance, we have untell(p) � untell(p∧q), or in other words untell(p∧q)
contains less information than untell(p).

The general use of the entailment relation in the semantics of communication ac-
tions allows us to abstract from among others the following :

– the particular syntax of information, for instance, untell(p∧q) entails untell(q∧
p) and vice versa.

– redundant logical strength, e.g., untell(p) entails untell(p ∧ q).
– the kind of communicated information, e.g., simple constraints on the domain of

discourse or information containing speech acts.

The third layer involves the communication channel and the direction of commu-
nication. At this level, we consider the interplay between sending and anticipating the
receipt of information. In ACPL, the basic communication mechanism is synchronous.
A synchronous communication step consists of a handshake between an agent that per-
forms a communication action of the form c ! speech act1(ϕ1) and an agent that per-
forms a matching communication act of the form c ? speech act2(ϕ2) along the same
channel c. For them to match it is required that the sent message speech act1(ϕ1)
contains at least as much information as the message that is anticipated to be received,
or in terms of the entailment relation:

speech act1(ϕ1) � speech act2(ϕ2).

For instance, employing the above stipulations, we have that c ! ¬p matches with
c ? untell(p), but c ! untell(p) does not match with c ? ¬p.
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Thus, the basic communication mechanism of ACPL is synchronous, i.e., the re-
ceipt of information takes place at the same time at which it is sent. Our choice for
synchronous communication is motivated by the fact that in the field of concurrency
theory, asynchronous communication can be modelled in terms of synchronous com-
munication [20]. In particular, asynchronous communication can be modelled in our
agent framework by means of communication facilitators. This is illustrated in the next
example.

Example 13 Sending a question ask(ϕ) along a channel c without waiting for its an-
swer (to be received along a channel d) can be described by the following code:

c!ask(ϕ) · (S1 & (d?ϕ · S2 + d?untell(ϕ) · S3)),

where S1 represents the remaining activities of the agent and S2 and S3 represent the
agent’s subsequent responses to the receipt of the answers ϕ and untell(ϕ), respectively.

Secondly, the corresponding receipt of a question ask(ϕ) along a channel c, will
be handled by the addressed agent’s communication facilitator Fac which satisfies the
following recursive equation:

Fac :− c?ask(ϕ) · ((e?ϕ · d!ϕ) & Fac),

where e denotes an internal channel connecting the facilitator with the agent. Note that
consequently this facilitator in fact describes a bag of received requests (along channel
c) for answering ψ.

Obviously, this basic form of asynchronous dialogue can be extended to more in-
volved patterns of interaction.

As an additional example we consider the KQML speech acts ask one, which is
used to ask for one instantiation of the specified question. In the concurrency frame-
work of ACP [3], value-passing can be modelled by synchronisation of actions and
non-deterministic choice. Similarly, in our framework, we can model the generation
and communication of solutions to constraints as described by the KQML speech acts
like ask one in the following way.

Example 14 Anticipated responses (to be received along channel c) to the KQML ex-
pression ask one(ϕ) can be modelled as follows:

∑
i∈I

c?ϕ(θi) · Si,

where
∑

represents non-deterministic choice and the set {θi | i ∈ I} denotes the set of
all suitable substitutions, ϕ(θi) denotes the application of the substitution θi to ϕ and
Si represents the corresponding subsequent reaction.

For instance, consider the question ask one(price(x, item464 )) to ask for the price
of a particular item. Let us assume that prices can be any natural number between 0 and
1000. The reception of an answer to the question can then be described by:

∑
i∈[0..1000]

c?price(i, item464 ) · Si.
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5 Conclusions and Further Reading

In this paper, we have considered the process algebra ACPL, which models the basics
of agent communication. This algebra combines the information-processing aspects of
CCP with a generalisation of the synchronous handshaking communication mechanism
of CSP. The operational semantics of ACPL is given in terms of a transition system that
consists of local and global transition rules. The local rules describe the operational
behaviour of agents, like the local effects of communication actions. The global rules
define the operational behaviour of multi-agent systems including the matching of com-
munication actions. We have shown how ACPL provides a general basis to address the
semantics of agent communication languages.

The basic algebra ACPL has been extended in several different directions. We con-
clude the paper by considering a number of these extensions.

Full Abstraction The operational semantics of ACPL describes the behaviour of a multi-
agent system in terms of its computations. In general, however, we are not interested
in all details of the behaviour that a particular system exhibits. That is, we want to
reason about a multi-agent system at a higher level of abstraction, namely at a level
that captures the aspects that are visible to an external observer. In [4], we consider the
observable behaviour of a multi-agent system to be the final information stores as com-
puted by the individual agents in a system. In order to describe this notion of observable
behaviour in a compositional way, we have developed a form of denotational seman-
tics, called failure semantics, which is shown to be a fully-abstract characterisation of
the notion of observables. For instance, with respect to this observable behaviour, the
following algebraic laws hold. If ϕ � ψ then:

c!ϕ = c!ϕ + c!ψ
c?ψ = c?ψ + c?ϕ

The crucial observation here is that any communication action that for instance matches
c ! p also matches c ! p ∧ q. In general, we could say that sending a message includes
sending all messages that contain less information. Similarly, any communication ac-
tion that matches c ? p ∧ q also matches c ? p. In other words, anticipating the receipt
of a messages includes anticipating the receipt of all messages that contain more infor-
mation.

Specification and verification Once the semantics of a programming language has been
established, it allows us to consider the specification and verification of agent commu-
nication. Verification amounts to the process of checking whether a program satisfies
desired behaviour as expressed by a specification, like for instance the conversation
policy [16] that if an agent A is asked by an agent B whether a particular proposition
holds then A subsequently answers B whether it believes the proposition to hold or not.
In [12], a compositional verification calculus for ACPL is defined. This calculus can be
used to verify that a particular multi-agent system satisfies its specification. On the ba-
sis of this calculus it is possible to implement (semi-)automatic verification procedures.
This is a subject of future research.
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Translations In [11], we consider communicating agents that employ different vocab-
ularies to represent information. In order to communicate some translations between
these vocabularies need to generated. Instead of being defined in advance, we consider
translations that are dynamically constructed during execution of the system. These
translations are based both on the information that the agents exchange and the under-
lying ontologies that they employ. This yields a framework that can be used to study
and analyse experiments as performed in the research on the origins of language, like
for instance dialogue games in which the purpose of communication is to develop a
mutual understanding of the agents’ vocabularies [31]. This is also a subject of further
research.

Agents and objects In [10], it is studied in which way concepts and techniques that
have been developed in the object-oriented paradigm, can be adopted and adjusted for
multi-agent systems. In particular, we study in which way the rendezvous communi-
cation mechanism of object-oriented programming can be generalised to structure the
exchange of information between agents. A central concept of this chapter is the con-
cept of a question invocation by analogy with the concept of a method invocation from
object-oriented programming.

Groups Finally, we mention here some related work by De Vries et al. [33,34], where
an abstract programming language for agent interaction is proposed, called GrAPL. This
language contains constructs for coordinating group activity (group communication,
formation, and collaboration). There are definite similarities between GrAPL and ACPL:
both are given operational (process-algebraic) semantics, both employ the idea of a
CSP-like synchronisation for communication between agents, and in both languages the
communicated information is viewed as comprising constraints in a constraint system.
The main difference is that in ACPL bilateral communication is used while in GrAPL this
idea is extended to groups of agents that tell each other constraints about (parameters
of) actions to be performed by them. In [33, Chapter 6] this idea is extended further
to the communication of partial plans, i.e. orders on actions, as well as who is willing
to do what, between agents in a group so that in effect the agents are able to perform
distributive planning.
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Abstract. In this paper, we describe the Distributed Dispatcher Manager (DDM), 

a system for managing resource in very large-scale task and resource domains.  

In DDM, resources are modeled as cooperative mobile teams of agents and ob-

jects or tasks are assumed to be distributed over a virtual space. Each agent has 

direct access to only local and partial information about its immediate surround-

ings. DDM organizes teams hierarchically and addresses two important issues 

that are prerequisites for success in such domains: (i) how agents can extend lo-

cal, partial information to arrive at a better local assessment of the situation and 

(ii) how the local assessments from teams of many agents can be integrated to 

form a global assessment of the situation. We conducted a large number of ex-

periments in simulation and demonstrated the advantages of the DDM over 

other architectures in terms of accuracy and reduced inter-agent communica-

tion.*  

1 Introduction 

This paper presents a novel multiagent solution to the problem of resource manage-

ment in very large-scale task and resource environments.  We focus on domains of 

application in which resources are best modeled by mobile agents, each of which can 

decide, fairly autonomously, to take on new tasks in their immediate environment.  

Since agents are mobile, they can be redirected to other areas where resources are 

needed.  However, since no single agent has global information regarding the distri-

bution of tasks and resources, local information from agents must be pooled to obtain 

a more accurate understanding of the global situation.  A typical domain that we have 

in mind is one involving sensor webs that must be jointly tasked for surveillance: 

sensors correspond to agents and objects that appear in the environment correspond 

to tasks.  For these sorts of problem domains, we segment the problem solving proc-
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ess into two stages: (1) a situation assessment stage in which information processed 

from individual agents is extended with causal knowledge about likely object behav-

iors and then combined to form a global situation assessment; and (2) a resource 

distribution stage in which agents are (re-)distributed for better task management.  In 

this paper, we focus on the first stage; a companion paper addresses the second stage. 

There are a number of ways one could approach the problem of achieving coordi-

nated behavior in very large teams of agents.  The various methods can range along 

several dimensions; as teams scale up, however, the degree of communication re-

quired for effective coordination is one important measure of system performance 

which one would like to minimize.  The extent of communication can be measured, 

roughly, in terms of the number of rounds of communication needed between agents 

and the size of the messages exchanged.  Complex protocols, such as contract nets, 

that involve explicit coordination in the form of cycles of announcements, bids and 

awards to determine an appropriate task allocation among team members can become 

costly, particularly after the number of tasks grows to the point that several rounds of 

each cycle is necessary to reach agreement on an appropriate division of labor.  

Methods that require a rich agent communication language (ACL) also place a burden 

on the communications medium, requiring larger messages and more complex proc-

essing by each agent; a consequence of the latter is the need for agents of a more 

complex design.   

One of our goals has therefore been to develop methods that minimize such com-

munication-related metrics by limiting the degree of explicit coordination required.  

A secondary goal was to also develop methods suitable for achieving coordinated 

behavior among very simple agents; hence, the ACL is extremely simple in design.  

To accomplish this we have designed a system which exploits agent autonomy in 

service of realtime reactivity.  It assumes that agents are of a relatively simple design 

and organized hierarchically to reduce inter-agent communication.  Agents are 

grouped into teams, each with a distinguished team leader; teams might be assigned 

to specific geographic sectors of interest.  Teams are themselves grouped into larger 

teams.  Communication is restricted to flow only between an agent (or team) and its 

team leader.  State information from individual agents flows up to team leaders and 

sector assignments flow from the team leader to the agents. Each individual agent can 

position itself within an assigned sector depending on the tasks (objects) that it de-

tects in its local environment.  In this model, therefore, resources are not directly 

allocated to tasks but are rather distributed to sectors where it is believed that they are 

most needed: the sector leader need not know exactly which agent is going to take on 

a particular task.   This design does not preclude the possibility of  sector leader, for 

example, using a more complex ACL; however, it does simplify the style and extent 

of communication necessary between agents. 

More abstractly, we can model such problems and their solution in the following 

way. We define a resource management problem, MP, as a tuple, 

MP= O,S,T,A,Sa,G,g,Comm, paths,ResBy , such that O stands for a set of tasks or 

objects; S, a set of object/tasks states; T, a set of integer times; A,  a set of agents; Sa, 
a set of agent states; G, a set of groups; g: A  G  G, an assignment of agents and 

groups to groups; Comm  A  A, a binary relation indicating a communication link 
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between agents;  : T  O   S the actual states of tasks at given time. A causal 

relation, ResBy  S  T  S   T, constrains the evolution of object states in terms of 

contiguous, legitimate paths, such that ResBy(s1,t1,s2,t2) iff s2 at t2 could follow s1 

at time t1.   

For finding a solution to MP we consider the notion of an object state function f
o
 : 

T   S that associates with an object o its state change over time. If  f
o 
is the actual 

path function then for any t, f
o 
(t)= (t,o). We define an information map, I as a set of 

path functions.  We define a solution, , to a given MP, written (MP), such that

(MP)   I, iff each object in O is captured in an actual path function in (MP).  We 

expand on this formalization in later sections.  Schematically we have the following 

(the second stage of the problem is to distribute agents to sectors - see companion 

paper for details).   

Problem 

     Team 

assignments 

   

Assessment 
Agent(re-)   

distribution 

  Partial Information  

                map 

Information 

map 

Figure 1: Solving the problem and redistributing the agents

The problem as described presents a number of difficult challenges: (1) there is a 

data association or object identification problem associated with connecting up task 

state measurements from one time point to the next; (2) local information obtained by 

an agent is incomplete and uncertain and must be combined with other agents’ local 

information to improve the assessment; and (3) computing the information map and 

tracking objects must be accomplished in real time (this is one reason for giving indi-

vidual agents the flexibility to act more or less autonomously within their sector: 

agents can react to nearby targets).   

 In this paper we describe the Distributed Dispatcher Model (DDM), a system that 

embodies these ideas.  DDM is designed for efficient coordinated resource manage-

ment in systems consisting of hundreds of agents; the model makes use of hierarchi-

cal group formation to restrict the degree of communication between agents and to 

guide processes for very quickly combine partial information to form a global as-

sessment.  Each level narrows the uncertainty based on the data obtained from lower 

levels. We show that the hierarchical processing of information reduces the time 

needed to form an accurate global assessment. 

We have tested the performance of the DDM through extensive experimentation in 

a simulated environment involving many sensors.  In the simulation models a suite of 

Doppler sensors are used to form a global information map of targets moving in a 

steady velocity. A Doppler sensor is a radar that is based on the Doppler effect. A 

Doppler sensor provides only partial information about a target, in terms of an arc on 

which a detected target might be located and the velocity towards it, that is, the radial
velocity [3]. Given a single Doppler measurement, one cannot establish the exact 



132 Osher Yadgar, Sarit Kraus, and Charles L. Ortiz, Jr. 

location and velocity of a target; therefore, multiple measurements must be combined 

for each target. This problem was devised as a challenge problem by the DARPA 

Autonomous Negotiating Teams (ANTS) program to explore realtime distributed 

resource allocation algorithms in a two dimensional geographic environment. ANTS 

program uses Dopplers combined out of three different sectors, whereas only one 

sector may be activated at a time. The orientations of the sectors are 0, 120 and 240 

degrees.  

We have compared our hierarchical architecture to other architectures; in this pa-

per we report on results that show that situation assessment is faster and more accu-

rate in DDM. We have also shown that DDM can achieve these results while only 

using a low volume of possibly noisy communication. 

2   Path Inference at the Agent Level in DDM 

Each individual agent can extend its local information through the application of 

causal knowledge that constrains the set of possible paths that could be associated 

with a collection of data measurements.   

 

2.1 Objects Movement and Agent Measurements 
 

The ResBy function is meant to capture those constraints.  The relation ResBy holds 

for two object-states s1 and s2 and two time points t1 and t2 where t2 t1,  if it is 

possible that if the state of an object was s1 at t1, then it could be s2 at t2. ResBy 

should also satisfy the following constraints: 
Let and  ,  such that 

(i) if ResBy( , ) and 
ResBy( , ) then  
ResBy( , ) 

(ii) if ResBy( , ) and 
ResBy( , ) then  
ResBy( , )  

(iii) if ResBy( , ) and the 
ResBy( , ) then  
ResBy( , )  

(iv) if ResBy( , ) then . 
 

The constraints (i)-(iii) on ResBy restrict the way the state of an object may change 

over time.  They refer to three points of time  in an increasing order and to the 

possibility that an object was at state  and  at these time points, respectively. 

If the object has been in these states at the corresponding times then at  should be 

a result of at , i.e. ResBy( , ). Similarly 

ResBy( , )  and  ResBy( , ). The constraints indicate 

that it is enough to check that two out of the three relations hold, to verify that the 

object was really at at , at  and at . That is, if two of the three relations 
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hold, the third one does as well. The last constraint (iv) is based on the fact that an 

object cannot be in two different states at the same time. 

2.1.1 Objects and ResBy Relation in the ANTS Domain
 

In the ANTS domain, objects correspond to targets. The target state structure is 

. If a 

target state at  resulted from target state at  and the velocity of the target re-

mained constant during the period , then . We assume that no 

target is likely to appear with the same exact properties as another target. That is, 

there cannot be two targets at the exact same location moving in the same velocity 

and direction.  Thus, in ANTS where ,  ResBy is true iff: 

(i) may be derived from  using the motion equation of a target and given dur-

ing the period and (ii) . 

The physical motion of a moving body in a steady velocity follows the four con-

straints of the ResBy relation.  In general, in any domain every object state that com-

bines out of a singular state along with the first derivative of this state by time where 

this derivative is not depended on time satisfies the four constraints.  

2.1.2 Agents’ Measurements

Each agent is capable of taking measurements or sampling its nearby environment. In 

the ANTS domain a sampling agent state is represented by the location of the sensor 

and its orientation.   

Object measurements provide only partial information on object-states and may be 

incorrect.  When an agent takes measurements we refer to its agent state as the view-
point from which a particular object state was measured. We assume that there is a 

function PosS that given k consecutive measurements taken by the same agent, up to 

time t returns a set of possible states, , for an object at time t where exactly 

one  is the right object state and there is an such that . 

 A path, p, is a sequence of triples  where 
and for all , either  

(i)  and ResBy( , ) is true or  
(ii)  ,  and .  

 

Each path represents an object’s discrete state change over time as measured by 

sampling-agents in states, . Constraint (i) considers the case where two points 

in the path captures the change of the state of the object from at time  to at 

time . In that case, where the path specifies the way the state was changed, 

ResBy  must hold, i.e. the object could be at at and then at 

at . On the other hand, constraint (ii) considers the case of two points 

,  on the path that do not capture a change in the ob-

ject’s state but rather two different observations of the object.  That is, the object was 
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at a given state at time , but was observed by two agents. The two agents were, of 

course, in different states, and this is captured by the constraint that .  

A path often consists of only a very few states of an observed object. However, an 

agent would like to infer the state of the object at any given time from a path func-

tion. This is formalized as follows.  

An object state function , with respect to two path points , 

 where , associates with each time point an object state (i.e. 

) such that  

(i)  and  
(ii) ,  ResBy( , ). 
 

An object state function represents object state change over time points in T with 

respect to two path points.  To move from a path to an associated function, we as-

sume that there is a function pathToFunc:  such that given a path ,

, if = pathToFunc (p) then, 

,  . 

In the rest of the paper we will use an object state function and its path inter-

changeably. 

2.1.3 PosS Implementation in ANTS 
 

A measurement in the ANTS domain is a pair of amplitude and radial velocity values 

for each sensed target. Given a measurement of a Doppler radar the target is located 

by the Doppler equation: 

 

where, for each sensed target, i,  is the distance between the sensor and ;  is 

the angle between the sensor and ;  is the measured amplitude of ;  is the 

sensor beam angle; and  and  are characteristics of the sensors and influence the 

shape of the sensor detecting area (1). Given k consecutive measurements one can use 

the Doppler equation to find the distance . However, there are two possible  

angles for each such distance. Therefore, for PosS function in ANTS domain returns 

two possible object states, i.e. m=2. For space reasons we do not present the proofs of 

the lemmas and theorems.   

Theorem 1: (PosS in ANTS) Assuming that the acceleration of a target in a short 

time period is zero. The next target location after a very short time is then given by 

 

where  and  are values of the target at time and and 

represent values of the target at time .  is the time between t=i and t=j.  
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Only certain angles will solve the equations. To be more accurate, the sampling 

agent uses one more sample and applies the same mechanism to  and . The 

angles are used to form a set of possible pairs of location and velocity of a target (i.e., 

the PosS  function values). Only one of these target states is the correct one. 

In addition, pathToFunc (p) is calculated using in the following way 

 which is equivalent to . 

2.2 Constructing an Information Map 

DDM uses partial and local information to form an accurate global description of the 

changes in objects over time. The DDM model can be applied to many command, 

control and intelligence problems by mapping the DDM entities to the domain enti-

ties.  As pointed out earlier, the goal of the DDM is to construct an information map. 

Definition 1: An information map, infoMap, is a set of object state functions 

 such that for every  and   

Intuitively, infoMap represents the way that the states of objects change over time. 

The condition on the information map specifies the assumption that two objects can-

not be at the same state and time. Because each agent has only partial and uncertain 

information of its local surroundings an agent may need to construct the infoMap in 

stages. In some cases, an agent might not be able to construct the entire infoMap. The 

process of constructing the infoMap will use various intermediate structures.

As mentioned above, to capture the uncertainty associated with sensed informa-

tion, each sampled object is associated with several possible object states. We intro-

duce the notion of a capsule that represents a few possible states of an object at some 

time as derived from measurements taken by an agent in a given state. 

Definition 2: A capsule is a triple of a time point, a sampler agent state and a se-

quence of up to m object-states, i.e.,  where 

, . We denote the set of all possible capsules by C. 

Capsules are generated by the sampling agents using the domain dependent func-

tion PosS and k consecutive samples.  

The assessment problem discussed earlier corresponds to the problem of how best 

to choose the right state from every capsule. It is impossible to determine which state 

is the correct state using only one viewpoint: measurements from one viewpoint can 

result in up to m object states, each of which could correspond to the correct state. 

Therefore, capsules from different viewpoints are needed. A different viewpoint may 

correspond to a different state of the same sampling agent or of different sampling 

agents. To choose the right object state from each capsule state, different capsules are 

connected using the ResBy relation to form a path. Each of these paths is evaluated 

and those with the best probability are chosen to represent the most likely sequence of 

object state transitions to form state functions.   
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Definition 3: localInfo is a pair of infoMap and a set of capsules, <infoMap, unused-
Capsules> where unusedCapsules= s.t. for all and for all 

 and   and for every  . 

At any time, some capsules can be used to form object state functions that have a 

high probability of representing objects. These functions are recorded in infoMap; we 

refer to them as accurate representations. The remaining capsules are maintained in 

the unusedCapsules set and used to identify state functions. That is, the condition of 

definition 3 intuitively states that an object associated with a function was not 

constructed using one of the measurements that were used to form the capsules in the 

unusedCapsules set.  

2.3 The DDM Hierarchy Architecture 

In a large-scale environment many capsules may have to be linked from each area. 

Applying the ResBy relation many times can be time consuming. However, there is a 

low probability that capsules created based on measurements taken far away from one 

another will be related. Therefore, it makes sense to distribute the solution. The DDM 

hierarchical structure guides the distributed construction of the global infoMap. The 

lower level of the hierarchy consists of sampling agents, which are grouped according 

to their associated area. Each group has a leader. Thus, the second level of the hierar-

chy consists of sampler group leaders. Sampler group leaders are also grouped ac-

cording to their associated area. Each such group of sampler leaders is associated 

with a zone group leader. Thus, the third level of the hierarchy consists of zone group 

leaders, which in turn, are also grouped according to their associated area, with a 

zone group leader, and so on. Leader agents are responsible for retrieving and com-

bining information from their group of agents. We refer to members of a group as 

group subordinates. Sampling agents are mobile; therefore, they may change their 

group when moving to a different area. The sampler leaders are responsible for the 

movements of sampling agents. For space reasons we do not discuss the agent distri-

bution process here, but rather focus on the global infoMap formation. We also do not 

discuss the methods we have developed to replace group leaders that stop function-

ing.  All communication takes place only between a group member and its leader.  

A sampler agent takes measurements and forms capsules. These capsules are sent 

to the sampler leader at specified intervals. A sampler leader collects capsules from 

its sampler agents to represent its localInfo. In this computation, it uses the previous 

value of localInfo; it then sends its localInfo to its zone leader. A zone leader collects 

the localInfo of all the sub-leaders of its zone and forms a localInfo of its entire zone. 

It, in turn, sends it to its leader and so on. The top zone leader, whose zone consists of 

the entire area, forms a localInfo of all the objects in the entire area. In the next sec-

tion we present the algorithms for these agent processes. 
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Figure 2: DDM hierarchy information flow diagram

3   Algorithm Description 

The formation of a global information map integrates the following processes:  

1. Each sampling agent gathers raw sensed data and generates cap-

sules.  
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2. Every dT seconds each sampler group leader obtains capsules from 

all its sampling agents and integrates them into its localInfo. 

3. Every dT seconds each zone group leader obtains from all its sub-

ordinate group leaders their localInfo and integrates them into its 

own localInfo. 

As a result, the top-level group leader localInfo will contain a global information 

map. 

We have developed several algorithms to implement each process. We will use a 

dot notation to describe a field in a structure, e.g., if  then c.sa 

is the sampling agent field of the capsule c.   

Sampler capsule generation algorithm. We use one sampling agent to deduce a 

set of possible object states at a given time in the form of a capsule. A sampling agent 

takes k consecutive measurements and creates a new capsule, c, such that the time of 

the capsule is the time of the last measurement. The state of the sampling agent while 

taking the measurements is assigned to c.sa. The object states resulting from the ap-

plication of the domain function PosS to the k consecutive measurements is assigned 

to c.states. The agent stores the capsules until it is time to send them to its sampler 

group leader asks for them. After delivering the capsules to the group leader the sam-

pler agent deletes them. 

Leader localInfo generation algorithm. Every dT seconds each group leader per-

forms the localInfo generation algorithm. Each group leader maintains its own lo-
calInfo. The leader first purges any data older than  seconds before processing new 

data. Updating localInfo involves three steps: (i) obtaining new information from the 

leader’s subordinates; (ii) finding new paths; (iii) and merging the new paths into the 

localInfo. 

In the first phase, every leader obtains information from its subordinates. The 

sampler group leader obtains information from all of its sampling agents for their 

unusedCapsules and adds them to its unusedCapsules set. The zone group leader 

obtains from its subordinates their localInfo. It adds the unusedCapsules to its un-
usedCapsules and merges the infoMap of that localInfo to its own localInfo.  

Merging of functions is performed both in steps (i) and (iii). Merging is needed 

since, as we noted earlier, object state functions inserted by a leader into the informa-

tion map are accepted by the system as correct and will not be removed. However, 

different agents may sense the same object and therefore it may be that different func-

tions coming from different agents will refer to the same object. The agents should 

recognize such cases and keep only one of these functions in the infoMap. We use the 

following lemma to find identical functions and merge them. 

Lemma 1: 
Let ,  be two paths, where  

and , .  

If ResBy( , ) then for any  

 

Leaders use lemma (1) and the ResBy relation to check whether the first state of an 

object state function resulted from the first state of a different object state function. If 
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one of the states is related in such a way, the leader changes the minimum and the 

maximum triplets of the object state function. The minimum triplet is the starting 

triple that has the lowest time. The maximum triple is the ending triple that has the 

higher time. Intuitively, the two state functions are merged and the resulted function 

is associated with the combination of their ranges.  If a leader cannot find an object 

state function to meet the subordinate’s function, the leader will add it as a new func-

tion to its infoMap.  

The second step is performed by every leader and corresponds to finding paths and 

extending current paths given a set of capsules. In order to form paths from capsules, 

the agent should choose only one object state out of each capsule. This constraint is 

based on the flowing lemma.  

Lemma 2: 
Let ,  and 

ResBy ( , ) and ResBy ( , ) then 

(i) if  then   (ii) if  then   (iii) if  then  

(iv) if  then  

 

According to this lemma one state of one capsule cannot be in a ResBy relation 

with two different states in another capsule with respect to the capsule’s time. Such a 

case of two different states violates the ResBy constraints.  

    Every leader stores the correct object state functions as part of its infoMap struc-

ture. In the top-level leader we would also like to have represented object state func-

tions with an intermediate probability to represent objects. The top leader knows that 

some of the paths that he would like to use to form state functions are correct but it 

cannot decide which are correct. Paths with only one viewpoint are paths that may be 

correct. For instance, in the ANTS domain, paths with one viewpoint will have a 50% 

probability to be correct, due to the characteristics of the sensors. In other domains, 

the characteristics of the sensors may lead to different probabilities. The top-level 

leader will use these paths of intermediate probability to form a set of functions that 

have a partial probability of being correct. 

3.1 Complexity

The main issue, which we would like to resolve, is whether a single level hierarchy or 

a multiple level one is best.  If there is one level in the hierarchy then all the capsules 

are processed by the sampling leader agent. If there are, say, two levels, then there are 

several sampling agents that process the capsules simultaneously; this will save time. 

However, all of the capsules that the sampling leaders will not be able to use in build-

ing state functions will find their way into the unusedCapsules set and will then be 

transferred to the zone leader. The zone leader will collect all of the unusedCapsules 

and will process them one more time. Thus, the second level may waste the time 

saved by the distribution in the first level. Therefore, the time benefit of the hierarchy 

depends on the ratio of the capsules that the lower level is able to use. 
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In order to determine the ratio of capsules that have not been used at a given level 

for which it is still beneficial to have an additional level in the hierarchy we first state 

the complexity of the two main algorithms. First, we consider the algorithm for form-

ing paths and then the algorithm that merges functions. 

Lemma 3: 

Let C be a set of capsules and m is the maximum number of states in a capsule. 

The time complexity of finding the paths by the algorithm of step 2 is in the worse 

case:  . 

Lemma 4: 

The time complexity of merging two sets of object state functions and  is in 

the worse case:  . 

The most time consuming process is the formation of new paths in step 2. It de-

pends on the number of capsules generated by the agents. Thus in the next lemma we 

state this number. 

Lemma 5: 

Let  be the group of objects located in the area in a given time period and A the 

set of agents located in the area. Let be the size of the sub-area sensed by a single 

sampling agent. Suppose that in a give time periods the sampling agent is activating 

its sensor for time periods. Let be a set of capsules generated by agents in area 

 in the period . Then: 

 

Intuitively, lemma 5 says that the number of capsules is bound by the number of 

objects that the agents may observe in a given time period. Using the above lemmas 

we derive a bounds on the percentage of unusedCapsule that should be processed at a 

given level to make it beneficial to add additional level. 

Theorem 1: 
Let area  be divided into subsections,  such that  and 

be the capsule percentage that could not be used in the state function construction 

by the agents at a given level. Then, if it is beneficial, with respect to 

performance time, to increase the hierarchy by one level, given that there are at least 

two agents in each area.  

 

As can be seen, even when is very close to 1 it is still beneficial to consider adding 

an additional level. 
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4 Simulation, Experiments and Results 

We wanted to explore several issues via simulations. First we wanted to ascertain the 

ability of the DDM model to identify state functions. Second, we wanted to check 

whether the hierarchy model improved the performance of the system. Third, we 

wanted to check how much the model was sensitive to noise. Finally, we wanted to 

examine whether increasing the number of agents and using better equipped sampling 

agents improved performance.   

4.1 Simulation Environment 

We developed a simulation of the ANTS domain to test the model. The simulation 

consists of an area of a fixed size in which Dopplers attempt to identify the object 

state functions of moving targets. Each target had an initial random location and an 

initial random velocity of up to 50 km. per hour. Targets leave the area when reach-

ing the boundaries of the zone. Each target that leaves the area causes a new target to 

appear at the same location with the same velocity in a direction that leads it inwards.  

Therefore, each target may remain in the area for a random time period. Each Dop-

pler has initial random location and a velocity that is less than 50 km. per hour. When 

a Doppler gets to the border of the controlled area it bounces back with the same 

velocity. This ensures an even distribution of Dopplers. 

Evaluation Methods. We collected the state functions produced by agents during 

a simulation. We used two evaluation criteria in our simulations: (1) target tracking 

percentage and (2) average tracking time. We counted a target as tracked if the path 

identified by the agent satisfied the following: (a) the maximum distance between the 

calculated location and the real location of the target did not exceed 1 meter, and (b) 

the maximum difference between the calculated v(t) vector and the real v(t) vector 

was less than 0.1 meter per second and 0.1 radians in angle.  

In addition, the identified object state functions could be divided into two catego-

ries: (1) Only a single function was associated with a particular target and was chosen 

to be part of the infoMap. Those functions were assigned a probability of 100% cor-

responding to the actual object state function. (2) Two possible object state functions 

based on one viewpoint were associated with a target. Each was assigned a 50% 

probability of corresponding to the actual function. We will say that one set of agents 

did better than another if they reached higher tracking percentage and lower tracking 

time with respect to the 100% functions and the total tracking percentage was at least 

the same.  

The averages reported in the graphs below were computed for one hour of simu-

lated time. The target tracking percentage time was calculated by dividing the num-

ber of targets that the agents succeeded in tracking, according to the above defini-

tions, by the actual number of targets during the simulated hour. In total, 670 targets 

passed through the controlled area within an hour in the basic settings experiments 

described below. The tracking time was defined as the time that the agents needed to 

find the object state function of the target from the time the target entered the simula-
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tion. Tracking average time was calculated by dividing the sum of tracking time of 

the tracked targets by the number of tracked targets. Note that 29% of the targets in 

our experiments remained in the area less than 60 seconds in our basic settings. 

     Basic Settings. The basic setting for the environment corresponded to an area 

1200 by 900 meters. In each experiment, we varied one of the parameters of the envi-

ronment, keeping the other values of the environment parameters as in the basic set-

tings. The Dopplers were mobile and moved randomly as described above. Each 

Doppler stopped every 10 seconds, varied its active sensor randomly, and took 10 

measurements. The maximum detection range of a Doppler in the basic setting was 

200 meters; the number of Dopplers was 20 and the number of targets at a given time 

point was 30. The DDM hierarchy consisted of only one level. That is, there was one 

sampler-leader that was responsible for the entire area.  

We first compared several settings to test the hierarchy model and the sampling 

agents characterizations. Each setting was characterized by (i) whether we used a 

hierarchy model (H) or a flat model (F); (ii) whether the sampler-agents were mobile 

(M) or static (S); and (iii) whether Dopplers varied their active sectors from time to 

time (V) or used a constant one all the time (C). In the flat model the sampler agents 

used their local capsules to produce object state functions locally.  

Mobile and dynamic vs. static Dopplers.  In preliminary simulations (not pre-

sented here for space reasons) we experimented with all combinations of the parame-

ters (i)-(iii) above. In each setting, keeping the other two variables fixed and varying 

only the mobility variable, the mobile agents did better than the static ones (with 

respect to the evaluation definition above).  

Hierarchy vs. flat models. We examined the characteristics of 4 different settings: 

(A) FSC that involves static Dopplers with a constant active sector using a nonhierar-

chical model;  (B) HSC as in (A) but using the hierarchical model; (C) FMV with 

mobile Dopplers that vary their active sectors from time to time, but with no hierar-

chy; (D) HMV as in (C) but using the hierarchical model. We tested FSC on two 

experimental arrangements: randomly located Dopplers and Dopplers arranged in a 

grid formation to achieve better coverage. There was no significant difference be-

tween these two FSC formations. Our hypothesis was that the agents in HMV would 

do better than the agents in all of the other settings.   

 

 

 

 

 

 

Figure 3: Target tracking percentage and average time by the settings 

The first finding is presented in the left part of Figure 3. This indicates that the set-

ting does not affect the overall tracking percentage (i.e., the tracking percentage of 

the 50% and 100% functions). The difference between the settings is with respect to 

the division of the detected target between accurate tracking and mediocre tracking. 

HMV performed significantly better than the other settings. It found significantly 
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more 100% functions and did it faster than the others. This supports the hypothesis 

that a hierarchical organization leads to better performance.  Further support for a 

hierarchical organization comes from HSC being significantly better than FMV even 

though, according to our preliminary results, HSC uses Dopplers that are more primi-

tive than the Dopplers FMV. 

Another aspect of the performance of the models is the average tracking time as 

shown in the right part of Figure 3.  Once again, one can see that hierarchically based 

organizations lead to better results. We found that by considering only targets that 

stayed in the controlled zone at least 60 seconds, HMV reached 87% tracking per-

centage where 83% were accurately detected  

We also considered a hierarchy with two levels: one zone leader leading four sam-

pling leaders. The area was divided equally between the four sampling leaders, and 

each obtained information from the many mobile sampling agents located in its area. 

In this configuration Dopplers were able to move from one zone to another; Dopplers 

changed their sampling leader every time they moved from one zone to another. 

Comparing the results of the two-level hierarchy simulations (not presented here 

because of space reasons), with the one level hierarchy simulations we found that 

there was no significant difference in the performance (with respect to the evaluation 

definition) of the system when there were two levels of the hierarchy when there was 

only one level in the hierarchy. However, consistent with theorem 1, the computation 

time of the system was much lower. 

Communication and noise.  While the performance of the hierarchy-based mod-

els are significantly better than the non-hierarchy ones, the agents in the hierarchy 

model must communicate with one another, while no communication is needed for 

the flat models.  Thus, if no communication is possible, then FMV should be used. 

When communication is possible, however, messages may be lost or corrupted. The 

data structure exchanged in messages is the capsule. In our simulations using a hier-

archy model, each sampling agent transmitted 168 bytes per minute. We examined 

the influence of randomly corrupted capsules on the HMV’s behavior. Figure 4 

shows that as the percentage of the lost capsules increased the number of tracked 

targets decreased; however, up to a level of 10% noise, the detection percentages 

decreased only from 74% to 65% and the accurate tracking time increased from 69 

seconds to only 80 seconds. Noise of 5% resulted in a smaller decrease to a tracking 

accuracy of 70% while the tracking time increased slightly to 71.  DDM could even 

mange with noise of 30% and track 39% of targets with average tracking time of 115 

seconds. 

In the rest of the experiments we used the HMV settings without noise.  

Varying the number of Dopplers and targets. We examined the effect of the 

number of Dopplers on performance. We found that, when the number of targets was 

fixed, then as the number of Dopplers increased the percentage of accurate tracking 

increased as well. The significance of this result is that it confirms that the system can 

make good use of additional resources. We also found out that as the number of Dop-

pler sensors increased, the 50% probability paths decreased. This may be explained 

by the fact that 100% paths result from taking into consideration more than one sam-

ple viewpoint. We also found that increasing the number of targets, while keeping the 
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number of Dopplers fixed, does not influence the system’s performance. We specu-

late that this is because an active sector could distinguish more than one target in that 

sector.  

 

 

Figure 4: Target detection percentage and
average time as function of the communication
noise

Figure 5: Tracking percentage and average
time as a function of the number of Dopplers

Maximum detection range comparison. We also tested the influence of the de-

tecting sector area on performance. The basic setting uses Dopplers with detection 

range of 200 meters. We compared the basic setting to similar ones with detection 

ranges of 50,100 and 150 meters. We found that as the maximum range increased the 

tracking percentage increased up to the range covering the entire global area. As the 

maximum radius of detection increased the tracking average time decreased.  This is 

a beneficial property, since it indicates that better equipment will lead to better per-

formance. 

5 Conclusions and Related Work 

We have introduced a hierarchical approach for combining local and partial informa-

tion of large-scale object and team environments where agents must identify the 

changing states of objects. To apply the DDM model to a different environment, it is 

only necessary to represent three domain-specific functions:  PosS, that maps meas-

urements to possible states; ResBy, that determines whether one given object state 

associated with a time point can be the consequence of another given object state 

associated with an earlier time point; and pathToFunc, that, given a path, returns a 

function to represent it. Given these functions, all the DDM algorithms implemented 

for the ANTS domain are applicable, as long as the complexity of these functions can 

be kept low.  Thus, we believe that the results obtained for the ANTS simulations will 

carry over to any such domain.  

The results reported in this paper support the following conclusions: (i) the hierar-

chy model outperforms a flat one; (ii) the flat mobile dynamic sector setting can be 

used in situations where communication is not possible; (iii) increasing resources 

increases performance; (iv) under the identified constraints, it is beneficial to add 

more levels to the hierarchy; and (v) the DDM can handle situations of noisy com-

munications.  

In terms of related work, the benefits of hierarchical organizations have been ar-

gued by many. So and Durfee draw on contingency theory to examine the benefits of 



  Hierarchical Information Combination 145 

a variety of hierarchical organizations; they discuss a hierarchically organized net-

work monitoring system for object decomposition and also consider organizational 

self-design [6,7]. DDM differs in its use of organizational structure to dynamically 

balance computational load. 

The idea of combining partial local solutions into a more complete global solution 

goes back to early work on the distributed vehicle monitoring testbed (DVMT) [5].  

DVMT also operated in a domain of distributed sensors that tracked objects.  How-

ever, the algorithms for support of mobile sensors and for the actual specifics of the 

Doppler sensors themselves is novel to the DDM system.  Within the DVMT, Corkill 

and Lesser [2] investigated various team organizations in terms of interest areas 
which partitioned problem solving nodes according to roles and communication, but 

were not initially hierarchically organized [8]. Wagner and Lesser examined the role 

that knowledge of organizational structure can play in decisions [9].   

All the alternative approaches to the ANTS problem (e.g., [4]) have been based on 

local assessment methods that require coordinated measurements from at least three 

Doppler sensors and intersecting the resulting arcs of each. Such coordination re-

quires good synchronization of the clocks of the sensors and therefore communica-

tion among the Doppler agents to achieve that synchronization. In addition, commu-

nication is required for scheduling agent measurements. We have presented alterna-

tive methods, which can combine partial and uncertain local information. 
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Abstract. In this paper we present a guided tour of some research on
the topic of agent coordination. We present an historical survey about
some coordination models and languages for multiagent systems. We
show how some cordination models have been adapted to different net-
work infrastructures, distinguishing between pre-WWW and WWW-
based coordination architectures. We show that the advent of the new
programming paradigms of Web Services and the Semantic Web is
prompting the definition of a new family of coordination models and
languages, useful to describe multiagent systems suitable for these new
infrastructures.

1 Introduction

Most attempts to determine which features a software entity should exhibit to
be recognized to be an “agent” agree on the fact that an agent is an autonomous
entity which performs an independent computational activity and interacts with
its surrounding environment [4]. Then, a multi-agent system is a software system
built by composing several independent computational activities, which have to
interact with each other and with their environment.

An interesting consequence of such definitions is that, due to its intrinsically
interactive nature, a comprehensive view of a multi-agent system should not rely
upon the analysis of the internal behaviour of each agent only.

Actually multi-agent systems usually exhibit a complex global behaviour,
emerging from the mutual interaction among their components, that is hard
to be described and managed when communication is considered from a single
agent viewpoint.

In this paper we take the view that the design, the implementation, and the
subsequent management of a multi-agent system may take advantage from the
choice and exploitation of a coordination model, that is, a high-level interaction
abstraction aimed at globally ruling the behavior of the different system com-
ponents. We have explored such a viewpoint in the last 15 years in a number of
research projects: this paper is a sort of summary of such researches, including
also references to similar works.

Basically, coordination models are abstractions for designing programming
languages. In fact, all coordination models we know include primitives for con-
currency and agent interaction control; they have been introduced to describe

M.-P. Huget (Ed.): Communications in Multiagent Systems, LNAI 2650, pp. 146–163, 2003.
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non-sequential programming languages: in this sense they differ from conven-
tional models for concurrency, that are usually oriented to study the formal
semantics of concurrent programming languages [35].

The story of software agents begins with the idea of a ’soft robot’ - semi-
autonomous programmed entities capable of carrying out tasks toward a goal,
while requesting and receiving advice and orders by humans in human terms.
The first software agents were mostly natural language processors; the advent of
the Internet added several dimensions to the concept [21].

A first dimension is mobility: agents can go around the net to find relevant
data. A second, more important, dimension is autonomy: the agent has to be
able to operate in unexpected conditions, far from the control of its “owner”. A
third dimension is proactiveness: the agent must be able to make efforts to reach
its goals. A fourth, distinctive, dimension is interaction with other agents, and
this is the typical field where coordination models are useful [37].

In recent years, a much narrower, e-commerce oriented, use of the term
”agent” has emerged, with a fairly tenuous relationship to actual agent tech-
nologies and a steady growth despite some disappointing failures. This has lead
to a partial transformation of the concept of agent into an anthropomorphized,
self-customizing virtual servant designed for a single task: a pleasing interface to
a world of information that does not please us.

Agents, like objects, are abstractions which encapsulate state and behavior.
The main difference between an agent and an object is that an agent is au-
tonomous, has full control on its behavior and can invoke services from the out-
side world, while objects are usually conceived as reactive abstractions. Agent-
based systems can be studied at different abstraction levels. For instance, we
can study which cooperation model is enacted by the agents (i.e., what kind of
society - collaborative, authoritative, market-like, etc.); or we can study which
interaction model is used by the agents (i.e., how, when, and with which roles is
the dialogue among agents performed); or, from a software engineer viewpoint,
we can study which software composition model is used to design a multiagent
system (i.e., the technologies used for letting the agents execute, communicate,
move, interoperate).

Many research efforts in the area of autonomous and intelligent agents have
focused on intra-agent aspects, such as agent languages and architectures, which
focus on the agent’s internal structure [30]. However, multi-agent systems should
not be simply considered as a sum of individuals. If a society of agents ex-
ists, a collective social behaviour is likely to emerge. Therefore, to fully under-
stand multi-agent systems, theories for agent societies are needed. These theories
should define what is the world that hosts the society, which laws rule the world,
and which are the individuals that can populate it. In addition, if any intelligent
global behaviour can emerge from a system, there should be a place where it
should be found and monitored.

In a multi-agent world, this intelligence cannot reside inside agents only, but
it should be somehow spread among agents and the interaction space among
them. That is, the world where agents live is not composed of agents only, but



148 Laura Bocchi and Paolo Ciancarini

also of the abstractions supporting the interactions, as well as of the history of
these interactions. Therefore, a multi-agent system should define not only the
world where agents live, but also the laws that permeate the interaction space
or the communication media, and enable agent interactions.

Agents usually interact by exchanging complex symbolic information and
possibly have to agree on complex interaction protocols. In addition, agents are
autonomous, possibly designed separately in different times by different people,
and including heterogeneous software components. These issues have led to the
development of several proposals in the area of agent communication languages,
such as the FIPA and the KQML proposals. From a different perspective, several
middleware systems, notably CORBA, have been proposed as software layers en-
abling interoperability among software components. Although these works are
important to achieve interoperability, they mainly focus on peer-to-peer commu-
nications and do not account for a more comprehensive view of the interaction as
a primary component of agents’ societies. Therefore, both agent communication
languages and middleware systems have to somehow be extended in scope in
order to include not only language and protocol specifications but also the defi-
nition of coordination laws, to allow for a global understanding and management
of interactions.

When a multi-agent system is made up of a large number of independently
designed components, may be very difficult to correctly design and managing
the system as a whole. An approach that simply puts components together and
lets them to interact is likely to degenerate into chaos. Instead, models and tools
are needed to put components together in a structured way: as already recog-
nised in the area of software engineering, the design and management of a large
software project requires the definition and analysis of its software architecture.
This includes defining the role of each component, the mechanisms upon which
composition can be based, and their composition laws. A similar approach would
be undoubtedly helpful also in the context of multi-agent systems. However, in
this case, a more dynamic and flexible definition of the software architecture
interaction-oriented rather than composition-oriented is needed.

2 Coordination in the Pre-Web Era

Coordination is a key concept for studying the activities of complex dynamic sys-
tems. Due to its fundamentality, this general notion encompasses several research
fields such as robotics, biology, computational systems, and human societies.

In [32] we find a basic definition:

“Coordination is managing dependencies between activities”.

Such a definition implies that all instances of coordination include actors
performing activities that are interdependent. Activities can be dependant along
a number of dimensions: temporal, spatial, causal.
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Regarding computer science, we find coordination in operating systems in
order to manage dependencies in exploiting hardware resources or in database
management systems which coordinate accesses to shared data.

Conforming to the definition given above, the term Coordination Theory
refers to

“the theories about how coordination can occur in diverse kind of sys-
tems” [32].

In our scope coordination is a theory about how to program the control
of active and self contained software entities, which have to cooperate or to
synchronize to perform some action on their own behalf. As the concept of agent
becomes more defined with the web’s advent, as we will see, it becomes natural
to instantiate the concept of coordinable software entity with the concept of
agent, involving coordination in multi-agent systems.

2.1 Coordination Models and Languages

Coordination of software entities can be expressed in terms of coordination mod-
els and languages. In the following we try to clarify these two different notions.
For coordination model we prefer the following intuitive definition:

“A coordination model is the glue that binds separate activities into an
ensemble” [15]

In other words, a coordination model provides a framework in which the inter-
action of individual agents can be expressed. This covers not only the aspect of
communication of agents, but also those of creation and destruction of agents,
spatial distribution of agents, as well as synchronization and distribution of ac-
tions over time. A more constructive approach to describe coordination models
is to identify the components out of which they are built:

1. Coordination Entities. These are the building blocks which are coordinated.
Ideally, these are the active agents.

2. Coordination Media. These are the media enabling the communication be-
tween the agents.

3. Coordination Laws. These laws describe how agents are coordinated making
use of given coordination media.

A coordination model can be embodied in a (software)coordination architecture
or in a coordination language. Examples of coordination architectures are the
client-server architecture, the software pipeline, or the blackboard: software com-
ponents are arranged in some special, well defined structures that enact specific
cooperation protocols. Usually parallel programmers implicitly design a soft-
ware architecture using low-level communication primitives. Due to this rather
intuitive approach to software design, there is the need of high-level coordina-
tion languages to simplify the implementation of such systems. A coordination
language is “the linguistic embodiment of a coordination model” [15]. Action
performed by agents can be divided in two different classes:
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1. Inter-Agent actions perform the communication among different agents.
They are the subjects of coordination models.

2. Intra-Agent actions belong to a single agent, like e.g. internal computations.
In the case of specialized interface agents, intra-agent actions may also com-
prise communication acts by an agent outside the coordination model, like
primitive I/O operations or interactions with users.

Most coordination languages have their focus on a clear separation between
coordination and computation, seen as orthogonal language design issues. Inter-
estingly, these are also the two major dimensions under which a software agent
world can be studied. A very famous metaphor in form of a simple equation
establishes this orthogonality as follows:

Programming = Coordination + (sequential) Computation

Thus, according to such a metaphor a programming language should be com-
posed of two orthogonal components: a coordination component and a compu-
tational component.

The coordination component concerns the actions of synchronization, commu-
nication and service usage and provision. The Computation component defines
the actions of processes.

This separation facilitates the reuse of the coordination component with dif-
ferent computational models, as in Linda [8]. The separation is also effective
from a software engineering viewpoint, because keeping the specification of co-
ordination issues separate from computational issues, the programming task is
simplified by bringing interaction to a higher level of abstraction.

2.2 The Tuple Space Coordination Model

Although a wide range of coordination models have been proposed in literature,
a popular approach consists of defining some form of shared memory abstrac-
tion, which can be used as a message repository by a number of agents. Some of
these models, like Gamma [5] and LO [3], are based on some form of concurrent
“multiset rewriting”. In fact, a Tuple Space is formally a multiset, because it
can contain several identical tuples. Thus the evolution of a multiagent system
based on a tuple space can be described by concurrent multiset rewriting rules.
Another similar metaphor is the “chemical reaction” typical of the CHAM [7].
Gamma, LO and the CHAM are mainly theoretical frameworks to study the
property of concurrent systems. A coordination model based on multiset rewrit-
ing and chemical reactions is the Interaction Abstract Machine [2]. The IAM was
introduced as an object-based model for pattern based, associative coordination
of either inter-agent or intra-agent entities. Possibly the most famous shared
memory abstraction is the Tuple Space as in the Linda parallel programming
language [15]. A Tuple Space is a global container of tuples. Tuples are similar to
records in Pascal, however some fields can contain function invocations. Tuples
are said to be passive if all their fields contain data only, whereas they are said
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to be active if at least a field contains a function invocation. When all active
fields of an active tuple terminate, the tuple becomes passive. Agents cannot
communicate directly but only in an asynchronous way by reading, consuming,
writing or creating new tuples in the Tuple Space.

The coordination rules in Linda are defined by the four basic primitives:

out(t) inserts a new passive tuple t in the Tuple Space;
read(t) reads a passive tuple matching t from the Tuple Space, or blocks if no

such tuple is found;
in(t) reads and deletes a passive tuple matching t from the Tuple Space, or

blocks if no such tuple is found;
eval(t) creates a new active tuple t.

Surprisingly, these four very simple primitives can support a wide range of co-
ordination patterns [14]. This communication is defined generative, in the sense
that when a message is emitted by an sender, it has an independent existence
in the Tuple Space until it is explicitly withdrawn by a receiver. The access to
tuples is associative in the sense that the receiver specifies via a template the
kind of tuples (not the specific instance) in which it is interested, and one of the
tuples matching the template, if available, is selected to be read or consumed
from the Tuple Space. In other words, patterns allow to access data by saying
what is needed rather than how it should be found.

The presumably most famous example of coordination model based on Tuple
Space is Linda [29]. Linda consists of a few simple operations that have to be
embedded in a host sequential language to obtain a parallel programming lan-
guage; several linguistic embodiments exists, like C-Linda, FORTRAN-Linda or
Java-Linda.

2.3 Models Based on the Tuple-Space

Many coordination languages have been proposed to extend the minimalistic
Linda capabilities in different directions, either introducing more advanced co-
ordination primitives which have the ability to manage groups of data, or giv-
ing the coordinable agents the ability of dynamically modify the coordination
rules, thus obtaining a programmable coordination medium (TuCSoN [36], Law
Governed Linda [34], and MARS [11]). Several other coordination models pro-
posed a reshaping of the operational semantics of the coordination medium.
Some of them are based on multiple flat tuple spaces identified by unique names
(Klaim [28]), some other coordination models introduced the idea of multiple
nested spaces, as PoliS.

PoliS was introduced in [16] as “a programming model for multiple tuple
spaces”; its syntax and semantics have been formally defined in [20]. Introducing
PoliS we generalized the idea of the single, monolithic Tuple Space in Linda with
a whole hierarchy of nested multiple spaces that dynamically evolve in time.

In fact, a PoliS Tuple Space is a container which can contain three kinds
of elements: other spaces, program tuples that contain behavior, and ordinary
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tuples that are ordered sequences of values representing the resources produced
or consumed in some space by an agent executing a program tuple.

Program tuples manage activities inside the spaces; they are capable of mod-
ifying the space they belong to and their parent one by removing and adding
tuples.

They can dynamically create new spaces through the primitive tsc (for tuple
space create ) that adds a new place as a child of the one where the rule was
executed. Spaces can be eliminated through the execution of a special rule named
invariant. Invariants are constraints which must ever hold inside a specific space,
whenever they are violated the space “dies”. By defining its own invariants a
place is no more a passive entity; it has some control on activities that happen
inside.

In [20] is showed how PoliS can be used to specify and analyze software
architectures.

There is a mapping between the multiple tuple spaces structure of PoliS and
the structure of software architectures. The former are based on the definition of
components, which can be seen as the composition of several sub-components;
they can be represented by PoliS places. The tuple based communication mech-
anism, moreover, let the focus be put on the structure as at the architectural
level we would like to have an abstract view of the system, abstracting from
communication details.

Last but not least, the multiple tuple spaces model in PoliS allows the specifi-
cation of context-free components as independent spaces with their active rules.
This means that every tuple space in PoliS can be seen either as a multithreaded
agent, or as a multiagent system, composable with other agents or systems.

The PoliS mechanism of active rules scoping helps in the definition of the
assumptions on the external environment.

In this way we can reason on which assumptions that components make
on their context and analyze how different assumptions can match and how
components can be interconnected. The help of automatic tools for testing of
these properties made PoliS suitable for analyzing software architectures. In [20]
a mapping between the PoliS operational semantics and TLA (Temporal Logic
of Action) [31] has been studied. This allows to use a theorem prover for formal
reasoning on PoliS specifications. In [18] a model checking technique is studied
and exploited to perform analysis on PoliS specification documents. PoliS has
been used to specify the architectures of complex systems.

2.4 Generative Communication for Web-Based Applications

Linda was the first language to focus solely on coordination, proving that co-
ordination issues are orthogonal to computation issues. Separation of concerns
simplifies the programming task by bringing interaction to a higher level of ab-
straction and allows both reuse of components and coordination specifications.
But a Linda-like monolithic Tuple Space has still little to do with multi-agent sys-
tems. This notwithstanding, it has been successively extended and investigated
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as a model for multi agent and open systems design, because of the following
features:

– Uncoupling of active entities: senders and receivers using the tuple space as
channel/repository do not know about each other. The anonymous commu-
nication provides scalability because it is no more necessary to keep track of
agents connected to a Tuple Space.

– Space uncoupling: associative addressing globally share the Tuple Space be-
tween all the agents, regardless of the particular machine of platform in
which they are stored.

– Time uncoupling: tuples persistency is independent from the agents that
generate or use them.

– Non determinism: anonymous associative addressing is intrinsically non-
deterministic, that is appropriate to manage information dynamically chang-
ing.

Many coordination models based on Linda differ for the features they in-
troduce to achieve the ability of programming open systems. In PoliS we have
PoliS inherits all the benefits of generative communication that makes the always
changing system structure transparent. Furthermore its multiple tuple spaces to-
gether with the possibility of creating and removing spaces allows to formally
describe the dynamic topology of a network in which new localities are added
and removed during the system’s lifetime. The presence of a set of rules in a space
defines the space features that can be dynamically modified during the system’s
life time and the possibility to transfer rules from one space to another allows to
model systems in which nodes supply services not only by communicating data
and performing remote computations but also transferring computation abilities
to other nodes. Finally active entities can autonomously move from one space
to another one.

A coordination model with all these added features, while maintaining a
certain degree of transparency and simplicity, becomes suitable for the dynamic
context of open systems and the WWW in particular. This has been shown
by the KLAIM research group [28]. KLAIM is a coordination language which
extends Linda with multiple tuple spaces; moreover agents can move from a
tuple space to another, making KLAIM suitable to design and study multiagent
systems including a concept of mobility.

3 The Web Advent

Although the original notion of software agent is not connected to the birth of
the World Wide Web, it is the availability of such a worldwide information and
communication technology which has increased the scientific and commercial
interest in the agent concept.

Since potentially interesting data and documents are now spread all over
the world, it becomes natural to study how computations over such data can
also spread all over the world. Software agents seem a perfect solution for this
problem, and we adopted this view quite rapidly [24].
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3.1 The WWW, Java, and Coordination Technologies

Several multi-agent platforms were born in the early Web years by combining
Java and a coordination language to build software agents for the WWW. The
rapid developments in object-oriented programming and wide area networking
has led to the integration of these technologies and the formation of distributed
object-based computing platforms [17]. This has led to the development of several
agent toolkits that are typically Java-based.

Although the typical Java operating environment is a distributed system,
because Java is multithread and allows remote dynamic code loading, originally
it was not a language for distributed programming. The only facility offered by
the Java 1.0 version for supporting distributed processing was a sockets library.
Programming distributed systems using sockets is notoriously boring, difficult
and error-prone. An alternative strategy to manage coordination among remote
Java components consists of adding to Java high-level coordination mechanisms.
Is with this aim that we presented Jada [22], a combination of Java with the
Linda coordination language. Jada, like Linda, is a minimalist coordination lan-
guage. Differently from other Linda-like implementations, which usually include
a preprocessor necessary because Linda slightly changes (i.e. it constrains) the
host language syntax, Jada is based on a set of classes to be used to access a
coordination medium that is an object space, thus allowing the users to continue
using their standard Java development tools.

Interestingly, the idea of combining Java with a coordination medium more
complex than Linda’s Tuple Space has been pursued by some important software
industries: shortly after Jada, Sun itself introduced JavaSpace [41], whereas IBM
introduced TSpaces [42].

Both JavaSpaces and TSpaces introduce in Java the Tuple Space coordina-
tion model. Essentially they introduce tuple spaces among the primitive objects
of Java, and then add a plethora of primitives to deal with them. In this way
both systems abandon the minimalistic approach typical of Linda. In fact, JavaS-
paces adds to Tuple Space several synchronization operations based on events,
aiming at supporting long range transactions among agents. JavaSpaces are a
component of the Jini reference architecture [40].

TSpaces also supports transactions, using a relational database management
system as the implementation infrastructure for the Tuple Space.

3.2 Multi-agent Coordination Frameworks for the Web

In the last decade the Web as the dominating Internet service has evolved into
the most popular and widespread platform for world wide global information
systems. At its core, the Web is a static hypertext graph in which documents
are offered by servers, retrieved by clients with the HTTP protocol, and displayed
by graphical interfaces that are very easy to use. Because of its diffusion, it is
desirable to use the Web as a platform for dynamic, distributed applications.
The support offfered by the core Web platform for applications was initially
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very rudimentary, however several programming mechanisms are now available
in order to make the Web a more effective platform for multiagent applications.

An interesting approach to multi-agent Web based applications consists of
using middleware to connect the active parts in an application, which then can
be located in Web clients and/or servers. Coordination technology takes the
role of providing a uniform access and presentation mechanisms, providing an
Application Programming Interface for posting messages and retrieve responses
in forms of tuples or similar data strctures. The key concept is the use of Linda-
like coordination to manage the interaction among agents.

3.2.1 A Multi-agent Groupware Platform Based on Linda-like Coor-
dination In order to manage the activity of groups of agents, a joint research
of the University of Bologna and the Technical University of Berlin produced
PageSpace [25]. PageSpace is a reference architecture for multiagent applica-
tions built on top of the WWW. PageSpace applications consists of a number
of distributed agents that have to be coordinated to accomplish some coopera-
tive tasks. The purpose is to allow the deployment of distributed applications
using a coordination model, the communication among different modules, and
the WWW as the underlying presentation platform. In the PageSpace reference
architecture for multi-agent systems we distinguished several kinds of agents :

– User interface agents are the interfaces of applications. They are manifested
as a display in the users browser and are delivered to the client by the other
agents of the application according to the requests of the user. User inter-
face agents are displayed within a general interface framework that provides
support for the stable interface elements to manage the interaction with the
homeagent.

– Homeagents are a persistent representation (avatar) of users in the PageS-
pace. Since at any moment users can be either present or absent in the
shared workspace, it is necessary to collect, deliver, and possibly act on the
messages and requests of the other agents. The homeagent receives all the
messages bound to the user, and delivers them orderly to the user on request.
Evoluted homeagents can in some circumstances actively perform actions or
provide answers on behalf of the user in her absence.

– Application agents are the agents that actually perform the working of the
multiagent application. They are specific of one application, and can be
started and interrupted according to the needs of the application. They live
and communicate exploiting the coordination infrastructure, offer and use
each other’s services, interact with the shared data, and realize useful com-
putations within the PageSpace.

– Gateway agents provide access to the external world for PageSpace applica-
tions. Applications needing to access other coordination environments, net-
work services, legacy applications, middleware platforms, etc., may do so by
requesting services to the appropriate gateway agent. Each gateway agent is
specialized for dealing with one type of external environment, and will trans-
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late and deliver externally the services requests of the application agents, and
will deliver the corresponding response back to the appropriate agent.

– Kernel agents provide basic, reusable services to the application agents. They
perform management and control task on the agents active within the PageS-
pace environment. They deal with the activation, interruption and movement
of the agents within the physical configuration of connected nodes.

We called “agents” the entities present in the PageSpace architecture because
they are autonomous and can be knowledge-based, work on behalf of the user,
can be mobile, etc.

PageSpace was one of the first reference architectures for multiagent systems.

3.2.2 Some Applications of Coordinated Multi-agent Systems In the
last years have been developed several tools for mobile agents in Java that pro-
vide ad hoc communication and collaboration mechanisms for the agents. Here
in Bologna we proposed the Macondo system, whose main feature is that the mo-
bile agents support is completely decoupled from the coordination support [19].
Macondo can be considered as a framework for mobile agents written in Java.
Macondo is a coordination language based on multiple nested Tuple Spaces.
Using PageSpace as a reference architecture, and Macondo as coordination lan-
guage, we developed MUDWeb, a groupware platform running on the WWW
[23].

Macondo has proved to be a useful framework in the bioinformatics field
to build an intelligent agents architecture for DNA-microarray data integration
[33]. Integration and automatic analysis of a large amount of data distributed
in many bioinformatics databases is a recent research topic that involves both
biology and computer science. In molecular biology have been developed many
techniques which can rapidly generate large amounts of data. One of them is
DNA microarray, a highly parallel methodology to screen genome samples for
the expression of particular DNA sequences. Since experimental data are dissem-
inated in a myriad of different databases that are duplicated in several reposito-
ries, the experimental data integration and clustering imply the exploration of
a network of sites from which the investigator can integrate (select and cluster)
data of interest.

4 Towards a Co-ordinated Web

There is currently a huge, ever-increasing range of Internet-based applications
and services that are document-centric, meaning that they are made of compo-
nents that carry some contents, adhere to some document ontology, and exchange
complex data structures that represent digital documents complying with such
an ontology.

A relevant topic which involves all the kinds of digital documents, is the need
of an unified, or at least understandable, format for the large amount of data. A
very desirable feature would be making all data inside documents or databases
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”machine-readable” allowing agents to operate it instead of humans. A technique
that is more and more used consists of annotating all information resources with
semantic metadata. The expected result is commonly defined the Semantic Web
[6].

People who are using Web technologies are mostly interested in communi-
tating or accessing contents, that is information transmitted and stored in form
of electronic documents. There is a wide, ever-increasing range of Internet-based
applications and services that are document-centric, meaning that they are made
of components which agree on some document ontology to exchange structured
data in form of documents complying with such an ontology. Several Internet
applications deal with document exchanges: for instance, CSCW systems typi-
cally deal with accesses to shared workplaces or document spaces. In order to be
machine processable, documents have to include metadata, namely they gave to
include semantic descriptions of their contents.

From a software design viewpoint, people are actively developing novel meth-
ods, tools and infrastructures for document-centric applications, because it is still
unclear how they should be designed at a world-wide scale. Document-centric,
network aware models are needed in order to study, compare and design these
applications: documents enriched with computational activities are intrinsically
mobile. We anticipate a conceptual shift from process- and object-oriented com-
puting to document-centered multiagent system design. Such a conceptual shift
makes it necessary to clarify the relationships between active documents and the
underlying middleware.

Since several applications are multi-components and multi-documents, there
is the need of suitable middleware to support the related coordination activities.
Interestingly, the definition of a coordination middleware offers the possibility
for the exploitation of XML in the framework at different levels. While the role
of XML for defining documents can be either purely passive, namely structuring
data, or behavioral, namely defining its rendering, it is also possible to exploit
XML in middleware as an integral part of the underlying coordination framework
and, say, use it to define the coordination space as well as the coordination laws.

4.1 Active Documents as Agents

In this context strongly centered upon the Web as universal platform we envision
a trend toward computing and service models centered around the concept of ac-
tive and mobile documents : documents can integrate active behavior and can be
able to handle themselves and to coordinate with other application components,
and possibly moving themselves over a network. When an active document in-
tegrates autonomous threads of control, it exhibits proactive behavior and can
be assimilated to a software agent. Recently in the Displet project [9] we have
explored some issues relating active documents and coordination in the design
of both document and content management systems.

4.1.1 The Displets The basic idea of the Displet approach is to provide
an active document environment, where XML documents can be enriched with
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application-specific behavior in order to, say, let them be effectively rendered
or transferred over a network. Specifically, Displets [27,10] are software modules
that are attached to an XML document and activated when some pre-declared
tags are parsed during the manipulation of the document: in short, a displet
supports the specification of the treatment of either existing or new tags. A
displet may print text strings, display images or make use of graphical primitives,
or do any needed action in the context of a multi-document application.

The first release of Displets was proposed mainly for creating HTML ex-
tensions in a principled, general way. The idea was to be able to new tags on
a per-document basis, without any explicit support from commercial browsers,
and to provide the document with the procedural rendering support needed to
create in a document and visualize any kind of graphical object with styles, font,
images, and graphical primitives. With the advent of XML, the displet approach
has been adopted as a tool for the rendering of XML documents. Now, Displets
are going to become a general-purpose environment for the definition and the
execution of XML document agents.

The central idea of Displets is to attach behaviors, in terms of Java classes, to
XML documents. An XML transformation stylesheet can be defined to transform
a “normal” XML document into an active one. The Displets parser transforms
the document into a DOM tree, that the XML stylesheet can transform into a
different tree, also by attaching to the tree specification of Java classes devoted
to associated specific behaviors to specific portion of the tree. The new XML
document obtained from this transformation can thus have become an active
document. There, Java classes determine the behavior of the document when
manipulated by external applications (e.g., browsers and printers), and runnable
threads can determine the autonomous behavior of the document when launched
for execution.

Displets document agents can have associated a private internal behavior,
devoted to determine the behavior of the document itself, as a stand-alone en-
tities. However, it is also possible to think attaching to a document a behavior
related to the interaction of a document with other document, in the context of
a multi-component application.

4.1.2 Middleware for Document-Agents Systems Since several applica-
tions are multi-components and multi-documents, there is the need of a suitable
middleware.

Middleware is conceived as a software layer that abstracts from the heteroge-
nous characteristics of different architectures, operating systems, programming
languages and networks in distributed systems. It integrates these into one sys-
tem by providing services that provide functionality based on the given common
abstraction and that are implemented on top of the named heterogeneous com-
ponents. The goal of middleware is to support integrated distributed systems
whose value is more than the sum of the parts.

Among the various services typically offered by middleware architectures, we
are most interested in facilities for the coordination of document-centric activ-
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ities. In this context, coordination is usually considered to be the management
of dependencies among activities ([32]). As such, it integrates functionalities im-
plemented as activities of heterogeneous components of software. Thus, it is a
typical task of middleware.

Coordination middleware is difficult to design. The provided abstraction has
to deal with the central issues of how data is communicated, how activities are
started and synchronized. The heterogeneity found is very broad, ranging from
RPCs, object invocations, component usage to agent interaction with different
characteristics such as one-to-one or one-to-many communication and synchro-
nization.

With XML, document-centric abstractions are revitalized. We are still explor-
ing what role XML can play in coordination middleware for modern document-
centric applications [26]. We look at document-centric middleware that uses
XML. Our specific interest are the coordination services therein. The systems
under review fall into three categories. They offer services for agents that pro-
cess XML document, offer XML services for regular agents, or offer services in
an XML integrated system.

In the coordination language Linda, tuples are primitive data without higher
order values such as nested tuples, or mechanisms to express the intention of
typing fields such as names etc. For Web-based systems, a richer form of data is
needed. It has to be able to capture application specific higher data-structures
easily without the need to encode them into primitive fields. The format has to
be open so that new types of data can be specified. And it has to be standardized
in some way, so that data-items can be exchanged between entities that have
different design-origins. XML fulfills all those criteria.

XMLSpaces [38,39] is an extension to the Linda model which serves as mid-
dleware for XML. In XMLSpaces, XML documents serve as fields within the
coordination space. Thus, ordinary tuples are supported, while XML documents
can be represented as one-fielded tuples.

The MARS-X coordination architecture [12] defines a Linda-like middleware
model to enable agent (specifically, mobile Java agents) to coordinate their
activities via Linda-like access to shared spaces of XML documents. Unlike
XMLSpaces, which operates at the granularity of XML documents, MARS-X
adopts a more fine-grained approach, and considers any XML document in terms
of an unstructured set of tuples. Accordingly to this perspective, a document
and its data can be accessed and modified by exploiting the associative opera-
tion typical of the Linda model, and agents can coordinate with each other via
exchange of document tuples, and via synchronization over tuple occurrences.
Specifically, MARS-X provides agents a JavaSpace interface to access to a set of
XML documents in terms of Java object tuples.

5 Conclusions

Traditional approaches to multiagent system design focus on the complexity re-
lated to the management of highly interactive multiagent applications. In fact, in
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most cases, the rules governing the interactions between the application agents
are not explicitly modelled at the earlier design stages, and the design usually
mixes computation and coordination issues into the code of the agents, in some
sense without being able to define and separate “individual” and “social” ap-
plication tasks. This usually undermines the openness and the reusability of
both applications and their underlying software architectures, as well as their
maintainability.

In this paper we have summarized some relevant consequences of adopting
a coordination viewpoint on the engineering of a multiagent system. We have
showed adopted an historical perspective centered upon our own research, which
evolved from language design issues, to software architecture issues, to Web-
based middleware issues, to more generally agent oriented software engineering
issues.

Interestingly, these are all basically related to the separation of concerns
between the computation and the coordination issues, or, in other terms, between
individual and social tasks:

– design focus – agent interaction protocols can be designed by focussing on
its individual task(s) (e.g., concentrating on the information needed and
produced/inferred by the agent in the process of achieving its tasks), in
many sense disregarding the social task(s) of the groups the agent belongs
to;

– coordination design – social rules and collective behaviour can be represented
in terms of coordination laws, charged upon the coordination media, and can
be designed and implemented independently at the software architecture
level, with no concern for the internal structure of the agents.

– social intelligence – social tasks can be achieved as the result of the mutual
interaction of agents, each one pursuing its own aims. The interaction space
can be exploited as a further source of intelligence for the multiagent system.

– modularity and reusability – autonomous agents focussing on their tasks,
with no concern for coordination issues and designed around very straight-
forward interaction protocols, are a natural source of modularity for multi-
agent systems. They can be reused wherever their capabilities are needed,
independently of the social rules. Dually, coordination rules can be exploited
to achieve social tasks simply given the agent goals and protocols, indepen-
dently of the internal structure of the agents.

– incremental design and implementation – once that social rules are designed
and implemented, individual capabilities can be refined so as to improve the
agent ability to achieve its task independently of the rest of the system.
Analogously, once that agents tasks and interaction protocols are designed
and implemented, coordination rules can be independently refined so as to
improve the capability of the multiagent system to achieve its social goals.

The current trends in coordination research continue to develop and study
novel coordination models suitable for designing network aware languages and
applications [13]. Especially the Web and the new related technologies like Web
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Services seem a promising application field. For instances, languages for orches-
trating Web Services and the agents which use them are being developed, which
are based on ideas based on coordination models [1].
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Abstract. One approach to agent communication is to insist that agents not only
send messages, but support them with reasons why those messages are appropri-
ate. This is argumentation-based communication. This chapter looks at some of
our work on argumentation-based communication, focusing on issues which we
think apply to all work in this area, and discussing what we feel are the important
issues in developing systems for argumentation-based communication between
agents.

1 Introduction

When we humans engage in any form of dialogue it is natural for us to do so in a
somewhat skeptical manner. If someone informs us of a fact that we find surprising, we
typically question it. Not in an aggressive way, but what might be described as an in-
quisitive way. When someone tells us “X is true”—where X can range across statements
from “It is raining outside” to “The Dow Jones index will continue falling for the next
six months”—we want to know “Where did you read that?”, or “What makes you think
that?”. Typically we want to know the basis on which some conclusion was reached.
In fact, this questioning is so ingrained that we often present information with some
of the answer to the question we expect it to provoke already attached—“It is raining
outside, I got soaked through”, “The editorial in today’s Guardian suggests that con-
sumer confidence in the US is so low that the Dow Jones index will continue falling for
the next six months.” This is exactly argumentation-based communication. It is increas-
ingly being applied to the design of agent communication languages and frameworks,
for example: Dignum and colleagues [8,9]; Grosz and Kraus [14]; Parsons and Jen-
nings [25,26]; Reed [28]; Schroeder et al. [30]; and Sycara [34]. Indeed, the idea that
it is useful for agents to explain what they are doing is not just confined to research on
argumentation-based communication [29].

Apart from its naturalness, there are two major advantages of this approach to agent
communication. One is that it ensures that agents are rational in a certain sense. As
we shall see, and as is argued at length in [21], argumentation-based communication
allows us to define a form of rationality in which agents only accept statements that
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they are unable to refute (the exact form of refutation depending on the particular formal
properties of the argumentation system they use). In other words agents will only accept
things if they don’t have a good reason not to. The second advantage builds on this and,
as discussed in more detail in [4], provides a way of giving agent communications a
social semantics in the sense of Singh [32,33]. The essence of a social semantics is
that agents state publicly their beliefs and intentions at the outset of a dialogue, so that
future utterances and actions may be judged for consistency against these statements.
The truth of an agent’s expressions of its private beliefs or intentions can never be
fully verified [37], but at least an agent’s consistency can be assessed, and, with an
argumentation-based dialogue system, the reasons supporting these expressions can be
sought. Moreover, these reasons may be accepted or rejected, and possibly challenged
and argued-against, by other agents.

This chapter sketches the state of the art in argumentation-based agent communica-
tion. We will do this not by describing all the relevant work in detail, but by identifying
what we consider to be the main issues in building systems that communicate in this
way, and briefly describing how our work has addressed them.

2 Philosophical Background

Our work on argumentation-based dialogue has been influenced by a model of human
dialogues due to argumentation theorists Doug Walton and Erik Krabbe [35]. Walton
and Krabbe set out to analyze the concept of commitment in dialogue, so as to “provide
conceptual tools for the theory of argumentation” [35, page ix]. This led to a focus
on persuasion dialogues, and their work presents formal models for such dialogues. In
attempting this task, they recognized the need for a characterization of dialogues, and so
they present a broad typology for inter-personal dialogue. They make no claims for its
comprehensiveness. Their categorization identifies six primary types of dialogues and
three mixed types. As defined by Walton and Krabbe, the six primary dialogue types
are:

Information-Seeking Dialogues: One participant seeks the answer to some question(s)
from another participant, who is believed by the first to know the answer(s).

Inquiry Dialogues: The participants collaborate to answer some question or questions
whose answers are not known to any one participant.

Persuasion Dialogues: One party seeks to persuade another party to adopt a belief or
point-of-view he or she does not currently hold.

Negotiation Dialogues: The participants bargain over the division of some scarce re-
source in a way acceptable to all, with each individual party aiming to maximize
his or her share. 1

Deliberation Dialogues: Participants collaborate to decide what course of action to
take in some situation.

Eristic Dialogues: Participants quarrel verbally as a substitute for physical fighting,
with each aiming to win the exchange.

1 Note that this definition of Negotiation is that of Walton and Krabbe. Arguably negotiation
dialogues may involve other issues besides the division of scarce resources.
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This framework can be used in a number of ways. First, we have increasingly used this
typology as a framework within which it is possible to compare and contrast different
systems for argumentation. For example, in [3] we used the classification, and the de-
scription of the start conditions and aims of participants given in [35] to show that the
argumentation system described in [3] could handle persuasion, information seeking
and inquiry dialogues. Second, we have also used the classification as a means of clas-
sifying particular argumentation systems, for example identifying the system in [25] as
including elements of deliberation (it is about joint action) and persuasion (one agent is
attempting to persuade the other to do something different) rather than negotiation as it
was originally billed. Third, we can use the typology as a means of distinguishing the
focus (and thus the detailed requirements for) systems intended to be used for engaging
in certain types of dialogue as in our work to define locutions to perform inquiry [22]
and deliberation [16] dialogues.

The final aspect of this work that is relevant, in our view, is that it stresses the im-
portance of being able to handle dialogues of one kind that include embedded dialogues
of another kind. Thus a negotiation dialogue about the purchase of a car might include
an embedded information seeking dialogue (to find the buyer’s requirements), and an
embedded persuasion dialogue (about the value of a particular model). This has led to
formalisms in which dialogues can be combined [23,28].

3 Argumentation and Dialogue

The focus of attention by philosophers to argumentation has been on understanding and
guiding human reasoning and argument. It is not surprising, therefore, that this work
says little about how argumentation may be applied to the design of communication
systems for artificial agents. In this section we consider some of the issues relevant to
such application.

3.1 Languages and Argumentation

Considering two agents that are engaged in some dialogue, we can distinguish between
three different languages that they use. Each agent has a base language that it uses as
a means of knowledge representation, a language we might call L. This language can
be unique to the agent, or may be the same for both agents. This is the language in
which the designer of the agent provides the agent with its knowledge of the world,
and it is the language in which the agent’s beliefs, desires and intentions (or indeed any
other mental notions with which the agent is equipped) are expressed. Given the broad
scope of L, it may in practice be a set of languages—for example separate languages
for handling beliefs, desires, and intentions—but since all such languages carry out the
same function we will regard them as one for the purposes of this discussion.

Each agent is also equipped with a meta-language ML which expresses facts about
the base language L. Agents need meta-languages because, amongst other things, they
need to represent their preferences about elements of L. Again ML may in fact be a
set of meta-languages and both agents can use different meta-languages. Furthermore,
if the agent has no need to make statements about formulae of L, then it may have no
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meta-language (or, equivalently, it may have a meta-language which it does not make
use of). If an agent does have a separate meta-language, then it, like L, is internal to the
agent.

Finally, for dialogues, the agents need a shared communication language (or two
languages such that it is possible to seamlessly translate between them). We will call
this language CL. We can consider CL to be a “wrapper” around statements in L and ML,
as is the case for KQML [11] or the FIPA ACL [12], or a dedicated language into which
and from which statements in L or CL are translated. CL might even be L or ML, though,
as with ML, we can consider it to be a conceptually different language. The difference,
of course, is that CL is in some sense external to the agents—it is used to communicate
between them. We can imagine an agent reasoning using L and ML, then constructing
messages in CL and posting them off to the other agent. When a reply arrives in CL, it
is turned into statements in L and ML and these are used in new reasoning.

Argumentation can be used with these languages in a number of ways. Agents can
use argumentation as a means of performing their own internal reasoning either in L,
ML, or both. Independently of whether argumentation is used internally, it can also be
used externally, in the sense of being used in conjunction with CL—this is the sense in
which Walton and Krabbe [35] consider the use of argumentation in human dialogue
and is much more on the topic of this chapter.

3.2 Inter-agent Argumentation

External argumentation can happen in a number of ways. The main issue, the fact that
makes it argumentation, is that the agents do not just exchange facts but also exchange
additional information. In persuasion dialogues, which are by far the most studied type
of argumentation-based dialogues, these reasons are typically the reasons why the facts
are thought to be true. Thus, if agent A wants to persuade agent B that p is true, it
does not just state the fact that p, but also gives, for example, a proof of p based on
information (grounds) that A believes to be true. If the proof is sound then B can only
disagree with p if either it disputes the truth of some of the grounds or if it has an
alternative proof that p is false. The intuition behind the use of argumentation here is
that a dialogue about the truth of a claim p moves to a dialogue about the supporting
evidence or one about apparently-conflicting proofs. From the perspective of building
argumentative agents, the focus is now on how we can bring about either of these kinds
of discussion.

There are a number of aspects, in particular, that we need to focus on. These include:

– Clearly communication will be carried out in CL, but it is not clear how arguments
will be passed in CL. Will arguments form separate locutions, or will they be in-
cluded in the same kind of CL locution as every other piece of information passed
between the agents?

– Clearly the exchange of arguments between agents will be subject to some protocol,
but it is not clear how this is related, if at all, to the protocol used for the exchange
of other messages. Do they use the same protocol? If the protocols are different,
how do agents know when to move from one protocol to another?
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– Clearly the arguments that agents make should be related to what they know, but
it is not clear how best this might be done. Should an agent only be able to argue
what it believes to be true? If not, what arguments is an agent allowed to make?

One approach to constructing argumentation-based agents is the way suggested in [31].
In this work CL contains two sets of illocutions. One set allows the communication of
facts (in this case statements in ML that take the form of conjunctions of value/attribute
pairs, intended as offers in a negotiation). The other set allows the expressions of argu-
ments. These arguments are unrelated to the offers, but express reasons why the offers
should be acceptable, appealing to a rich representation of the agent and its environ-
ment: the kinds of argument suggested in [31] are threats such as, “If you don’t accept
this I will tell your boss,” promises like: “If you accept my offer I’ll bring you repeat
business,” and appeals such as: “You should accept this because that is the deal we made
before.”

There is no doubt that this model of argumentation has a good deal of similarity
with the kind of argumentation we engage in on a daily basis. However, it makes con-
siderable demands on any implementation. For a start, agents which wish to argue in
this manner need very rich representations of each other and their environments (es-
pecially compared with agents which simply wish to debate the truth of a proposition
given what is in their knowledge-base). Such agents also require an answer to the sec-
ond two points raised above, and the very richness of the model makes it hard (at least
for the authors) to see how the third point can be addressed.

Now, the complicating factor in both of the bullet points raised above is the need to
handle two types of information—those that are argument-based and those that aren’t.
One way to simplify the situation is to make all communication argument-based, and
that is the approach that we have been following of late. In fact, we go a bit further
than even this suggests, by considering agents that use argumentation both for internal
reasoning and as a means of relating what they believe and what they communicate. We
describe this approach in the next section.

3.3 Argumentation at All Levels

In more detail what we are proposing is the following. First of all, every agent carries
out internal argumentation using L. This allows it to resolve any inconsistency in its
knowledge base (which is important when dealing with information from many sources
since such information is typically inconsistent) and to establish some notion of what it
believes to be true (though this notion is defeasible since new information may come to
light that provides a more compelling argument against some fact than there previously
was for that fact). The upshot of this use of argumentation, however it is implemented,
is that every agent can not only identify the facts it believes to be true but can supply a
rationale for believing them.

This feature then provides us with a way of ensuring a kind of rationality of the
agents—rationality in communication. It is natural that an agent which resolves incon-
sistencies in what it knows about the world uses the same technique to resolve inconsis-
tencies between what it knows and what it is told. In other words the agent looks at the
reasons for the things it is told and accepts these things provided they are supported by
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more compelling reasons than there are against the things. If agents are only going to
accept things that are backed by arguments, then it makes sense for agents to only say
things that are also backed by arguments. Both of us, separately in [21] and [4], have
suggested that such an argumentation-based approach is a suitable form of rationality,
and it was implicit in [3].2

The way that this form of rationality is formalized is, for example, to only permit
agents to make assertions that are backed by some form of argument, and to only accept
assertions that are so backed. In order words, the formation of arguments becomes a
precondition of the locutions of the communication language CL, and the locutions are
linked to the agents’ knowledge bases.

Although it is not immediately obvious, this gives argumentation-based approaches
a social semantics in the sense of Singh [32,33]. The naive reason for this is that since
agents can only assert things that in their considered view are true (which is another way
of putting the fact that the agents have more compelling reasons for thinking something
is true than for thinking it is false), other agents have some guarantee that they are
true. However agents may lie, and a suitably sophisticated agent will always be able
to simulate truth-telling. A more sophisticated reason is that, assuming such locutions
are built into CL, the agent on the receiving end of the assertion can always challenge
statements, requiring that the reasons for them are stated. These reasons can be checked
against what that agent knows, with the result that the agent will only accept things
that it has no reason to doubt. This ability to question statements gives argumentation-
based communication languages a degree of verifiability that other semantics, such as
the original modal semantics for the FIPA ACL [12], lack.

3.4 Dialogue Games

Dialogues may be viewed as games between the participants, called dialogue games
[18]. In this view, explained in greater detail in [24], each participant is a player with an
objective they are trying to achieve and some finite set of moves that they might make.
Just as in any game, there are rules about which player is allowed to make which move
at any point in the game, and there are rules for starting and ending the game.

As a brief example, consider a persuasion dialogue. We can think of this as being
captured by a game in which one player initially believes p to be true and tries to con-
vince another player, who initially believes that p is false, of that fact. The game might
start with the first player stating the reason why she believes that p is true, and the other
player might be bound to either accept that this reason is true (if she can find no fault
with it) or to respond with the reason she believes it to be false. The first player is then
bound by the same rules as the second was—to find a reason why this second reason is
false or to accept it—and the game continues until one of the players is forced to accept
the most recent reason given and thus to concede the game.

2 This meaning of rationality is also consistent with that commonly given in philosophy, see,
e.g., [17].
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4 A System for Argumentation-Based Communication

In this section we give a concrete instantiation of the rather terse description given in
Section 3.3, providing an example of a system for carrying out argumentation-based
communication of the kind first suggested in [25].

4.1 A System for Internal Argumentation

We start with a system for internal argumentation—this is an extended version of [10],
where the extension allows for a notion of the strength of an argument [2], which is
augmented to handle beliefs and intentions. To define this system we start with a propo-
sitional language which we call L. From L we then construct formulae such as Bi(p),
Di(p) and Ij(q) for any p and q which are formulae of L. This extended propositional
language, and the compound formulae that may be built from it using the usual log-
ical connectives, is the base language L of the argumentation-based dialogue system
we are describing. Bi(·) denotes a belief of agent i, Di(·) denotes a desire of agent i,
and Ij(·) denotes an intention of agent j, so the overall effect of this language is just to
force every formula to be a belief, a desire, or an intention. We will denote formulae
of L by φ, ψ, σ . . . . Since we are only interested in syntactic manipulation of beliefs,
desires and intentions here, we will give no semantics for formulae such as Bi(p) and
Bi(p) → Di(p)— suitable ways of dealing with the semantics are given elsewhere (e.g.
[26,36]). An agent has a knowledge base Σ which is allowed to be inconsistent, and has
no deductive closure. The symbol � denotes classical inference and ≡ denotes logical
equivalence.

An argument is a formula of L and the set of formulae from which it can be inferred:

Definition 1. An argument is a pair A = (H, h) where h is a formula of L and H a subset
of Σ such that:

1. H is consistent;
2. H � h; and
3. H is minimal, so no subset of H satisfying both 1. and 2. exists.

H is called the support of A, written H = Support(A) and h is the conclusion of A written
h = Conclusion(A).

We talk of h being supported by the argument (H, h).
In general, since Σ is inconsistent, arguments in A(Σ), the set of all arguments

which can be made from Σ, will conflict, and we make this idea precise with the notions
of rebutting, undercutting and attacking.

Definition 2. Let A1 and A2 be two distinct arguments of A(Σ). A1 undercuts A2 iff
∃h ∈ Support(A2) such that Conclusion(A1) attacks h.

Definition 3. Let A1 and A2 be two distinct arguments of A(Σ). A1 rebuts A2 iff
Conclusion(A1) attacks Conclusion(A2).
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Definition 4. Given two distinct formulae h and g of L such that h ≡ ¬g, then, for any
i and j:

– Bi(h) attacks Bj(g);
– Di(h) attacks Dj(g); and
– Ii(h) attacks Ij(g).

With these definitions, an argument is rebutted if it has a conclusion Bi(p) and there
is another argument which has as its conclusion Bj(¬p) or Bj(q) such that q ≡ ¬p.
An argument with a desire as its conclusion can similarly be rebutted by another ar-
gument with a desire as its conclusion, and the same thing holds for intentions. Thus
we recognize “Peter intends that this paper be written by the deadline” and “Simon in-
tends this paper not to be written by the deadline” as rebutting each other, along with
“Peter believes God exists” and “Simon does not believe God exists”, but we do not
recognize “Peter intends that this paper will be written by the deadline” and “Simon
does not believe that this paper will be written by the deadline” as rebutting each other.
Undercutting occurs in exactly the same situations, except that it holds between the
conclusions of one argument and an element of the support of the other.3

To capture the fact that some facts are more strongly believed and intended than
others, we assume that any set of facts has a preference order over it.4 We suppose that
this ordering derives from the fact that the knowledge base Σ is stratified into non-
overlapping sets Σ1, . . . , Σn such that facts in Σi are all equally preferred and are more
preferred than those in Σj where j > i. The preference level of a nonempty subset H of
Σ, level(H), is the number of the highest numbered layer which has a member in H.

Definition 5. Let A1 and A2 be two arguments in A(Σ). A1 is preferred to A2 according
to Pref iff level(Support(A1)) ≤ level(Support(A2)).

By �Pref we denote the strict pre-order associated with Pref . If A1 is strictly preferred
to A2, we say that A1 is stronger than A2. We can now define the argumentation system
we will use:

Definition 6. An argumentation system (AS) is a triple

〈A(Σ), Undercut/Rebut, Pref 〉

such that:

– A(Σ) is a set of the arguments built from Σ,
– Undercut/Rebut is a binary relation capturing the existence of an undercut or rebut

holding between arguments, Undercut/Rebut ⊆ A(Σ) ×A(Σ), and
– Pref is a (partial or complete) preordering on A(Σ) ×A(Σ).

3 Note that attacking and rebutting are symmetric but not reflexive or transitive, while undercut-
ting is neither symmetric, reflexive nor transitive.

4 We ignore for now the fact that we might require different preference orders over beliefs and in-
tentions and indeed that different agents will almost certainly have different preference orders,
noting that the problem of handling a number of different preference orders was considered in
[5] and [7].
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The preference order makes it possible to distinguish different types of relation between
arguments:

Definition 7. Let A1, A2 be two arguments of A(Σ).

– If A2 undercuts or rebuts A1 then A1 defends itself against A2 iff A1 �Pref A2.
Otherwise, A1 does not defend itself.

– A set of arguments S defends A iff: ∀ B such that B undercuts or rebuts A and A
does not defend itself against B then ∃ C ∈ S such that C undercuts or rebuts B and
B does not defend itself against C.

Henceforth, CUndercut/Rebut,Pref will gather all non-undercut and non-rebut arguments
along with arguments defending themselves against all their undercutting and rebut-
ting arguments. [1] showed that the set S of acceptable arguments of the argumentation
system 〈A(Σ), Undercut/Rebut, Pref 〉 is the least fixpoint of a function F :

F(S) = {(H, h) ∈ A(Σ)|(H, h) is defended by S}

where S ⊆ A(Σ).

Definition 8. The set of acceptable arguments of an argumentation system 〈A(Σ),
Undercut, Pref 〉 is:

S =
⋃

Fi≥0(∅)

= CUndercut/Rebut,Pref ∪
[⋃

Fi≥1(CUndercut/Rebut,Pref )
]

An argument is acceptable if it is a member of the acceptable set.

If the argument (H, h) is acceptable, we talk of there being an acceptable argument for h.
An acceptable argument is one which is, in some sense, proven since all the arguments
which might undermine it are themselves undermined.

Note that while we have given a language L for this system, we have given no
language ML. This particular system does not have a meta-language (and the notion
of preferences it uses is not expressed in a meta-language). It is, of course, possible
to add a meta-language to this system—for example, in [5] we added a meta-language
which allowed us to express preferences over elements of L, thus making it possible to
exchange (and indeed argue about, though this was not done in [5]) preferences between
formulae.

4.2 Arguments between Agents

Now, this system is sufficient for internal argumentation within a single agent, and the
agent can use it to, for example, perform nonmonotonic reasoning and to deal with
inconsistent information. To allow for dialogues, we have to introduce some more ma-
chinery. Clearly part of this will be the communication language, but we need to in-
troduce some additional elements first. These elements are datastructures which our
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system inherits from its dialogue game ancestors as well as previous presentations of
this kind of system [3,6].

Dialogues are assumed to take place between two agents, P and C.5 Each agent
has a knowledge base, ΣP and ΣC respectively, containing their beliefs. In addition,
following Hamblin [15], each agent has a further knowledge base, accessible to both
agents, containing commitments made in the dialogue. These commitment stores are
denoted CS(P) and CS(C) respectively, and in this dialogue system (unlike that of [6]
for example) an agent’s commitment store is just a subset of its knowledge base. Note
that the union of the commitment stores can be viewed as the state of the dialogue at
a given time. Each agent has access to their own private knowledge base and to both
commitment stores. Thus P can make use of 〈A(ΣP ∪CS(C)), Undercut/Rebut, Pref 〉,
and C can make use of 〈A(ΣC ∪ CS(P), Undercut/Rebut, Pref 〉. All the knowledge
bases contain propositional formulae and are not closed under deduction, and all are
stratified by degree of belief as discussed above.

With this background, we can present the set of dialogue moves that we will use,
the set which comprises the locutions of CL. For each move, we give what we call
rationality rules, dialogue rules, and update rules. These locutions are those from [27]
and are based on the rules suggested by [20] which, in turn, were based on those in
the dialogue game DC introduced by MacKenzie [19]. The rationality rules specify the
preconditions for making the move. The update rules specify how commitment stores
are modified by the move.

In the following, player P addresses the move to player C. We start with the assertion
of facts:

assert(φ) where φ is a formula of L.

rationality: the usual assertion condition for the agent.
update: CSi(P) = CSi−1(P) ∪ {φ} and CSi(C) = CSi−1(C)

Here φ can be any formula of L, as well as the special character U , discussed in the next
sub-section.

assert(S) where S is a set of formulae of L representing the support of an argument.

rationality: the usual assertion condition for the agent.
update: CSi(P) = CSi−1 ∪ S and CSi(C) = CSi−1(C)

The counterpart of these moves are the acceptance moves:

accept(φ) φ is a formula of L.

rationality: The usual acceptance condition for the agent.
update: CSi(P) = CSi−1(P) ∪ {φ} and CSi(C) = CSi−1(C)

5 The names stem from the study of persuasion dialogues—P argues “pro” some proposition,
and C argues “con”.
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accept(S) S is a set of formulae of L.

rationality: the usual acceptance condition for every σ ∈ S.
update: CSi(P) = CSi−1(P) ∪ S and CSi(C) = CSi−1(C)

There are also moves which allow questions to be posed.

challenge(φ) where φ is a formula of L.

rationality: ∅
update: CSi(P) = CSi−1(P) and CSi(C) = CSi−1(C)

A challenge is a means of making the other player explicitly state the argument support-
ing a proposition. In contrast, a question can be used to query the other player about any
proposition.

question(φ) where φ is a formula of L.

rationality: ∅
update: CSi(P) = CSi−1(P) and CSi(C) = CSi−1(C)

We refer to this set of moves as the set Md
DC . These locutions are the bare minimum

to carry out a dialogue, and, as we will see below, require a fairly rigid protocol with
a lot of aspects implicit. Further locutions such as those discussed in [23], would be
required to be able to debate the beginning and end of dialogues or to have an explicit
representation of movement between embedded dialogues.

Clearly this set of moves/locutions defines the communication language CL, and
hopefully it is reasonably clear from the description so far how argumentation between
agents takes place; a prototypical dialogue might be as follows:

1. P has an acceptable argument (S, Bp(p)), built from ΣP, and wants C to accept
Bp(p). Thus, P asserts Bp(p).

2. C has an argument (S′, Bc(¬p)) and so cannot accept Bp(p). Thus, C asserts Bc(¬p).
3. P cannot accept Bc(¬p) and challenges it.
4. C responds by asserting S′. and asserts Bp(¬q).
5. . . .

At each stage in the dialogue agents can build arguments using information from their
own private knowledge base, and the propositions made public (by assertion into com-
mitment stores).

4.3 Rationality and Protocol

The final part of the abstract model we introduced above was the use of argumentation
to relate what an agent “knows” (in this case what is in its knowledge-base and the com-
mitment stores) and what it is allowed to “say” (in terms of which locutions from CL it
is allowed to utter). We make this connection by specifying the rationality conditions in
the definitions of the locutions and relating these to what arguments an agent can make.
We do this as follows, essentially defining different types of rationality [27].
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Definition 9. An agent may have one of three assertion attitudes.

– a confident agent can assert any formula φ for which there is an argument (S, φ).
– a careful agent can assert any formula φ for which there is an argument (S, φ) if no

stronger rebutting argument exists.
– a thoughtful agent can assert any proposition φ for which there is an acceptable

argument (S, φ).

Of course, defining when an agent can assert formulae is only one half of what is
needed. The other part is to define the conditions on agents accepting formulae. Here
we have the following [27].

Definition 10. An agent may have one of three acceptance attitudes.

– a credulous agent can accept any formula φ for which there is an argument (S, φ).
– a cautious agent can accept any proposition φ for which there is an argument (S, φ)

if no stronger rebutting argument exists.
– a skeptical agent can accept any proposition φ for which there is an acceptable

argument (S, φ).

In order to complete the definition of the system, we need only to give the protocol that
specifies how a dialogue proceeds. This we do below, providing a protocol (which was
not given in the original) for the kind of example dialogue given in [25,26]. As in those
papers, the kind of dialogue we are interested in here is a dialogue about joint plans,
and in order to describe the dialogue, we need an idea of what one of these plans looks
like:

Definition 11. An plan is an argument (S, Ii(p)). Ii(p) is known as the subject of the
plan.

Thus a plan is just an argument for a proposition that is intended by some agent. The
detail of “acceptable” and “attack” ensure that an agent will only be able to assert or
accept a plan if there is no intention which is preferred to the subject of the plan so far
as the that agent is aware, and there is no conflict between any elements of the support
of the plan. We then have the following protocol, which we will call D for a dialogue
between agents A and B.

1. If allowed by its assertion attitude, A asserts both the conclusion and support of a
plan (S, IA(p)). If A cannot assert any IA(p), the dialogue ends.

2. B accepts IA(p) and S if possible. If both are accepted, the dialogue terminates.
3. If the IA(p) and S are not accepted, then B asserts the conclusion and support of an

argument (S′, ψ) which undercuts or rebuts (S, IA(p)).
4. A asserts either the conclusion and support of (S′′′, IA(p)), which does not undercut

or rebut (S′, ψ), or the statement U . In the first case, the dialogue returns to Step 2;
in the second case, the dialogue terminates.

The utterance of a statement U indicates that an agent is unable to add anything to the
dialogue, and so the dialogue terminates whenever either agent asserts this.

Note that in B’s response it need not assert a plan (A is the only agent which has
to mention plans). This allows B to disagree with A on matters such as the resources
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assumed by A (“No, I don’t have the car that week”), or the tradeoff that A is proposing
(“I don’t want your Megatokyo T-shirt, I have one like that already”), even if they don’t
directly affect the plans that B has.

As it stands, the protocol is a rather minimalist but suffices to capture the kind of
interaction in [25,26]. One agent makes a suggestion which suits it (and may involve the
other agent). The second looks to see if the plan prevents it achieving any of its inten-
tions, and if so has to put forward a plan which clashes in some way (we could easily
extend the protocol so that B does not have to put forward this plan, but can instead
engage A in a persuasion dialogue about A’s plan in a way that was not considered in
[25,26]). The first agent then has the chance to respond by either finding a non-clashing
way of achieving what it wants to do or suggesting a way for the second agent to achieve
its intention without clashing with the first agent’s original plan. There is also much that
is implicit in the protocol, for example: that the agents have previously agreed to carry
out this kind of dialogue (since no preamble is required); that the agents are basically
co-operative (since they accept suggestions if possible); and that they will end the di-
alogue as soon as a possible agreement is found or it is clear that no progress can be
made (so neither agent will try to filibuster for its own advantage). Such assumptions
are consistent with Grice’s co-operative maxims for human conversation [13].

One advantage of such a minimal protocol is that it is easy to show that the result-
ing dialogues have some desirable properties. The first of these is that the dialogues
terminate:

Proposition 1. A dialogue under protocol D between two agents G and H with any
acceptance and assertion attitudes will terminate.

If both agents are thoughtful and skeptical, we can also obtain conditions on the result
of the dialogue:

Proposition 2. Consider a dialogue under protocolD between two thoughtful/skeptical
agents G and H, where G starts by uttering a plan with the subject IG(p).

– If the dialogue terminates with the utterance of U , then there is no plan with the
subject IG(p) in A(ΣG ∪ CS(H)) that H can accept.

– If the dialogue terminates without the utterance of U , then there is a plan with the
subject IG(p) in A(ΣG ∪ ΣH) that is acceptable to both G and H.

Note that since we can’t determine exactly what H says, and therefore what are the
contents of CS(H), we are not able to make the two parts of the theorem symmetrical
(or the second part an “if and only if”, which would be the same thing).

Thus if the agents reach agreement, it is an agreement on a plan which neither
of them has any reason to think problematic. In [25,26] we called this kind of dia-
logue a negotiation. From the perspective of Walton and Krabbe’s typology it isn’t a
negotiation—it is closer to a deliberation with the agents discussing what they will do.

5 Summary

Argumentation-based approaches to inter-agent communication are becoming more
widespread, and there are a variety of systems for argumentation-based communication
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that have been proposed. Many of these address different aspects of the communica-
tion problem, and it can be hard to see how they relate to one another. This chapter
has attempted to put some of this work in context by describing in general terms how
argumentation might be used in inter-agent communication, and then illustrating this
general model by providing a concrete instantiation of it, finally describing all the as-
pects required by the example first introduced in [25].

Acknowledgements The authors would like to thank Leila Amgoud and Nicolas
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Abstract. Several methodologies are supplied to multiagent system de-
signers to help them defining their agents and their multiagent systems.
These methodologies focus mainly on agents and on multiagent systems
and barely consider how to design interaction protocols. A problem could
emerge of this lack since interaction protocols are more and more com-
plex. The aim of this article is to present our proposal of interaction
protocol engineering which is based on the communication protocol en-
gineering [10]. Interaction protocol engineering allows designers to define
protocols from scratch. Our proposal is composed of five stages: anal-
ysis, formal description, validation, protocol synthesis and conformance
testing.

1 Introduction

Interaction is a key component in multiagent systems which allows agents to
exchange information, cooperate and coordinate in order to complete their tasks.
One usual method for representing interaction is protocol. An agent interaction
protocol is a set of rules that guide the interaction among several agents. For a
given state of the protocol only a finite set of messages may be sent or received. If
one agent is to use a given protocol, it must agree to conform to such a protocol
and obey the various rules. Moreover, it must comply with its semantics. A
thorough definition of interaction protocols can be found in [9].

Interaction protocols present similarities with communication protocols used
in distributed systems [10]. Actually, early works on interaction in multiagent
systems were adaptations of communication protocols. Communication protocols
cannot be directly used within the multiagent framework since there are several
differences between agents and processes. First of all, agents are autonomous
and they are able to join groups to fulfill their tasks [1]. Moreover, messages in
multiagent systems are richer than the ones in distributed systems. Agents use
Speech Act theory [25] for their interaction. Other differences can be found in
[15].
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For the past, methodologies have been provided to help multiagent system
designers to design agents as well as multiagent systems. Usually, methodologies
do not take into consideration the design of interaction protocols. Only Gaia [30]
and MAS-CommonKADS [14] can describe how to represent protocols. However,
such methodologies are useful since protocols become more and more complex.
This is particularly the case in the domain of negotiation or electronic commerce
such as in the Fishmarket application [22].

The aim of this paper is to present a proposal for interaction protocol en-
gineering. Such an engineering already exists for communication protocols [10].
Since interaction protocols present some differences with communication proto-
cols, one cannot directly use communication protocol engineering. Our proposal
consists in reusing communication protocol engineering when interaction proto-
cols are similar to communication protocols and adapting communication proto-
col engineering when interaction protocols differ from communication protocols.

Our proposal is composed of five stages going all the way from requirement
analysis to conformance testing via formal description, validation and protocol
synthesis. We will particularly focus on formal description stage and to a lesser
extent on the requirement analysis stage.

The remainder of this chapter is as follows. Section 2 presents the requirement
analysis. This stage produces a natural language document which informally de-
scribes the purpose of the protocol. Section 3 deals with the formal description
of a protocol. We propose a new formal description technique based on the
CPDL language in order to add modularity and reusability in interaction pro-
tocol design. Section 4 describes the validation stage. Validation is important
for checking whether protocols conform to the specifications. In our case, the
validation is performed by making use od the SPIN model-checker [11]. Once a
protocol has been formally described and checked, it is necessary to generate a
program which behaves like the formal description. Section 5 presents this stage.
As Holzmann notes it [10], some errors might appear during code generation,
thus it is required to check the executable version of the protocol. Section 6
presents the conformance testing stage which checks if the executable version of
the protocol conforms to the specifications. Section 7 describes the different tools
associated to our proposal of interaction protocol engineering. Finally, Section 8
concludes the paper and presents future directions in our work.

2 The Requirement Analysis Stage

The first stage of our proposal deals with the requirement analysis. This stage
defines an informal document which gathers all the features a protocol has to
provide. This document also presents the different scenarios in the interaction.
At this point, it is also useful to store what good properties have to be present
and what bad properties must to be avoid.

Such a description is done through a natural language description. In our
proposal, the analysis stage combines the specification of requirement stage and
the design stage found in communication protocol engineering. We propose to
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merge these two stages since it appears to be important to describe together the
unfolding and the messages used in this unfolding. We suggest that some analysis
document gathers the following fields: the protocol’s name, a set of keywords to
characterize it, the agents’ role involved in the interaction protocol, the agent
that will initiate the interaction, some prerequisite, the protocol’s function which
is a summary of the purpose of the protocol, its behavior, constraints on the
interaction, and conditions on termination.

These fields are used at different moments during a protocol’s life cycle. Table
1 describes the use of these fields.

Table 1. Use of Analysis Document Fields in Interaction Protocol Engineering

description validation protocol synthesis conformance testing

name
keywords
agents

√
initiator

√ √
prerequisite

√ √
function
behavior

√ √ √ √
constraints

√ √ √
termination

√ √ √ √

Field like name, keywords and function are not used during this part of the
life cycle but they are in the protocol reuse and maintenance stage.

In order to exemplify such analysis stage, let us introduce the agent-based
NetBill [4] purchase protocol. The agent-based modeling of this protocol can
be abstracted to involve only three agents, one customer, one merchant and a
commonly trusted bank. Customers buy e-goods through a web-browser from
the merchant. Payment between them is settled by the bank. NetBill protocol is
tailored for the payment of electronic goods.

The corresponding analysis document could be the following:

Name: NetBill
Keywords: electronic commerce, secured transaction, purchase, low value e-

goods
Agents’ role: customer, merchant, bank (NetBill server)
Initiator: customer
Prerequisite: both the client and merchant must have an account at the bank
Function: Let us quote Cox et al.’s definition [4]. We are building a system

called and delivery of low-priced network goods. A customer, represented by
a client computer, wishes to buy information from a merchant’s server. An
account server (the NetBill server), maintains accounts for both customers
and merchants, linked to conventional financial institutions. A NetBill trans-
action transfers information goods from merchant to customer, debiting the
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customer’s NetBill account and crediting the merchant’s account for the value
of the goods.

Behavior: While the previous field summarizes the whole protocol, this one
provides a detailed description. The detailed description represents several
pages so we can only give here a brief description of the different steps in
the protocol.
The NetBill protocol may be decomposed into several steps:
1. The Price Request Phase takes place between the customer and the

merchant agents. The former requires the price of a good and the latter
sends it in return.

2. The Goods Delivery Phase takes place again between the customer
and the merchant agents. The former requests the electronic good which
the latter sends back in an encrypted form.

3. The Payment Phase takes place between the three agents role. The
customer sends the merchant its signed electronic payment order. The
merchant endorses it by including a key and sends it to the bank in order
for the financial transfer to take place. Once completed, the bank gives
back a payment slip to the merchant who in turn gives it (along with
the encrypting key) to the customer.

Constraints: During the various interactions, all the agents must be authenti-
cated

Termination: The customer possesses the electronic good as well as the en-
cryption key, and the financial transactions have been completed or else no
financial transaction has taken place

It seems that this stage is not really tackled in the literature neither with
communication protocols nor interaction protocols. Generating a complete doc-
ument for this stage requires practice.

3 The Formal Description Stage

A natural language specification of the requirements is described in the previous
stage. As Holzmann notes it, using natural language can carry a misunderstand-
ing of the protocol’s properties or its unfolding [10]. Actually, if the specification
of requirements is described by one designer and the design stage by another one,
the document has to be without misunderstandings on the protocol’s unfolding.
Moreover, natural language does not make the reuse of such parts of the protocol
easy. Finally, this approach does not allow to check whether some properties are
present in the protocol. A convenient solution is to use an accurate and rigorous
formal tool in order to represent a protocol. Therefore, the formal description
stage consists in translating an informal description of a protocol into a formal
one.

There does not exist any algorithm nor methodology that help designers
write the formal description of a protocol given its specifications. Practice seems
to be the only way to correctly handle this stage.



Interaction Protocol Engineering 183

Communication protocol engineering provides several formal description
techniques to design protocols: finite state machines [24], Petri nets [16] or lan-
guages such as LOTOS, ESTELLE or SDL [28]. Other formal description tech-
niques are only used by interaction protocols such as temporal logic [8] or UML
based modeling languages [23] [18] [6].

Reuse in multiagent systems is frequent. As a consequence, interaction proto-
col designers can claim for such reuse in protocol engineering. Unfortunately, this
reuse is not handled by the current formal description techniques. Our proposal
is to define a new formal description technique which takes into account reusabil-
ity as well as modularity and lisibility [17]. A detailed comparison of the current
formal description techniques according to a set of criteria such as reusability,
modularity or concurrency can be found in [17]. The conclusion drawn shows
that no formal description technique presents reusability, modularity and con-
currency.

On proposal here is not to consider a protocol as a monolithic object but as
an aggregation of objects. Each object performs a little part of the interaction.
The objects are called micro-protocols in our approach. The language which
links the micro-protocols is called CPDL (Communication Protocol Description
Language).

3.1 Micro-protocols

Micro-protocols are the basic components for designing protocols. They represent
actions or particular tasks. They are composed of performatives which are the
atomic elements of Speech Act theory [25]. Several other elements can be used
within micro-protocols such as loops, decisions, conditions and exceptions.

The following table exemplifies the Contract Net protocol [5] as a micro-
protocol.

Name: ContractNet
Parameters’ semantics:
A: sender
B: receiver
T: task
P: proposal
R: refuse
Definition:
cfp(A,B,T).token(*).time(10).(not-understood(B,A,T).exit |

refuse(B,A,R).exit | propose(B,A,P)).

(reject-proposal(A,B,R) |

accept-proposal(A,B,P).

exception{cancel=exit}.(failure(B,A,R) | inform(B,A,T)))

Semantics : ContractNet
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The field name identifies a unique micro-protocol. The field parameters’ se-
mantics associates a semantics to the parameters used by the communicative
acts. This information is useful for designers to know what kind of information
has to be sent or received. A second use is to provide a link between our inter-
action module and agents for retrieving the value of variables (see Section 7).
The field semantics gives the semantics of the micro-protocol. This information
is used during maintenance for reusability. The field definition is the main one.
It provides the meaning of the micro-protocol. It is composed of communicative
acts, loops, time constraints, synchronization or decisions.

In this example, agents use FIPA’s ACL [7]. Agent A proposes task T to
agents B. The first communicative act cfp proposes task T to agents B. The next
slot is composed of several pieces of information. One has the predicates time
and token and a decision between several communicative acts: not-understood,
refuse and propose. This means that agent A is waiting for several answers1 from
agents B and the communicative act used must be one of the three proposed. The
predicate time is used to prevent agent A from indefinitely waiting for answers.
If the deadline is passed, agent A follows the interaction. The special keyword
exit is used for two communicative acts. It means that when agents reply with
not-understood or refuse, the interaction is then ended. Agent A answers either
by accept-proposal if a particular agent won the right to do the task or by reject-
proposal if a particular agent lost the right to do the task. Agent B performs
the task and informs agent A if it succeeds (with an inform message) or if it
fails (with a failure message). We add an exception (the cancel message). This
exception allows agents to stop the realization of the task at any time.

A detailed description of micro-protocols can be found in [17] and in [12].

3.2 The CPDL Language

Since designers have to handle several micro-protocols, it is necessary to provide
a language for aggregating these micro-protocols. This language is called CPDL
(Communication Protocol Description Language) [17] [12]. A protocol written
with CPDL is described as a set of formulae.

CPDL is a description language for interaction protocols based on a finite
state automata paradigm, which we have endowed with a set of features coming
from other formalisms such as:

– tokens in order to synchronize several processes as this can be done with
marked Petri nets.

– timeouts for the handling of time in the other agents’ answers. This notion
stems from temporal Petri nets.

– beliefs that must be taken into account prior to firing a transition. This
notion is present in predicate/transition Petri nets as well as in temporal
logic.

– beliefs within the protocol’s components as it is the case in the AgenTalk
application [19].

1 As much as cfp message.
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A CPDL well-formed formula looks like:

α, {b ∈ B}�, loop(
∧

pi) �→ micro-protocol∗, β

A CPDL formula corresponds to an edge going from an initial vertex to a final
one in a state transition graph. Such an arc is labeled with the micro-protocols,
the beliefs and the loop conditions.

α denotes the state the agent is in prior to firing the formula and β denotes
the state it will arrive in once the formula has been fired. {b ∈ B}� represents
the guard of a formula. Such a guard is a conjunction of first-order predicates
that need to be evaluated to true in order for the formula to be used. B is the set
of agent’s beliefs. This guard is useful when the set of formulae contains more
than one formula with a same initial state. Only one formula can have a guard
evaluated to true at a given time, therefore it is fired. This requires that no
formula be nondeterministic and that two formulae cannot be fired at the same
time. In the current version of CPDL, predicates used for beliefs are defined
within the language, and agents have to follow them.

As indicated earlier the loop predicate aims at handling loops within a for-
mula. Its argument is a conjunction of predicates. It loops on the set of micro-
protocols involved in the formula while it evaluates to true.

States init and end are reserved keywords. They correspond to the initial
and final states of a protocol. Several final states may exist because several
sequences of messages may take place from a single protocol. For example, with
the Contract Net protocol [5] whether a bid is accepted or not leads to two
different situations; one providing an actual result (accepted-proposal) and one
stopping the negotiation process (rejected-proposal).

To exemplify the CPDL language, we present the example of Sian’s protocol
[26]. There are two kinds of agents involve in this protocol: agents which propose
hypothesis and agents which confirm, modify or disconfirm this hypothesis. The
principle of this protocol is that agents propose a hypothesis and wait for opinions
of other agents. As soon as agents have gathered all the opinions. They decide
with an heuristic if this hypothesis has to be considered as a knowledge or if this
hypothesis has to be withdrawn.

The protocol in CPDL is as follows:

init �→ queryif(A,B,C), A1
A1 �→ collect(B,A,V), A2
A2, proposal=withdrawn �→ end
A2, proposal=agreed �→ inform(A,B,C), end

Agent A asks agents B whether the hypothesis C is true. Then, the inter-
action steps into state A1. Opinions are collected through the micro-protocol
collect. Then, agent A passes into state A2. Agent A decides whether the hy-
pothesis is true or not according to the opinions or a heuristic. If the proposal is
true, then the variable proposal is set to agreed otherwise it is set to withdrawn.
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If the hypothesis is false, agent A fires the first formula which ends the
interaction since there is no micro-protocol and the next state is a final state. If
the hypothesis is true, agent A uses the second formula which informs agents B
that the hypothesis is now a piece of knowledge.

Conditions on formulas allow designers to get rid of nondeterminism. It is for
instance the case for formulas beginning with state A2. The value of the variable
proposal must not be both withdrawn and agreed.

3.3 The UAMLe Graphical Modeling Language

The CPDL language is a textual language. It is frequently more practical for
designers to have a graphical representation of protocols. Such graphical repre-
sentation for the CPDL language is done through the UAMLe graphical language
[18] [17]. This language is an extension of the FIPA graphical modeling language
UAML [6] that takes into account the notions of micro-protocols and some ad-
ditions such as exceptions.

A protocol in UAMLe is rendered as a diagram as shown on Figure 1. Agents
are represented by their roles in the interaction. Roles are rendered as lifelines
which are denoted by boxes at the top of the diagram with the role name within
and the vertical bar anchored to them. Such an approach allows designers to
reduce the size of diagrams. It is then not required to represent as many lifelines
as we have agents. If designers have n agents which share the same role: client,
they only represent one lifeline for the role client. Messages in UAMLe go from
a sender role to a receiver role. Constraints on messages in CPDL are present in
UAMLe. It is possible to describe messages with cardinality, with constraints,
sent in multicast. Readers may refer to [12] and [18] for a detailed description of
UAMLe.

CPDL protocols and UAMLe protocols can be designed with the DIP tool
(see Section 7).

4 The Validation Stage

Formal description of protocols does not avoid errors and some requested behav-
iors can be absent. Interaction protocol designers have two verification techniques
to check if good properties are present, if wrong properties are missing and if
the formal description conforms to the specifications. A first technique uses the
notion of graph and defines the property to be checked as a property on a graph;
this is called reachability analysis. For instance, checking the termination cor-
responds to checking whether the final states of the graph are reachable. The
graph is obtained by a depth-first search of the protocol. A second technique de-
fines a model of the protocol and a property defined by a temporal logic formula;
this is called model checking [3]. Model checking tests if the model satisfies the
temporal logic formula. The model of the protocol is simply the graph obtained
during reachability analysis.
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Agent-Type-1 Agent-Type-2

1 mcfp-msg

not-understood-msg1 n

refuse-msg1 o

propose-msg1 p

reject-proposal-msg1 r

accept-proposal-msg1 q

failure-msg1 q

inform-msg1 q

[cancel]
exception

end exception

Fig. 1. Contract Net Protocol in UAMLe.

Reachability analysis is rather used to check structural properties such as
deadlock freeness, liveliness, termination or acceptance cycle freeness. Model
checking is a more powerful tool and allows designers to check properties related
to the function of the protocol.

In our proposal of interaction protocol engineering, we use the model checker
Spin associated to the language Promela [10] [11]. We provide an algorithm for
translating CPDL representations into Promela [12]. In a word, this algorithm
unfolds micro-protocols into formulae and builds a graph based on this unfolding.
Special cases appear when micro-protocols use constraints, loops or exceptions
since several transitions have to be inserted whether constraints are valid or not.
Such an example of validation can be found in [12].

The translation is performed by our TAP tool (see Section 7). This tool also
allows designers to perform a reachability analysis of CPDL formulae. Moreover,
it is possible to translate CPDL formulae into Petri nets [12].

5 The Protocol Synthesis Stage

By now, a designer will have a formal description of a protocol and a validation
of it. It is time to realize an operational version of such formal protocols. De-
scribing an operational version of a protocol is called protocol synthesis or more
traditionally in software engineering, forward engineering.
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A usual approach for protocol synthesis consists in generating a program
which behaves like the formal description of the protocol [10] [21]. This program
contains two levels of decisions. The external level represents states in the in-
teraction. The internal level corresponds to messages to any interaction states.
This program is built in a two step process. The first step uses an automatic
algorithm [2]. This algorithm derives a program skeleton which only contains
the protocol transitions. Actually, it is impossible for a program to derive the
transitions’ semantics. Generally, this semantics needs to conform to complex
standards. The semantics is added by hand in a second step.

The downside of this approach is that errors can occur during these two steps.
Deadlocks can arise. Moreover, some properties defined in the analysis document
can disappear. For these reasons, we propose a second approach based on an in-
teraction module. This approach stems from the fact that no errors can occur if
agents directly execute the formal description. For executing a formal descrip-
tion, agents need a mechanism. This mechanism is called an interaction module
(see Section 7). The interaction module manages the interaction within agents.
It sends and receives the messages and keeps the interaction contexts updated.

The main advantage of this approach is to reduce the work for designers.
They have less effort to do to implement interaction within agents. However, if
agents use just a few protocols, this interaction module may overweight agents.

6 The Conformance Testing Stage

The previous stages in this proposal of interaction protocol engineering offer
the possibility to formally design, to check some properties and to synthesize
an operational version of the protocol. As noted by Löffler and Serhrouchni
[20] and Holzmann [10], the translation from a formal description of a protocol
into an operational one can insert errors and misconceptions and some features
described in the specification of requirements can be absent. The conformance
testing stage checks whether the operational version of the protocol still verifies
the properties defined in the specification of requirements and, of course, checks
the absence of wrong properties.

The conformance testing stage differs from the validation one in that it checks
properties on an operational version whereas the validation stage checks prop-
erties on a formal version of the protocol.

The Conformance Testing test suite is derived from the formal description
as shown on Figure 2. Designers take the formal description denoted by s on
the figure. They generate a program denoted by i. This implementation will be
checked by the conformance testing. The generation of the test suite denoted
by Ts is done as follows. Designers track the state they want to check. The
path to this state is then known. Designers note what are the outgoing messages
for this state. The remaining of the test deals with the executable version of
the protocol. The path to the state is applied to the executable version then
designers test if the outgoing messages for the state of this executable version
match the outgoing messages of the formal description. If it is the case then the
test succeeds else the test fails.
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specification s

implementation i

failure

test generation

test suite Ts

test execution

success

Fig. 2. Conformance Testing Algorithm

Obviously, if designers use the interaction module, they do not need to apply
the conformance testing since no code has been generated.

Such an example of conformance testing can be found in [12].

7 Tools for Interaction Protocol Engineering

An interaction protocol engineering cannot be considered complete without tools
to help designers. In the context of our proposal of interaction protocol engi-
neering. We propose several tools working either for the design or the execution
phase:

– the DIP tool for the requirement analysis stage, the formal description stage
and the protocol synthesis stage.

– the TAP tool for the validation stage
– the CTP tool for the conformance testing stage
– the interaction module for the management of interaction within agents
– the message server for the management of messages between agents

Let us briefly describe the purpose of these tools.
The DIP (Designing Interaction Protocols) tool is a tool used during three

stages: requirement analysis, formal description and protocol synthesis (see Fig-
ure 3). DIP allows designers to store their analysis document. As a consequence,
it is easier for designers to design protocols and to have a look on the analysis
document. The main activity of DIP is the formal description stage. DIP ac-
cepts several formal description techniques: CPDL, UAMLe, UAML and PDN.
The two first are our proposal. UAML is FIPA’s proposal. In these three cases,
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it is possible to handle and to modify protocols. PDN is FIPA’s proposal and
looks like a tree structure. PDN is only a visual representation that one can-
not edit. It is easy to change of formal description technique during protocol
design like starting with UAML and completing the protocol with UAMLe. The
only limitation lies in the differences between the formal description techniques:
UAMLe encompasses exceptions but not UAML. The last task of DIP is protocol
synthesis. DIP generates a set of Java classes for the protocols.

Fig. 3. DIP Tool

The TAP (Testing Agents and Protocols) tool intervenes during the validation
stage. Several features are supplied in the tool. It is possible to do a reachability
analysis of a CPDL representation of a protocol. Since reachability analysis is not
enough for the validation, TAP translates CPDL representations as a Promela
program and makes use of Spin for model checking protocols. The last feature
of TAP is the translation of CPDL protocols into Petri nets. This feature is only
given in case designers want to get benefit of Petri net tools.

The CTP (Conformance Testing Protocols) tool realizes the conformance
testing of protocols. It uses the algorithm defined in Section 6.

These three tools take place during the design phase and cover all the design
cycle. The following two tools deal with the execution phase of protocols. The
main one is the interaction module [13]. This interaction module manages the
interaction within the agents. It handles protocols and interactions and matches
incoming messages with expected messages. As long as the interaction module
does not need any information from the agents, it operates in an autonomous
way. For instance, if the values of various variables are known, the interaction
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module does not need to request the agents each time. The interaction module
queries its agent when a decision between several outgoing messages has to be
made or when the value of some variables used in the outgoing messages are
unknown. The aim of this interaction module is to ease the way to implement
the interaction within agents.

The second tool for the execution is less advanced. It is a message server. Our
message server is a RMI object accessible to all agents. It manages incoming and
outgoing messages and stores messages till the agents request them. The message
server is able to handle mobile agents and the modification of addresses.

8 Conclusion and Future Work

Up to now, no thorough methodology has been put forward for the design of in-
teraction protocols. Current multiagent methodologies prefer to focus on agents
or on multiagent systems. The aim of this chapter is to present a proposal about
interaction protocol engineering. Our proposal is composed of five stages: re-
quirement analysis, formal description, validation, protocol synthesis and con-
formance testing. This proposal covers the design cycle of protocols. We have
added several tools to help designers.

This proposal offers several contributions to the interaction protocol engi-
neering:

1. An analysis document for specifying the requirements for the protocol. This
document is organized as fields.

2. A modular and reusable formal description technique. CPDL also embodies
the notion of exceptions.

3. An interaction module for the management of interaction within agents.
It helps designers during the protocol synthesis stage. With this interaction
module, designers no longer have to specifically implement interaction within
the agents.

4. An interaction protocol engineering which covers the whole design cycle from
the specification of requirements to the validation of the executable version
of the protocol.

Our proposal of interaction protocol engineering has successfully been applied
to the tele-teaching project Baghera2 [29]. It helps designers design protocols.
Moreover, our interaction module is used within agents to handle interaction
between agents. This project is valuable for our work since it enables us to find
errors within the interaction module which gives us a feedback on how to improve
our proposal of interaction protocol engineering.

A second example of use of our interaction module is in the project of dis-
tributed agenda management [27].

2 http://www-baghera.imag.fr
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Abstract. Modern ACLs, such as FIPA ACL, provide standardised cat-
alogues of performatives and protocols, designed as general purpose lan-
guages to ensure interoperability among agent systems. However, recent
work reports a need for new ad-hoc sets of performatives and protocols in
certain contexts, showing that FIPA ACL does not support adequately
all relevant types of interactions. In this paper we first present a for-
mal model that relates performatives and protocols, to the organisation
of MAS. Then, the FIPA IPL is analysed from the perspective of this
formal model and a principled method for the design of the IPL of a
particular MAS is developed, which account for both, reusability and
expressiveness. Finally, we illustrate our approach by an example in the
domain of online stock brokering.

1 Introduction

Agent Communication Languages (ACLs) are considered to be one of the most
relevant components of todays Multiagent Systems (MASs). Indeed, agents could
be just conceived as software components which interact by means of an ACL.
Traditionally, as established by the “de facto” standard KQML [5], ACLs make
reference to two major concepts: performatives, which express the types of com-
municative actions (CAs), or “illocutionary actions” in the sense of speech act
theory [11], performed by agents in the sending of some message, and interac-
tion protocols (IPs), which codify prototypical patterns of message exchange.
The ACL proposed by the Foundation of Intelligent Physical Agents (FIPA),
named FIPA ACL, follows this scheme and comprises two major components:
a catalogue of communicative actions (FIPA CAL) and a library of interaction
protocols (FIPA IPL).

Similarly, organisational models (OMs) are proposed by current methodolo-
gies for MAS development as one of the central components in the analysis of
this type of systems[15,3]. Up to some respect, these models already acknowledge
the link between organisation and ACL: most of them make explicit reference
� Research sponsored by MCyT, project TIC2000-1370-C04-01, and by CAM, project
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to CAs and IPs as an essential part of the interaction within an organisation.
However, their primary concern is usually the organisational model, whereas the
communication language plays a subordinate, facilitating role. In [12], we pro-
posed a method for the systematic analysis and design of communicative action
catalogues for some MAS, explicitly driven by the organisational model of the
application. This paper makes a similar attempt with respect to the library of
interaction protocols.

More specifically, we tackle the practical problem of how to build expres-
sive and reusable catalogues of protocols for the ACL of a particular multiagent
applications, setting out from organisational concepts such as social interaction
and roles. In order to do so, we will pay special attention to two major relation-
ships between roles: roles can be specialised, and roles may play other roles [7].
On the other hand, the IPL design method proposed in this paper draws upon
the ACL design method proposed in [12].

The paper is structured as follows: In Section 2 we summarise the RICA
meta-model, a UML-based formal framework that defines an integrated view
of OMs and ACLs, and show how the different elements of FIPA ACL can be
structured according to this model. Section 3 proposes a re-design of FIPA IPL
from the point of view of the RICA metamodel and the role model implicitly
supported by FIPA ACL. Section 4 summarises our IPL design proposal, which
will be illustrated by the example of a MAS that provides financial advice to
investors in the domain of online brokering. Finally, we compare our approach
to related work, and discuss future lines of research.

2 Organisational Structure of ACLs

In order to model the link between communicational and organisational compo-
nents of MAS, the conceptual framework needs to be identified first. Respecting
organisational terms, we draw from Ferber and Gutknecht’s Agent/Group/Role
metamodel [4], that highlights Agent, Group and Role, as organisational key con-
cepts. As far as the concept of Role is concerned, it is customary to define it in
terms of the functionality or behaviour associated to some type of agent, within
an organisational context [4,15,3]. We employ the term “interaction” in the same
way as “protocol” is used in [15]: it refers to the type of Social Interaction in which
some group of roles participates, specified in terms of the purpose of that inter-
action, rather than to prototypical patterns of message exchange. We reserve the
word “protocol” for this latter sense. The Role/Interaction/Communicative Ac-
tion (RICA) metamodel [12] defines our view of the interrelation between these
organisational concepts, in terms of UML class relations. Figure 1 shows the
most relevant relations of this model with respect to the purpose of this paper.
Self Associations. The usual generalisation and specialisation relationships
within classes also apply to the classes of the RICA metamodel, particularly
to agent roles [7]. In addition, the RICA metamodel includes the usual plays-
relation between roles [3]. In the sequel, we will see that these self-associations
are crucial for a consistent definition of the interrelation between communicative
and organisational concepts.
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Fig. 1. UML diagram of the RICA metamodel

Role/Communicative Action Association. In general, both the commu-
nicative and non-communicative behaviour , together with a set of rights or
permissions, are necessary to fully specify a role [15]. As we are concerned with
the interplay between organisational and communicative concepts, our stand-
point in this paper is similar to [3], where agent interaction is purely dialogic
and, consequently, roles are exclusively defined in terms of a set of illocution-
ary actions. An intelligent tutoring agent, for instance, may request students to
perform some exercise, inform them about the examination day, etc. So, its role
may be characterised by CAs such as FIPA request, inform-ref, etc.

Of course, there are roles in other application domains which will also issue
inform-ref and request messages. This suggests the existence of more generic
roles, call them Requester and Information Provider respectively, that the intel-
ligent tutor and many others may play. Thus, although requests are performed
by many different roles, we consider this CA (and others, such as FIPA can-
cel, request-when and request-whenever), to be exclusively characteristic to the
requester role. The one-to-many Role/CA association of the RICA metamodel
accounts for this relation between a CA and its only characteristic role. Table 1
shows a partition of the FIPA CAL in terms of the characteristic roles of their
performatives.

Table 1. Classification Scheme for the FIPA ACL

FIPA ACL
Message Action Information Action Brokering
Exchange Performing I Exchange Performing II

FIPA CAL
Communicator Requester I Information Requester II Brokering

Seeker Requester
inform request query-if cfp propagate
confirm request-when query-ref accept-proposal proxy
disconfirm request-whenever subscribe reject-proposal
not-understood cancel

Requestee I Information Requestee II Broker
Provider

agree inform-if propose
refuse inform-ref
failure

FIPA IPL
Request-Prot. Query-Prot. Propose-Prot. Brokering-Prot.
Request-When-Prot. Subscribe-Prot. ContractNet-Prot. Recruiting-Prot.

IteratedContractNet-Prot.
English-Auction-Prot.
Dutch-Auction-Prot.
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If a role is a specialisation of another, the former obviously inherits the at-
tributes of the latter, and in particular all the CAs that characterise the super-
role. The sub-role can (but must not) add new illocutionary actions to the cat-
alogue of the super-role, or may specialise some of these CAs. For instance, the
FIPA query-ref message type is a specialisation of the FIPA request CA, obtained
by overloading its propositional content. This goes in line with a specialisation
relationship between the corresponding characteristic roles: the Requester and
Information Seeker. The other specialisation relationships, which can be identi-
fied within the FIPA CAL, are shown in figure 2.

Fig. 2. Role model Implicit in the FIPA CAL

Role/Social Interaction Association. Obviously, several roles may partici-
pate in a certain type of social interaction. For instance, the FIPA Requester
and Requestee roles participate in an interaction about Action Performing, and
Exchange of Information is a social interaction jointly performed by the FIPA
Information Seeker and Information Provider roles. Table 1 shows the other
types of social interaction supported by the FIPA ACL.

Still, it is also customary in the organisational literature to acknowledge that
roles may participate in several types of interaction [4]. To account for this multi-
ple cardinality, we make use of the plays- relation between roles. For instance, an
intelligent tutor may both, exchange information and interact with the students
regarding action performing. In this example, the intelligent tutor indirectly par-
ticipates in both types of interaction while playing the Requester and Informa-
tion Provider roles, respectively. The Role/Social Interaction relationship of the
RICA metamodel accounts for the only characteristic social interaction in which
some role(s) may directly participate.

Furthermore note that, as before, the specialisation relationship between roles
also induces a specialisation relationship between the corresponding types of
social interaction.

Social Interaction/Protocol Association. This one-to-many relation ac-
count for that fact that usually several protocols are associated to the same
topic, i.e. type of social interaction. For instance, the FIPA-Query-Protocol
and FIPA-Subscribe-Protocol are prototypical patterns of information exchange
among agents. Table 1 shows a partition of the FIPA IPL in terms of the types
of social interaction supported by the FIPA ACL.
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3 An Organisational Perspective on the FIPA IPL

As explained in section 3, the RICA meta-model prescribes the specialisation of
protocols corresponding to generic types of social interactions. This section pro-
poses a re-design of the protocols included in FIPA IPL, which takes advantage
of this specialisation mechanism. The proposal will be illustrated taking into ac-
count the FIPA-Query-Protocol and FIPA-Request-Protocol, corresponding to
the Information Exchange and Action Performing I interaction types, respec-
tively.

The generalisation relationship described in figure 2, between the Informa-
tion Seeker and the Requester, shows that the exchange of information can be
considered as a particular case of interaction about action performing, where the
action to be performed is to inform the requester about some fact. Therefore,
information exchange protocols like the FIPA-Query-Protocol, could be defined
based upon an specialisation of the FIPA-Request-Protocol. Moreover, action
performing interactions, and any other interaction type, are particular cases of
message exchange. Thus, the FIPA-Request-Protocol could be defined as a re-
finement of some protocol for message exchange (not defined by FIPA). The
protocols for each type of social interaction will be defined in terms of their only
characteristic types of CAs, which are described in table 1.

UML State diagrams is the chosen formalism to represent the interaction
protocols, which differs from AUML– the one used by FIPA IPL. Moreover, the
protocols are defined in accordance to [1], where state transitions are triggered by
messages from both roles, and states are considered to be interaction states, and
not agent states. The labels used for each role participating in the interaction, are
defined in a simple UML note element. Figures 3, 4 and 5 show the corresponding
protocols.

Message Exchange. As described in figure 3, any kind of interaction may be in
two states: a normal one in which interaction flows smoothly, and one in which
normal interaction has been interrupted, because of a message not understood
by some party in the interaction. Then, the interaction will enter a clarification
state. Exit from this state may take two alternative courses: either agents come
back to the normal interaction state, or they finish the interaction.

Action Performing. Two different states can be identified in interactions about
action performing (see figure 4). The first one is entered whenever the requester
issues a request, and represents the situation in which this request is being
evaluated by the requestee. Upon an agreement of the requestee, the interaction
would enter into a state where the requester is waiting for the performance and
the requestee is committed to it.

There are two major differences between this protocol and the FIPA-Request-
Protocol. First, it might not be necessary to explicitly send an agree message
in case that the requester grants the performance, if the action is to be per-
formed immediately. Second, once the action has been performed, it may not be
necessary to inform the requester that the action was successfully or unsuccess-
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Fig. 3. Message-Exchange Interaction Protocol

fully performed, if the action performance was made publicly. In that case, the
interaction would finish without any need of sending a message.

It should be noted that the state diagram shown in figure 4 does not repre-
sent the whole protocol of the action performing interaction. Rather, this state
diagram should be considered as an specialisation of the Message Exchange state
named General State. Thus, the whole protocol for action performing would in-
clude the Clarification Protocol state as well. In this way, the specialisation of
protocols proceeds by adding new states and transitions to the generic protocol,
similarly to [8].

Fig. 4. Action Performing Interaction Protocol
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Information Exchange. Figure 5 explains the FIPA-Query-Protocol as an
specialisation of the Action-Performing-Protocol described previously. It has the
same substates of the former, plus a number of new transitions. The first one,
from the initial state to the action evaluation state, shows that the interaction
may start with a query-ref message. As this type of CA is a kind of request,
this transition overrides the request message which initiates action performing
interactions. Last, the protocol may finish with the requestee informing the
requester about some fact. This transition specialises the Action-Performing-
Protocol transition corresponding to a public performance of the requested ac-
tion. On the other hand, no new transitions from the action evaluation to the
committed states are needed, besides those found in the generic protocol.

Fig. 5. Information Exchange Interaction Protocol

4 Organisational Design of the MAS IPL

Once the close relation between OMs and an ACLs is formalised, the question
arises as to how an Interaction Protocol Library (IPL) for a particular Multiagent
System (MAS) can be defined. In this section we provide a design method for
MAS IPL based on the RICA metamodel. For this purpose, we set out from the
general ACL design method proposed in [12].

This method is driven by an initial (“a priori”) organisational model which
specifies the domain-dependent roles and types of interaction played by the dif-
ferent classes of agents in the MAS. The other major input to the design method
is the existing FIPA IPL. As a result, the MAS IPL is obtained, structured in
terms of the types of interaction and roles included in a refined version of the
initial OM. The design method is structured in four major steps:
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Step 1: Collecting Sample Dialogues. The first step for obtaining the com-
munication language is to collect natural language dialogues for the different
domain-dependent types of interaction.
Step 2: Pragmatic Analysis. The second step is a pragmatic analysis, at-
tempting to identify the types of CAs that best describe the communicative
behaviour of the agents in the dialogues, by means of natural-language illocu-
tionary expressions. Additionally, the particular patterns of message exchange
for each dialogue will be also considered. UML sequence diagrams might be used
to document these patterns.
Step 3: Reuse Analysis. In this step the preliminary set of natural-language
speech act verbs is analysed in order to identify their artificial counterparts in
the FIPA CAL. The same is performed with respect to the preliminary patterns
of interaction and the FIPA IPL.
Step 4: Extension Design. The previous step may have uncovered limitations
of the FIPA ACL to account for the different kinds of illocutionary expressions
and/or dialogue patterns that are characteristic for the particular MAS. This
step will provide a formalisation of the new interaction protocols and commu-
nicative actions, on the basis of a refinement of the initial organisational model.

5 The IPL of an Online Stock Broker: An Organisational
Design

This section illustrates our IPL design method with an example in the domain of
the online brokerage industry. More specifically, we focus on the design of the IPL
for a kind of personal assistant, which extends an Online Stock Broker with ad-
visory capabilities. The goal of the Online Stock Broker would be that investors
choose the most suitable investments to their personal profile and stock portfolio.

In order to design the Online Broker IPL, we depart from a simplified organ-
isational model of the application. Figure 6 shows this model, where the online
stock broker and investor classes are identified. These agents play several roles as
they participate in three different types of interaction: the exchange of financial
information, the trading of stocks and the financial advisement of the investor.

Step 1: Collecting Sample Dialogues

Table 2 shows a natural language dialogue between some broker and investor,
whose topic is the trading of a particular stock. The dialogue has been artifi-
cially created in order to cover the three types of interaction in which broker and
investor participate (distinct levels of gray allow to identify their corresponding
subdialogues, numbered I, II and III). Thus, the dialogue starts with a conversa-
tion about the trading of stocks (I), but it is immediately followed by an advisory
interaction about the suitability of the trading order (II). The advisory dialogue
is also interrupted by a short message exchange concerning the request of infor-
mation about the stock being traded (III). Then, the conversation focuses again
on advisory matters (II), and finishes by taking up again the theme of stock
trading (I).
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Fig. 6. Initial Organisational Model for the Online Broker Application

Table 2. Sample Dialogue between the Online Stock Broker and the Investor

(1) I- I would like to buy 500 shares of TERRA

(2) B- Be careful, this is a risky order
(3) I- Can you explain why?
(4) B- Because this stock has a high level of volatility

(5) I- Which is exactly the volatility value of TERRA?
(6) B- 40%

(7) I- Which stock would you recommend?
(8) B- Some of these stocks might be suitable for you: S1, S2, . . .
(9) I- Could you recommend me a specific order for S1?
(10) B- An order with 50 or 100 shares (current price per share: 10E)

(11) I- Forget the initial order. I would like to buy 100 shares of S1
(12) B- Ok....

(I) Stock Trading (II) Financial Advice (III) Exchange of Financial Information

Step 2: Pragmatic Analysis

In the next step, a preliminary version of the Online Broker CAL, including the
English illocutionary expressions which describes the communicative behaviour
of the investor and broker in the sample dialogue of table 2, will be obtained.
For instance, the advisory interaction (subdialogue II) starts with the broker
warning the investor not to request that order, and the investor requesting the
broker for an explanation of that warning.

On the other hand, figure 7 shows a UML sequence diagram describing the
flow of messages between the investor class and the broker roles. The messages
are those preliminary extracted from the sample dialogues. This sequence di-
agram and many others, should be input to the design of the Online Broker
IPL.
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Step 3: Reuse Analysis

There is a number of illocutionary expressions included in the preliminary cata-
logue which does not show relevant differences in meaning with respect to some
performatives of the FIPA CAL (cf. [14] and [6], respectively). For instance,
the query and inform illocutionary verbs in subdialogue III corresponds to the
query-ref and inform-ref performatives of FIPA. Thus, the information provider
role implicit in the FIPA CAL can be considered a super-type of the financial
informer. Indeed, these two roles are identical if we consider only their prag-
matic competence. However, they are different roles as the financial informer
has specific non-communicative competences and rights [15], such as the access
to financial databases to provide the required stock information. Analogously,
the FIPA requestee role is a super-type of the Broker role.

Fig. 7. Preliminary Sequence Diagrams for the Online Stock Broker IPL
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Step 4: Extension Design

On the contrary, most of the English speech act expressions identified in sub-
dialogue II are highly specific and there are no close correspondences between
them and any of the FIPA performatives. Of course, suggest could be defined as
informing about the possibility to do some action in order to reach some goal,
and so the FIPA inform performative could be used instead of a new suggest
performative. However, as we advocate the specification of expressive ACLs,
we will consider the formalisation of these illocutionary expressions supporting
financial advisory interactions. As this is a type of interaction not covered by
FIPA ACL, we will proceed by refining the initial OM of the application.

Step 4.1: Organisational Model Refinement Suggestions and recommen-
dations are characteristic types of CA for the abstract advisory role. Thus, the
financial advisor can be considered as an specialisation of the advisory role. As
part of the communicative competence of the financial advisor, we also found
expressions such as warn not to and explain. The first one can also be considered
to denote a characteristic type of CA of the advisory role. The other one gives
rise to the explainer, a new role abstracted away from the financial advisor. Con-
cerning the investor, the counterparts to the explainer and advisory roles will be
the explainee and advisee roles.

On the other hand, as generic advisors also needs explanatory capabilities to
reach their goals, the explainer can be considered a role that the advisor may
play. This relationship between the explainer and the advisor is not of a gen-
eralisation/specialisation nature, as the advisor will not be an explainer during
its whole life-cycle, only sometimes. With regard to the interaction protocol, the
advisory IP is not an specialisation of the explanatory one. Rather, there will be
some points in the advisory protocol that will enact the explanatory protocol.

In summary, figure 8 shows the extended role model for the stock broker
class, where abstract FIPA roles identified in Step 3 are represented in light
gray, and the new explanatory and advisory abstract roles in a dark gray. A
dashed line separates those roles and classes which are domain-dependent, from
those potentially reusable such as the FIPA Roles, the explainer and the advisor.

Step 4.2: CAL Refinement The refinement of the preliminary Online Broker
CAL is shown in table 3, which is structured according to the two FIPA-types of
interaction identified in step 3, plus the explanatory and advisory interactions of
step 4.1. The design of the explanatory and advisory subcatalogues is the subject
of another paper [13]. In the following, we will concentrate on the refinement of
the Online Broker IPL.

Step 4.3: IPL Refinement Protocols for the exchange of financial information
and stock trading can be reused from the FIPA IPL. However, the interaction
between the online broker and the investor concerning financial advice and ex-
planatory dialogues require the design of new protocols. These protocols are
shown in figures 9 and 10.
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Fig. 8. Extended Role Model for the Stock Broker Class

Table 3. Communicative Act Library for the Online Broker Application

Online-Broker ACL

Stock Trading Financial Inf. Financial Advice
Exchange

Action Information Advice Explanatory
Performing I Exchange Giving Dialogues

CAL

Requestee Information Advisor Explainer
Provider

agree inform warn explain-inferred-fact
. . . . . . notify explain-observed-fact

recommend . . .
. . .

Requester Information Advisee Explainee
Seeker

request query-ref consult request-for-explanation
. . . . . . . . . . . .

IPL

FIPA-Request FIPA-Query Advisory Explanatory
Protocol Protocol Protocol Protocol
. . . . . . . . . . . .

︸ ︷︷ ︸
FIPACALReuse

︸ ︷︷ ︸
PotentiallyReusable

Explanatory Protocol. Explanatory interactions are parameterised with re-
spect to some proposition to be explained, and start with a request-for-explanation
message. The explainer may have come to know that proposition either by: (1)
directly observing that fact from some observation source (explain-observed-fact
message), or (2) by inferring this fact from a set of premises p1, p2, ... and a
knowledge base consisting of the set of propositions k1, k2, ... (explain-inferred-
fact message). In this latter case, the explainee may request further explanation
of some premise pi.

Advisory Protocol. Advisory interactions might be initiated both by the ad-
visor and the advisee. In the first case, the advisor may warn the user not to
perform some action s/he intends to perform, which may have as a consequence
some fact which is against some goal of the user. On the contrary, the interac-
tion may also start with the advisor notifying the user that some event makes
possible the achievement of some goal. In the second case, the advisee may start
an advisory interaction by consulting the advisor about the best way to achieve
some goal p.
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Fig. 9. Explanatory Interaction Protocol

In this latter case, the interaction enters a state parameterised by the goal to
be achieved by the user. The interaction may enter this state from a warning or
a notification as well. In case of a warning, the user may consult the advisor the
best way to achieve the goal q′, which was the reason to plan the performance
of action a. In case of a notification, the user may just consult the advisor the
best way to achieve the notified fact. The consultation might be answered with
a suggestion or a recommendation of the advisor, to perform some action. This
may cause further consultations about how to perform that action.

In this way, this protocols might be interleaved as the online broker switch
roles between the advisor and the explainer. Thus, in the sample dialogue, the ad-
visor switch to the explainer role (and therefore, to the explanatory interaction),
whenever it receives a request-for-explanation message. When this interaction is
finished, it may continue the conversation about financial advisement.

6 Discussion

This paper has described a method for designing the IPL of a particular MAS,
which is explicitly driven by the domain-dependent types of interaction and roles
included in the OM of the MAS. We argue that our proposal not only helps to
bridge the gap between the organisational and communicative components of
the MAS architecture, ensuring their consistency, but also best account for the
satisfaction of two major requirements of the design process: expressiveness and
reusability.

On the one hand, following [10], our method departs from FIPA ACL (our
core language) and advocates the inclusion in the MAS ACL of types of CA and
protocols not included in the standard (which may correspond to new types of
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Fig. 10. Advisory Interaction Protocol

interaction). In this way, we intend the resulting MAS ACL to be a more anthro-
pomorphic or expressive language than FIPA ACL [1]. Expressive catalogues of
CAs makes the protocol descriptions more understandable and synthetic, as the
performatives convey the extra meaning that should be supplied as part of the
propositional content of more abstract message types (such as inform).

Nevertheless, our proposal still attempts to foster reusability of both, FIPA
ACL and the extended components of the MAS ACL. On the one hand, an
organisational analysis of FIPA ACL, showing its supported types of interaction
and abstract roles, makes possible to identify which components of FIPA ACL
could be reused. This is in contrast with [10], where the extension of a core-ACL
is also driven by the need to support more specific social interactions, but no
organisational analysis is provided of that core language. On the other hand,
we also attempt to support further reusability of the new CAs and protocols
by identifying their characteristic generic roles and types of interaction. This
have been shown through the identification of roles such as the advisor and the
explainer, which could be re-used in other application domains.

Moreover, we address extension and composition of IPs [2] as a process guided
by the generalisation and “role playing” relationships of roles. The role playing
relationship allows to partition the complex behaviour of some class or role into
more simpler ones. Consequently, IPs descriptions become simpler. Concerning
generalisation hierarchies of roles, they allow to infer a corresponding general-
isation hierarchy between IPs, which also have as a consequence the simplifi-
cation of their specification. In this way, our approach follows [10], [9] and [8],
in important respects. However, our approach goes beyond their work in that
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the decomposition of protocols is guided by organisational concepts. Thus, a
principled and systematic decomposition method is provided, i.e. not only for
exceptional cases (e.g. error handling, etc.). Last, despite the use of UML state
diagrams, the proposed method does not constraint the use of other formalism
like AUML.
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Abstract. A common feature of agents is their interaction ability. They
need this interaction in order to fulfill their tasks or to cooperate for ful-
filling them. This paper presents our approach where the interaction
is defined within an interaction module. This interaction module han-
dles protocols and manages interactions between agents. The interaction
module is inserted into agents. The paper describes the requirements for
such an interaction module and the advantages and drawbacks of the ap-
proach. Since a link is required between the reasoning part of the agents
and the interaction module, we propose a language for the interconnec-
tion based on XML. A second domain of use of the interaction module
is given: mobile agents. If the interaction module is defined as a service,
agents can use it. In this case, agents do not have to bring an interaction
module when moving from site to site.

1 Introduction

Multiagent systems are frequently decomposed in four parts: agents, environ-
ment, interactions and organizations [2] [3]. Interaction is one of the key com-
ponents in multiagent systems since it allows agents to cooperate, to coordinate
and to exchange information in order to complete their tasks. The notion of reuse
is well established in the domain of multiagent systems and, usually, it is possible
to reuse agents between projects. Unfortunately, it is more difficult to do this for
interaction and to reuse it between projects. It is quite difficult to define where
the interaction is since interaction is often defined in agent behavior. Protocols
and semantics of agent communication languages are diluted in agents.

In order to ease the reuse, we present our approach where we extract protocols
and semantics from agents and put them into a framework called an interaction
module. The aim of this interaction module is to handle protocols and to manage
interaction between agents. A first version of the interaction module inserts it
into agents but we will see in the second part of the paper that this interaction
module can be defined as a service to agents and implemented outside agents.

The aim of this paper is to present our interaction module and discuss how to
insert it into agents. We indicate above that the main interest in this approach
is to ease the reuse of interaction between projects. A second advantage is for
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mobile agents, if we define the interaction module as a service to agents. The
Internet and particularly, the World-Wide Web grow every day and traffic is some
time slow since numerous users try to access them. Users have to wait more and
more in order to have their information. A solution which is already in use is to
send mobile agents on the Internet [11]. Mobile agents can go from site to site
without needing a continuous link to their users’ computers. However, mobile
agents are sometimes user assistant agents and as a consequence, encompass a
lot of data such as user profiles, requests, etc. Thus, they need more time to go
from sites to sites since they are “heavier”.

It is thus possible to reduce the weight of mobile agents if designers define
the interaction module as a service and supply it to agents. Indeed, agents do
not need communication facilities when they go from site to site, they only need
it on sites, before leaving sites and when entering sites. If they can delete their
interaction module before leaving a site and get one when entering a site, they
are lighter when moving.

The paper is structured as follows. Section 2 presents the interaction module.
Section 3 describes the requirements for using this interaction module. Section 4
shows the advantages and the drawbacks of such an approach. Section 5 describes
the language for the link between the reasoning part of agents and the interaction
module. Section 6 presents one example in the domain of mobile agents where
the interaction module might have an interest. If designers define the interaction
module as a service, it is then possible for mobile agents not to incorporate an
interaction module, and as a consequence, to be lighter when moving from site
to site. Section 7 concludes the paper and presents future work.

2 Extracting Interaction from Agents

Usually, interaction protocols and semantics associated with agent communica-
tion languages are diluted in agents. It is difficult to extract these elements easily.
Describing protocols and semantics in agents’ behaviors is due to the origin of
interaction protocols. Interaction protocols are based on communication proto-
cols [7]. Generating code for communication protocols implies the realization of
a program where the code corresponds to the protocol [1]. A common approach
is to realize the protocol as a program with two levels of if. The first level cor-
responds to the states of the interaction and the nested level corresponds to the
different allowed messages for interaction states.

We follow the same approach as Müller [12] and Ferguson [4] for the definition
of the interaction. It means that agents have a reasoning component, a percep-
tion component as well as an interaction module [8]. The interaction module
encompasses both protocols and semantics for agent communication languages.
The interaction module sends and receives messages and acts on behalf of agents.
It is linked to the reasoning component of agents in order to receive further in-
formation. This information is used for completing the sending of messages. The
interaction module receives the messages directly from other agents. Since inter-
action is now defined in an interaction module, agents are not aware of protocols



Design Agent Interaction as a Service to Agents 211

and do not know the structure of the protocols such as next messages for the
current state of the interaction. This information is provided by the interaction
module if needed.

As soon as, agents want to begin a new interaction, they ask the interac-
tion module to begin an interaction and provide it with information such as
receivers, message contents, etc. The interaction module creates a new context
for this interaction, completes the first message for the interaction then sends it
to receivers. If the interaction module cannot solve the non determinism between
several messages, it asks agents to choose between these messages.

The interaction module actions are the following:

1. beginning an interaction where the agent is initiator
2. beginning an interaction where the agent is participant
3. receiving messages
4. sending messages
5. updating interaction contexts
6. asking agents for the name of the receivers and the message contents
7. choosing the next message according to conditions
8. asking agents when non determinism between several messages does not

allow it to choose the next message

Interaction contexts are used in order to save the information of a current
interaction, i.e. agents usually have several interactions in parallel with several
other agents. It is then necessary to store the information about the interactions
such as the name of the protocol, the participants, the current state in the
interaction and the data used in the protocol.

The interaction module is divided in three parts as shown on Figure 1:

1. an interaction mechanism
2. protocols
3. contexts

Context Context Context

Interaction Module
Interaction
Mechanism

1

2

3 4

4

Protocols

Fig. 1. Interaction Module Architecture
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The interaction module takes a different approach for storing protocols. Usu-
ally, protocols are described through code but here, we define protocols by their
formal descriptions. This method allows us to reduce the errors when designing
protocols. Holzmann signaled that generating code for protocols implies incor-
porating flaws and errors which are only detected by conformance testing [7]
[14]. The main advantage of this approach is to reduce the effort for designing
interaction protocols. Designers are sure to have an execution which matches the
formal description, since it is the formal description which is used. Several formal
description techniques are available in the literature such as automata, Petri nets
[7] or Agent UML [13]. In our approach, we follow our specific formal descrip-
tion technique called CPDL (Communication Protocol Description Language)
[9] [10] [8]. The main advantage of the CPDL language is to consider a protocol
as an aggregation of components called micro-protocols. As a consequence, it is
easier to reuse protocols or parts of protocols. The CPDL language is a textual
language. A detailed description of the CPDL language can be found at [8] [9].
We just give here some examples. For instance, here is the CPDL protocol for
the request to connect to a server:

NAME: cnxon
MUP:
queryif,
inform.
SEM: cnxon
DEF:
init ^ queryif(C,T,P).inform(T,C,R)/ end

The field NAME corresponds to the name of the protocol. The field MUP gives
the needed micro-protocols for executing the protocol. The field SEM describes
the semantics of the protocol. This field is free format so, designers can define it
as a textual string or as a logic formula. The main field is the field DEF. This field
describes the protocol as a set of formulae. These formulae adopt a finite state
machine approach since formulae contain an initial state, a final state and a set
of micro-protocols which label the transition from the initial state to the final
state. Conditions and loops can be inserted in order to modify the execution. In
our example given above, we have just one formula from the initial state init to
the final state end. This formula has two micro-protocols: query-if and inform.

The micro-protocol queryif is described as follows:

NAME: queryif
SEMPARAM:
A: sender,
B: receiver,
C: content.
DEF: query-if(A,B,C)
SEM: query-if

This above example is simple but micro-protocols can contain loops, beliefs,
timeout and options within micro-protocols.
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The field NAME gives the name of the micro-protocol. The field SEMPARAM
represents the semantics of parameters for communicative acts. For instance, if
the parameter A is used in the definition of the micro-protocol, it is easy to know
the semantics of this parameter in reading the field SEMPARAM. The parameter
A means that A is a sender. The field DEF is the most important one since it
contains the set of communicative acts.

Here is a more complex example where the field DEF contains a loop. The
loop follows while the conditions a ∧ b ∧ c hold.

NAME: loop
SEMPARAM:
A:sender,
B:receiver,
C:content.
DEF: [a@b@c@d]{query-if(A,B,C).inform(B,A,C)}
SEM: loop

The interaction mechanism is the active part of the interaction module. It is
responsible for the management of protocols and for the management of inter-
actions. It uses protocols and contexts in order to handle interactions. Figure 1
presents an example of the use of the interaction module. First the agent invokes
the interaction module (step 1 ) about an existing interaction since the context
already exists. The interaction mechanism looks for this context (step 2 ) and
obtains the next communicative act (step 3 ). Then, the interaction mechanism
sends the message to receivers (step 4 ).

Moreover, the interaction mechanism stores previous data during this inter-
action, so if we have twice the variable A, the interaction mechanism asks once.
The second time, it assumes that this variable has still the same value. This
approach is particularly interesting for the parameters corresponding to senders
and receivers. The interaction mechanism does not have to ask each time.

For the moment, the interaction module is placed within agents but it is
possible to insert it into the environment and to define it as a service to agents.

3 Requirements for This Approach

Before considering the pros and the cons of this approach (see Section 4), one
has to define the requirements for using the interaction module. Indeed, if the
service is defined as one available for agents, a common agreement is required
among multiagent designers.

1. A common semantics for agent communication languages has to be used by
agents. Such works already exist either the well-known FIPA’s initiatives
and the ACL language [5]; DARPA with KQML, van Eijk’s approach [15],
Wooldridge’s approach [17] or Guerin’s approach [6]. As a consequence of
this requirement, the agent communication language has to be the same or
it might require agents to share an ontology. In our approach, we refer to
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the FIPA approach. The Fipa Acl has a formal semantics, in terms of a
Semantic Language (SL). SL is a quantified multimodal logic, which contains
modal operators for referring to the beliefs, desires and uncertain beliefs of
agents, as well as a simple dynamic logic-style apparatus for representing
actions. The semantics of the FIPA ACL maps each ACL message to a
formula of SL, which defines a constraint that the sender of the message must
satisfy if it is to be considered as conforming to the FIPA ACL standard.
FIPA refers to this constraint as the feasibility condition. The semantics also
map each message to an SL-formula that defines the rational effect of the
action: the purpose of the message [18].

2. Agents must be able to interact with this interaction module. Communica-
tion must be established between the interaction module and the reasoning
part of agents in order to exchange data. In order to describe the interaction
between the interaction module and agents, we use XML [19]. For instance:

<to> agent1 </to>
<from> interaction service </from>
<protocol> auction-information </protocol>
<performative> inform </performative>
<unknown> receiver </unknown>

This communication concerns the protocol auction-information between the
interaction service and the agent agent1. The interaction service wants to
know who is the receiver of the performative inform. The field unknown
represents the unknown value.

3. If the interaction module is defined as a service to agents, some precautions
have to be taken since it is unclear that the owner of the interaction module
can be trusted. It might be a malicious host. A trusted tier is required to
provide a certain level of security.

4 Advantages and Drawbacks of an Interaction Module

This approach is quite attractive as it reduces network overloads but this is not
the only advantage. Let us now define the advantages and the drawbacks of this
method.

Advantages of Interaction as a Service

1. If agent designers remove the interaction part from agents, then agents will
be lighter and therefore, they reduce the required bandwidth on the network.
Presently, interaction and interaction mechanisms represent a big part in
agents.

2. Agent designers do not have to worry about interaction modules since this
one is provided by the destination host. They can focus on the description
of users’ profiles. Indeed, one can consider this service is also available on
user’s computer so, agent designers do not have to design it.
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3. Protocols and electronic commerce protocols tend to be more and more
complex. Actually, in such a domain like electronic commerce, protocols need
to be secured and safe. Moreover, protocols are often modified so if users
want to continue to use some Internet web sites, for instance, they have
to download the latest version of agents. This operation might be boring
and if repeated really frequently, they might be dissatisfaction grounds. If
interaction is defined as a service provided on web site, web site designers
can easily modify protocols, they just have to put them in the interaction
service.

Drawbacks of Interaction as a Service

1. The main difficulty of this approach is to deal with interoperability and
agents coming from different agent designers. One has to find a common
agreement and a common background to agents can use the interaction mod-
ule. This problem is solved for most part since it is possible to use FIPA agent
communication language and this already provides a suitable semantics.

2. The second problem is about knowledge management and knowledge sharing
between the reasoning part of the agent and the interaction module. This
problem is twofold: (1) how to link reasoning parts to the interaction module
and (2) how to represent data in order to be used by interaction module.
The former problem is solved by our language (see Section 5) which can
be considered as an API for accessing the interaction module. The latter
problem is solved when representing data with XML [19]. Tags are to be
defined and known by agent designers. Moreover, XML allows designers to
define hierarchical data or data composed of several fields. For instance,

<to> agent1 </to>
<from> interaction service </from>
<protocol> auction-information </protocol>
<performative> inform </performative>
<description>

<item> computer </item>
<brand> dream of computer </brand>
<model> 404 </model>
<price> 1000 dollars </price>

</description>

3. One problem arises when using mobile agents on the Internet. It is not sure
that hosts can be trusted. It is possible to have malicious hosts. These mali-
cious hosts can modify interaction protocols so as to increase their benefits
or to avoid negotiation between the host and the mobile agents. We see
that the problem is located on the protocols and the semantics associated to
these protocols. Since protocols are provided by the hosts, all misbehaviors
are possible. As far as we are concerned, the problem with malicious hosts
does not deal with the interaction as a service but with the agents’ behavior
and their ability to prevent some misbehaviors.
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4. The last problem is a technical problem. What are the requirements for
agent designers if they want to be sure that their agents can link to the
interaction module? The given solution is to consider agents are represented
by Java classes and the interaction service is represented as a RMI service.
Obviously, if agent designers do not use Java, this drawback still remains. In a
future version of this approach, it will be possible to describe the interaction
module as a CORBA service so this problem does no longer hold.

5 The Language for the Interconnection

We provide a language for the interconnection since in two cases, the interaction
module needs information: lack of information and non determinism. Each time
the interaction module has to send messages, it has to give the receivers and
the message contents. From time to time, this information is not known. In this
case, the interaction module asks the reasoning part of agents in order to know
the values. The second use for the language is when it is not possible for the
interaction module to know what is the next message since there are several
messages and it is unable to determine between them.

Messages between agents and interaction service are described in XML. Sev-
eral fields are common for all messages.

The tag

<to>...</to>

represents the receiver of the message, either one agent or the interaction service.
The tag

<from>...</from>

represents the sender of the message, either one agent or the interaction service.
The tag

<protocol>...</protocol>

is always present and gives the protocol used. This information helps both agents
and the interaction service to know which contexts this message deals with.

After these tags, we have several options for the remainder of the message. A
current option is to create a new interaction for a given protocol. Agents indicate
this as follows:

<to> interaction service </to>
<from> agent1 </from>
<protocol> ContractNet </protocol>
<action> creation </action>

This message is coming from the agent agent1 to the interaction service. The
protocol is the protocol Contract Net. The action about this protocol is described
in the tag
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<action>...</action>

Here is the term creation which explains the interaction service has to create
a new interaction using the protocol ContractNet.

Of course, the interaction service needs extra information about the receiver
and the content of the message, and optionally, what message must be used.

The information is always requested according to the same schema:

<to> agent1 </to>
<from> interaction service </from>
<protocol> ContractNet </protocol>
<performative> cfp </performative>
<unknown> receiver </unknown>

All unknown information is stored between the tag

<unknown> </unknown>

It might be receiver if the receiver is unknown or content if the content of
the message is unknown.

The answer is given as follows:

<to> interaction service </to>
<from> agent1 </from>
<protocol> ContractNet </protocol>
<performative> cfp </performative>
<receiver> agent2, agent3, agent5 </receiver>

In Section 4, we give one example where the interaction service gives some
information about the on-going interaction, there the price of a computer.

A second case where interaction service needs information is when it does
not know what performative must be used. The following example describes an
example where the choice between several performatives is requested:

<to> agent1 </to>
<from> interaction service </from>
<protocol> ContractNet </protocol>
<performatives>

agree, disagree, not-understood
</performatives>

The interaction service asks what performative has to be used in the next
message, either agree, disagree or not-understood.

5.1 Requesting the Interaction Service

As we saw above, agents lose their interaction service when moving, so they
have to request another one. We define for that a small set of communicative
acts, agents can understand even if they do not have interaction facilities. These
communicative acts are:
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➢ the communicative act request when the agent requests the access of the
interaction service or the unlink of this interaction service.

➢ the communicative act agree if the interaction service can be accessed by
this agent.

➢ the communicative act disagree if the interaction service cannot be accessed
by this agent.

➢ the communicative act not-understood if the interaction service cannot un-
derstand what the agent requests1.

Obviously, agents have to understand XML in order to parse the answer of
the interaction service.

6 Example

Mobile agents are a convenient solution when users do not want to wait for the
information since the network is stalled. They can send their agents on the In-
ternet in order to retrieve the information then they shutdown their computers.
They can switch on their computers from time to time to check if their agents
have some information. A second interest in mobile agents is for distributed com-
puting, it is sometimes better to send agents to the site where the computation
is and to send back agents when the computation is completed.

When considering mobile agents, one can argue that communication facilities
are not used during the translation from site to site (shown on Figure 2). Figure
illustrates the transportation and the method proposed in this article: agents
leave the interaction module and interaction service when leaving a site and get
a new one when entering a site.

The advantage is to reduce the weight of agents and as a consequence, they
are lighter when moving from site to site. The main drawback is to define a
trusted tier for checking if the interaction service conforms to a set of policies
since it is possible that site hosts are malicious and provide an interaction module
which is designed to retrieve information from mobile agents or force purchases.

Let us take a small example of using interaction as a service. Let us suppose
users want to send agents on the Internet in order to find information on several
sites. Then, they shutdown their PC.

We omit the step when users inform agents what the search is and when
agents contact destination host and have an agreement to be downloaded there.

Figure 3 presents the steps of our example.
The first step represents the loss of the Interaction service by agents just

before they are downloaded to the destination host. The second step is the
transportation from one site to another one.

The next step corresponds to the agent’s waking. Until now, agents do not
need to interact but now they have to ask about their search of information. In
step four, they try to connect to the interaction service. Here is the request by
agent agent1 :
1 This communicative act is used for compatibility with FIPA which requires that this

communicative act must be recognized by agents.
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Site 1

Interaction Service

Step 1: on moving
no interaction ability

Interaction Service

Site 2

Step 2: transportation

Step 3: acquiring
interaction features

Fig. 2. Interaction seen as a Service
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Agent1 Agent1
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Agent1
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step 1

step 3

4

5 6 7 8

9 10

Fig. 3. Example of using Interaction as a Service
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<to> interaction service</to>
<from> agent1 </from>
<protocol> connection </protocol>
<performative> request </performative>

Let us suppose the interaction service agrees for this connection. It answers:

<to> agent1 </to>
<from> interaction service </from>
<protocol> connection </protocol>
<performative> agree </performative>

Agents are now able to interact with other agents within this multiagent
system. The sixth step corresponds to the launch of the request protocol by the
agent agent1 to the interaction service.

<to> interaction service </to>
<from> agent1 </from>
<protocol> RequestInformation </protocol>
<action> creation </creation>

Obviously, the interaction service needs some information in order to send
the first message: the receiver and the content (step seven):

<to> agent1 </to>
<from> interaction service </from>
<protocol> RequestInformation </protocol>
<unknown> receiver, content </unknown>

The eighth step corresponds to the answer of the interaction service’s request:

<to> interaction service </to>
<from> agent1 </from>
<protocol> RequestInformation </protocol>
<receiver> agent\_sport </receiver>
<content> who is the player at the second base?
</content>

Then, in ninth step, the interaction service sends the message to the agent
agent1 :

<to> agent2 </to>
<from> agent1 </from>
<protocol> RequestInformation </protocol>
<performative> request </performative>
<content> who is the player at the second base?
</content>
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The tenth step is the answer of the agent sport:

<to> agent1 </to>
<from> agent2 </from>
<protocol> RequestInformation </protocol>
<performative> inform </performative>
<content> nobody, it’s a joke! </content>

The protocol ends after this message. Agent agent1 has just to collect in-
formation from the interaction service and will come back as soon as its user is
connected to Internet.

7 Conclusion and Future Work

In this paper, we present a new approach in order to consider interaction. The
interaction is clearly defined and located in an interaction module. A first ad-
vantage for such an approach is to reduce work for designers. They do not have
to code from scratch the management of interaction protocols since a framewrok
already exists. Designers can focus on the agents. A second advantage is when
the interaction module is defined as a service supplied to agents –mobile agents
do not have to bring the interaction module with them when moving from site
to site.

This interaction service is provided with a set of requirements in order to
link agents with this service. Moreover, a link language is used between agents
and the service using XML features.

The interaction module is currently used in the tele-teaching project
Baghera2 where the agents use the interaction module for their communication
[16].

Future work might follow several directions:

1. Some additions have to be made to the interaction mechanism: the ability to
use timeout, broadcast and acknowledgment avoiding the loss of messages.

2. For the moment, the interaction module is a Java application, and if agents
want to use this module, they have to be written in Java as well. A future
work will be to define this interaction module as a CORBA service, so agents
either written in Java or another language is, can access this module.

3. The link language and the set of fields used in XML must be improved and
use existing work, particularly in the ontology domain.

4. In this version of the interaction service, it is only possible to interact inside
the system and not with outside agents, We have to define a link between
interaction services.

5. This approach does not take into account for the moment how to interact
when the interaction service has to interact with agents which want to keep
its communicative features, how the communication might be done.

2 http://www-baghera.imag.fr
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Abstract. This paper presents an interaction protocol, built on top of FIPA 

ACL, allowing an agent to delegate a goal to another agent, in the form of a 

proposition that the delegating agent intends its delegate to bring about. The 

proposed protocol addresses the concrete needs of a service that is to be de-

ployed within the AgentCities network, but also helps to highlight some issues 

that are related to the FIPA ACL itself and its usage to build more complex 

agent interaction blocks. 

1   Introduction 

The AgentCities project aims at building an open, worldwide network [1] of agent 

based services, relying on FIPA compliant agent platforms. The participants to the 

various incarnations of AgentCities project believe that such a widespread and het-

erogeneous test bed is key to support the transition of Multi Agent Systems technolo-

gies from research labs to actual, deployed applications. The AgentCities effort is 

also quite interesting for the FIPA organization, because it will validate the whole set 

of the FIPA specifications (not just the FIPA ACL) on the widest scale so far. 

Within the arena of distributed software infrastructures, FIPA promotes a land-

scape where applications are composed by agents receiving life support from plat-
forms; FIPA tries to support both agent-level and platform-level interoperability 

through a comprehensive set of specification. At the agent level, FIPA mainly deals 

with ACL, interaction protocols, message content and message ontology issues. 

Though the FIPA ACL is provided with a semantics formally rooted in multi-modal 

BDI logics, it is generally accepted that FIPA does not mandate a BDI architecture 

for agents, but only that observable agent behaviour can be interpreted within a BDI 

framework. Recognizing this suggests that a major feature of the FIPA infrastructure 

is the support for heterogeneous agent societies, where different members have dif-

ferent levels of internal complexity. All of them will enjoy autonomy and sociality, 

but only a subset of them will be gifted with an internal architecture providing rea-

soning capabilities. 
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Such a vision strives for semantic scalability, where software components of 

different internal complexity still exhibit behaviour compliant with the FIPA ACL 

semantics; this becomes even more important when MAS technology tackles the new 

deployment scenarios arising from the convergence and integration between the Inter-

net and the wireless environments [3]. 

This paper proposes an interaction protocol to perform goal delegation between 

two agents, in the form of a proposition that the delegating agent wants the delegate 

agent to bring about. Section 2 explains the traits and usefulness of the goal delega-

tion operation in the context of MAS, and clarifies the reasons for implementing goal 

delegation as an interaction protocol in the FIPA infrastructure environment. 

Section 3 describes the interaction protocol as a Finite State Machine decorated 

with semantic annotations, and shows its FIPA compliance and soundness. Lastly, 

section 4 puts the protocol in the practical context that caused its design in the first 

place: an Event Organizer service that is to be set up in the framework of the Agent-

Cities project. 

2   Motivation and Requirements 

Goal delegation arises quite naturally in a cooperative, rational agents environment: 

every agent pursues its own goals, goal partitioning is a standard divide-and-conquer 

strategy, and in a collaborative environment there generally are enough hierarchy and 

trust relationships, so that an agent is likely to find some other one to delegate a sub 

goal to. When considered from an agent coordination perspective, goal delegation has 

two main facets: 

1. Delegation of commitment. This means that the delegate agent should embrace the 

intentions of the delegating agent, trying to achieve the goal as if it were one of its 

own. From the delegating agent point of view, this requires a kind of trust in the 

delegate good will: the delegating agent has to believe that the delegate is trust-

worthy and will honestly try to achieve the goal. 

2. Delegation of strategy. Delegating a declarative goal instead of an operational plan 

means that the delegating agent is interested only in the resulting outcome and not 

in the specific way the delegate achieves it. Thus, the delegating agent not only 

trusts the delegate good will, but also its skills. The delegating agent has to believe 

the delegate agent knows how to achieve the delegated goal. 

In [5] the authors analyse several aspects of trust in the perspective of the Information 

Society, taking into account both human and software agents, relating the theory of 

trust to computer security issues and stressing how computer mediated communica-

tion creates several new trust related issues. Our paper only deals with software 

agents, following a rather rigid and precise behaviour that relies on FIPA ACL se-

mantics and the proposed interaction protocol; however, a major aim of the Agent-

Cities project is to insert such agents within the global Information Society, made by 

software, hardware and human participants. So, though the general considerations 



  A FIPA Compliant Goal Delegation Protocol 225 

about trust at large don’t directly affect the subject of this paper, they still remain in 

its conceptual landscape. 

The two aforementioned facets of the goal delegation operation correspond to the 

core trust in competence and disposition, discussed in [7] as the basis for a trust rela-

tionship between two agents. In [5], the authors also observe that some additional 

mental attitudes are required in the delegating agent, in order for it to develop a dele-

gation disposition toward its (about to become) delegate. These mental attitudes are 

the dependence belief and the fulfilment belief. Dependence belief amounts to believ-

ing that the goal achievement critically depends on the delegate agent, or at least that 

the goal can be achieved more efficiently by relying on the delegate agent. Fulfilment 
belief consists of believing that the goal will be achieved due to the delegate contribu-

tion. The dependence belief is not directly addressed by our protocol, but stays im-

plicit in the acquaintance structure of a specific application. For instance, performing 

a yellow pages search or running a service discovery protocol could result in the 

delegating agent getting a list of agents it can rely on for the task to delegate. The 

fulfilment belief, instead, is taken into account in our protocol, in that the goal delega-

tion proper is decoupled from result notification. More clearly, when the goal is dele-

gated, the delegating agent believes the goal will be achieved, but the delegate agent, 

after finding a plan and trying to execute it, tells the delegating agent whether the 

goal has been achieved or not, thus providing a chance for fulfilment belief revision. 

FIPA agents are autonomous social software components whose external behav-

iour can be described with a BDI model. While designing multi agent systems, the 

semantic scalability promoted by FIPA suggests to take different approaches for 

different agent roles, depending on the needed sophistication and internal complexity 

levels. Recognizing this suggests that a major feature of the FIPA infrastructure is the 

support for heterogeneous agent societies, where different members have different 

levels of internal complexity. While the plan execution delegation can obviously be 

implemented using FIPA ACL request communicative act and the FIPA-Request 
interaction protocol, there is no similar ready-made support for goal delegation. 

In principle, a goal delegation design component can use any layer of the FIPA 

communication model: since we want our goal delegation component to be reusable 

across application domains, we avoid introducing ontological entities. Our goal dele-

gation protocol is based on a FIPA ACL communicative act, named achieve after the 

KQML performative [11], but which is really a macro-act defined in term of the ex-

isting ones, so that the FIPA ACL semantics is left untouched. Moreover, from previ-

ous considerations stems that goal delegation is a complex, high-level conversation 

that involves much more than a single speech act; therefore we define a complete 

interaction protocol to carry out goal delegation. 

The protocol definition, given in section 3, uses FIPA SL to define the achieve 

communicative act; this does not clash with our requirement of application domain 

independence, however, because the subset of FIPA SL we use is only the one re-

quired by [9] to specify the FIPA ACL semantics. So, any content language that can 

express the content of the primitive FIPA ACL communicative acts can replace FIPA 

SL in the definition of our protocol semantics. 

During the past few years, several researchers [14], [6], [13] pointed out that the 

FIPA ACL semantics, being based on internal mental states of the communicating 
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agents, was not really suited to drive interactions among independently developed 

agents, acting in open environments. Within the scope of this paper, the authors are 

more concerned with protocol design than with protocol verification. Therefore, they 

stay neutral with respect to the mentalistic vs. observable dilemma; the following 

section defines the goal delegation protocol using the mentalistic FIPA ACL semantics 

just because it is the official one. The authors are aware that FIPA set up a Semantics 

TC [10] to design a semantic framework taking into account social notions, and they 

believe that the ideas and techniques described in this paper could also be easily 

restated in a social semantics. 

3   Protocol Description 

This section has four objectives: define the achieve performative, which can be used 

for goal delegation, design a goal delegation protocol, propose a framework for protocol 

analysis, and analyse the goal delegation protocol using the presented framework. 

3.1 Goal Delegation 

If agent i has a goal G it wants to delegate to another agent r, then i may ask r to exe-

cute some plan of action whose execution r believes to result in a state of the world in 

which G is true. Without loss of generality, this section uses FIPA SL in order to keep 

the presentation more concrete. 

In SL, the Feasible operator can be used to express the idea that it is possible to 

execute a given action resulting in the achievement of some state of the world. If an 

agent believes there is a plan of action ?p such that (Feasible ?p G), the agent believes 

?p will bring about G. In SL, the Done operator can be used to express the idea that a 

certain action has been done. If an agent believes Done(A), it believes to be in a state 

of the world in which the action A has just been executed. 

Given the semantics of the ACL inform performative, agent r can only send mes-

sage <r, inform(i, P)> if r believes P to be true. If r informs i that a certain plan of 

action has just been executed, r must believe that the plan has actually been executed. 

The above elements are about all it takes to express goal-delegation messages. The 

delegating agent must request the delegate to inform it that some plan whose execu-

tion is believed to achieve the desired goal has been executed. 

In dynamic and uncertain environments, the execution of a plan believed to bring 

about G does not ensure that G is actually achieved. Therefore, after the execution of 

the selected plan, the delegate agent must also check that the goal has actually been 

achieved. The complete message is 

<i, request(r, <r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>)> 

That is, i requests r to inform it that some plan believed to achieve G has been per-

formed and G has been achieved. According to the semantics of the inform performa-

tive, r will only send the inform message if it believes those conditions to hold. We 

propose to extend FIPA ACL with the new performative achieve defined as above 
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<i, achieve(r, G)> ≡ <i, request(r, <r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>)> 

In the remaining of this section, we analyse the feasibility preconditions and the ra-

tional effect of the achieve performative; and propose a protocol to be used for goal 

delegation. The analysis will rely on the proposed definition. Since the achieve per-

formative is defined in terms of the request performative, its semantics will result of 

replacing the content of the request with 

<r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>. 

In the FIPA Specifications [9], the semantics of the request message is defined by the 

following feasibility preconditions and rational effect: 

FP of <i, request(r, A)>
− FP(A)[i\r]. The subset of the feasibility preconditions of action A that are mental 

attitudes of i; 

− B
i
(Agent(r, A)). The sender believes the receiver to be the agent of the requested 

action; 

− ¬B
i
(I

r
 Done(A)). The sender does not believe that the receiver already intends to 

perform the requested action otherwise there would be no point in requesting. 

RE of <i, request(r, A)>
− Done(A). The sender i can reasonably expect that the requested action will be 

done. 

Replacing A by <r, inform(i, ϕ)> in which 

ϕ≡∃p(Done(p, Feasible(p, G)) ∧ G) 

we obtain: 

FP of <i, achieve(r,  G)> ≡ FP of 
<i, request(r, <r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>)>
− FP(<r

,
 inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>)[i\r]. The subset of the feasi-

bility preconditions of <r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))> that are 

mental attitudes of i. The feasibility preconditions of the inform message are 

mental attitudes of the sender alone, which is the responder agent r. Therefore, 

this is the empty set; 

− B
i
(Agent(r, <r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>)). The sender be-

lieves the receiver to be the agent of the specified inform message; 

− ¬B
i
(I

r
 Done(<r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>)). The sender does 

not believe that the receiver already intends to send the specified inform mes-

sage.

RE of <i, achieve(r,  G)> ≡ RE of 
<i, request(r, <r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>)>
− Done(<r, inform(i, ∃p(Done(p,Feasible(p, G)) ∧ G))>). The sender i can rea-

sonably expect that the inform communicative act will be done. 
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The above semantics of the achieve performative nearly fulfil all the requirements of 

protocol delegation as defined in section 2: 

1. The initiator believes that the responder is skilled enough to achieve the goal; 

2. The initiator believes the responder does not already intend to achieve the goal; 

3. The initiator does not care about the plan to be used to achieve the goal. 

The first requirement can be shown to be implied by the achieve feasibility precondi-

tions, because the initiator can only send the achieve message if it believes the re-

sponder to be the sender of the message informing that the plan has been executed 

and the goal has been achieved. Following the semantics of the inform performative, 

the responder can only send such a message if it believes to have actually achieved 

the desired goal. If we assume the responder is aware of the feasibility preconditions 

of the inform performative, the initiator can only believe the responder will be the 

sender of the message if it also believes the responder to be capable of achieving the 

goal. 

The second requirement is not a consequence of the feasibility preconditions of the 

achieve performative. Actually, the initiator can’t believe that the responder already 

has the intention of informing it that the goal has been achieved. But it is allowed to 

believe that the responder already intended to achieve the desired goal. This aspect 

will be the subject of section 3.4. 

The third requirement is captured by the proposition the initiator is requesting the 

responder to send 

∃p(Done(p,Feasible(p, G)) ∧ G) 

The existential quantifier in this proposition means that the plan to be executed will 

be any plan believed by the responder to achieve the desired goal. Therefore, the 

initiator does not care about the specific plan that is used. Examples of possible types 

of plans are: 

1. Ask around, just in case. Being lazy, r could ask its acquaintances if the goal is 

already achieved. Notice that this does indeed delegate the strategy but not the 

commitment. If anyone among the acquaintances of agent r answers positively, 

then the goal has been achieved, even if r doesn’t know how. 

2. Do it yourself. r could find out a feasible plan for the goal, which hasn’t been exe-

cuted yet, and then execute it. This will of course achieve the goal. 

3. Who’s going to keep my promises? r can further delegate the goal (both strategy 

and commitment), using the goal delegation protocol recursively. By induction on 

the nesting level, if there is a finite number of nested delegations that complete 

successfully, the goal will be achieved. 

Since achieve has been defined in terms of the request message, we will analyse the 

FIPA-Request protocol as the basis for the goal delegation protocol. The FIPA-

Request protocol is started by the initiator sending the request message to the re-

sponder. When the responder receives the request message, it has three alternatives. It 

may send a not-understood message; it may send a refuse message; or it may send an 

agree message. If the responder sends the agree message, it becomes committed to 
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try to execute the requested action. When executing the requested action, the re-

sponder may send a failure message in case it fails to successfully execute the action; 

it may send an inform-ref message; and it may send an inform-done message. Given 

the above, in case of successful termination of the FIPA-Request protocol, the re-

sponder sends an agree message and then it sends an inform-ref or an inform-done. 

request (inform (ϕ)) ≡ achieve (G)

Initiator

inform-done

inform (ϕ)

agree

refuse

not-understood

[agreed]

Responder

 failure

[inform (ϕ) sent]

Adapting the FIPA-Request for the goal delegation case, it would result in the pro-

tocol described in figure 1. 

 

  

Fig. 1. FIPA Request Protocol for the goal 

Clearly, this protocol is not totally adequate for goal delegation. The first obvious 

inconvenience is that the inform-done in the last step of the successful protocol 

execution is not necessary because the responder would have already informed the 

initiator that the plan has been performed and the goal has been achieved. There is no 

point in informing the initiator that the requested inform message has already been 

sent. Less obvious is the content of the failure message in case something fails. There 

are three possible types of failure: (i) the responder may fail sending the inform 

message; (ii) the responder may fail to execute the plan; and (iii) the responder 

executed the plan but, due to unforeseen events or due to insufficient knowledge 

about the results of available actions, the plan failed to attain the desired result. 

Considering the above three aspects we propose the following goal delegation pro-

tocol. Let G be the goal to be achieved, and let’s define the proposition 

ϕ≡∃?plan (Done(?plan,Feasible(?plan, G)) ∧ G 
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Notice that, although this looks like a higher order formula, it is not because, in each 

concrete case, G will be instantiated with a specific goal to be achieved. Therefore the 

formula is a proposition schema, not a higher order formula. 

The protocol works as follows (see also figure 2): 

1. <i, request(r, <r, inform(i, ϕ)>)> 

2. Action Alternatives 

(a) <r, not_understood(i, (<i, request(r, <r, inform(i, ϕ)>>, reason for not under-

standing))> 

(b) <r, refuse(i, (<r, inform(i, ϕ)>, Reason for refusing))> 

(c) <r, agree(i, (<r, inform(i, ϕ)>, Condition of action execution))> 

3. [agreed] Action Alternatives 

(a) <r, failure(i, (<r, inform(i, ϕ)>, Reason for the failure of the inform))> 

(b) <r, failure(i, (<r, inform(i, ϕ)>, Plan was not completely executed))> 

(c) <r, failure(i,  (<r, inform(i, ϕ)>, Goal has not been achieved))> 

(d) <r, inform(i, ϕ)> 

Some details of the above specification are worth noting. The protocol specification is 

richer than AUML diagrams [2] currently used in the FIPA specifications, because it 

specifies parts of the contents of some of the involved messages. Symbols Plan and 

Goal appearing in messages 3(b) and 3(c) will be instantiated with concrete plan and 

goal expression, at the time the messages are actually sent. This specification should 

be part of the protocol description. The conversation identifiers in all of the possible 

messages must be the same. It is the responsibility of the protocol initiator to create 

that identifier. This specification should also be part of the formal protocol descrip-

tion. Finally, each set of alternative courses of action is available only at certain junc-

tures, that is, in certain protocol states. For example, alternative actions 3(a) to 3(d) 

are available to the agent only if the agent has agreed to perform the requested action. 

It is necessary to explicitly and formally specify protocol state changes [8]. 

 

 

<r, not-understood(i, <r, achieve(G)>reason))> 

<r, refuse(i, (<r, inform(i, ϕ)>, reason))>

<, inform(i, ϕ)><i, request(r, <r, inform(i, ϕ)>)> = achieve <r, agree(i, (<r, inform(i, ϕ)>, condition))>

S
0

− i believes r would be the sender of the inform;

− i doesn’t believe r already intends the plan to 

be executed and the goal to be achieved; 

− i wants to be informed about the plan 

execution and the goal achievement.

S
1

− r intends to inform i about the plan execution and the goal achievement; 

− r doesn’t believe i already knows anything about its intention; 

− i believes r intends to inform it about the plan execution and the goal 

achievement; 

− i believes r intends to achieve the goal.

S
2

S
1

S
1

<r, failure(i, (<r, inform(i, ϕ)>, Goal not achieved))> 

<r, failure(i, (<r, inform(i, ϕ)>, Plan not executed))> 

<r, failure(i, (<r, inform(i, ϕ)>, reason))> 

− i beliefs the plan has been executed; 

− i beliefs the goal has been achieved; 

− r beliefs i beliefs the plan has been 

executed and the goal achieved.

S
3

Fig. 2. FIPA compliant goal delegation protocol 
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In the following subsections we present a framework for protocol analysis and we 

analyse the proposed goal delegation protocol. 

3.2 Protocol Analysis 

This section provides a framework that may be used to analyse interaction protocols 

with respect to the set of propositions that should be true in each protocol state. This 

proposal lays down the basis for a protocol verification system, which could be built 

in a Court Agent that could be developed in agent societies. 

The main ideas behind our protocol analysis methodology are compliance and in-
tentional action. We assume that when an agent sends a message (i) it does so inten-

tionally, and (ii) it is desirable that it complies with the message semantics. It results 

from the above assumptions that, when a message is observed, the message feasibility 

preconditions should hold (because the sender should comply with the message se-

mantics) and the sender intended the message rational effects (because it sent the 

message intentionally). For instance, when agent i receives message <r, inform(i, P)>, 

it may assume that 

B
r
P ∧ ¬ B

r
(Bif

i
P ∨ Uif

i
P) (inform feasibility preconditions) 

and 

I
r
B

i
P (the agent intends the rational effects of the message). 

Given the above reasons, and acknowledging the fact that protocol state changes 

reflect message sending/receiving, we may attach to each protocol state, a set of 

propositions that should be true from a normative point of view. The state that results 

of a state transition from state S due to message <i, M> is the union of state S with 

the feasibility preconditions of M and I(i, RE(M)), in which RE(M) is the set of ra-

tional effects of M, and I(i, Δ)={I
i
(p): p∈ Δ} represents the fact that the sender in-

tends all the propositions in Δ. 

S
l
=S

k
 ∪ FP(i, j, M

l.k
) ∪ I(i, RE(i, j, M

l.k
)), in which S

l
 and S

k
 are protocol states, M

l.k
 

is the message that resulted in the protocol state transition from state S
l
 to state S

k
, 

RE(i, j, M
l.k

) is the set of Rational Effects of message M
l.k

, indexed to the sender i and 

the receiver j, and FP(i, j, M
l.k

) is the set of Feasibility Preconditions of message M
l.k

 

indexed to sender i and receiver j. All protocols have an initial empty state, the state 

before the initiating message is sent. 

In the following sections, we analyse the case of successful execution of the goal 

delegation protocol, as defined in section 3.1, using the concept of protocol-state just 

presented. 

3.3 Goal-Delegation Analysis 

Step 1: Protocol initiation. Before the protocol is initiated, the protocol is in the 

initial state (S
0
), which is the empty set. The protocol initiator (agent i) sends message 

<i, request(r, <r, inform(i,ϕ)>)>, resulting in a protocol state transition to state S
1
. 
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According to the definitions presented in subsections 3.1 and 3.2, S
1
 is composed by 

the achieve feasibility preconditions and the intention of its rational effects. 

S
1
={B

i
(Agent(r, <r, inform(i, ϕ)>), ¬B

i
(I

r
 Done(<r, inform(i, ϕ)>)), I

i
Done(<r, inform(i, ϕ)>)} 

That is, the observer is entitled to conclude that (i) the initiator believes that the re-

sponder will be the agent of the inform message; (ii) the initiator does not believe that 

the responder already has the intention of having informed the initiator that the plan 

has been executed and the goal has been achieved; and (iii) the initiator wants the 

responder to inform it that the plan has been executed and the goal achieved. 

Step 2: The responder agrees. In the second step, the responder agrees to inform the 

initiator that the plan has been executed and the goal has been achieved. This message 

results in a new state transition to state S
2
. S

2
 is the union of S

1
 with the feasibility 

preconditions of the agree message and the intention of its rational effects. The feasi-

bility preconditions and the rational effects of the agree message are those specified 

in [9]. 

S
2
=S

1
 ∪ {B

r
I

r
 Done(<r, inform(i, ϕ)>, φ),¬B

r
(Bif

i
 I

r
 Done(<r, inform(i, ϕ)>,φ) ∨ Uif

i 
I

r
 

Done(<r, inform(i, ϕ)>, φ)),I
r
B

i
 I

r
 Done(<r, inform(i, ϕ)>, φ)} 

in which φ is the condition under which the inform message will be sent. 

The observer of the agree message is now entitled to have additional beliefs. The 

responder believes it has the intention to inform the initiator that the plan has been 

executed and the goal has been achieved. The responder does not believe the initiator 

already knows anything about its intention. The responder intends the initiator to 

believe it has the intention of informing it of the success of the goal delegation proc-

ess. 

In order to check the soundness of the designed protocol, it could be determined if 

each protocol state is consistent. S
2
 is obviously consistent since the beliefs and inten-

tions ascribed to each participant are not contradictory. 

Step 3: Success. In the third step, the responder agent informs the initiator that it has 

successfully executed the plan believed to achieve the delegated goal and the goal has 

been achieved. This message produces another protocol-state transition resulting in 

state S
3
. Given the semantics of the inform message, as defined in [9], the new state 

will be defined as follows 

S
3
=S

2
 ∪ {B

r
ϕ , ¬ B

r
(Bif

i
ϕ ∨ Uif

i
ϕ), I

r
B

i
ϕ} 

in which 

ϕ≡∃plan(Done(plan, Feasible(plan, G)) ∧ G) 

S
3
 = {B

i
(Agent(r, <r, inform(i, ϕ)), ¬B

i
(I

r
 Done(<r, inform(i, ϕ)>)), I

i
Done 

(<r, inform(i, ϕ))>), BrIr Done(<r, inform(i, ϕ)>, φ), ¬B
r
 (Bif

i
 I

r
 Done(<r, inform(i, 

ϕ)>, φ) ∨ Uif
i
 I

r
 Done(<r, inform(i, ϕ)>, φ)), I

r
B

i
 I

r
 Done(<r, inform(i, ϕ)>, φ), B

r
ϕ , ¬ 

B
r
(Bif

i
ϕ ∨ Urf

i
ϕ), I

r
B

i
ϕ} 

Among other things, the observer of this state will know that the responder believes 

there is a plan that results in the delegated goal becoming achieved; it also believes 
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that plan has been executed; and it also believes the goal to have been achieved. By 

virtue of being the receiver of the message that caused this last state transition, the 

protocol initiator is an observer of the last protocol state (S
3
). Therefore, the initiator 

concludes the responder believes to have achieved the desired goal. That is, in case of 

successful termination, the goal delegation protocol fulfils the purpose of its design. 

Using a similar analysis, it could easily be shown that the protocol also works ap-

propriately in the other termination conditions. From the point of view of protocol 

soundness, it can also be seen that S
3
 does not contain contradictions. This is a good 

criterion to assume the protocol to be well formed. 

As can be seen, the last state of the protocol clearly shows that it is legitimate to 

assume that the initiator knows the plan has already been executed and the goal has 

been achieved. Therefore, as previously argued (see section 3.1), the inform-done 

message that would be generally necessary in the request protocol is not needed in the 

goal delegation protocol. 

3.4 Alternative Design 

As argued in section 3.1, the proposed definition of the achieve performative does not 

fulfil all requirements for goal delegation. Specifically, it does not follow from the 

semantics of the performative that the protocol initiator does not believe the re-

sponder to already have the intention to achieve the desired goal. The proposed defi-

nition can only ensure that the responder agent (the delegate) does not already intend 

to inform the initiator that the goal has been achieved. Although this is not a very 

important drawback, it would be desirable if it could e fixed. 

The referred problem arises because SL, the language used to express the seman-

tics of the performative, is not rich enough to overcome that difficulty. This subsec-

tion proposes to extend SL with a new action operator that enables overcoming the 

mentioned problem. The new operator, execute, has also been proposed in [4]. 

Execute is a general-purpose action operator used to express the action of execut-

ing a given action description passed as an argument. Using execute, the protocol 

initiator can ask the responder to execute any plan that achieves the desired goal, 

instead of asking the responder to inform it that the plan has been executed. Using 

this design, all goal delegation requirements will be met, and the goal delegation 

protocol will more closely mirror the request protocol. 

We start analysing the way of expressing the action of executing a plan that 

achieves the goal. Feasible(p, G) means that p can be executed and achieves G. 

Any(p, Feasible(p, G)) refers a plan (anyone) that can achieve G. Exe-

cute(Any(p, Feasible(p, G))) is the action of executing the plan referred by 

Any(p, Feasible(p, G)), that is a plan that achieves the desired goal. 

Given the above elements, the achieve performative could have the alternative 

definition 

<i, achieve(r, G> ≡ <i, request(r, <r, execute(any(p, Feasible(p, G)))>> 

that is characterized by: 
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FP of <i, achieve(r, G)>
− FP execute(any(p, Feasible(p, G))) [i\r]. The subset of the feasibility precondi-

tions of <r, execute(any(p, Feasible(p, G)))> that are mental attitudes of i; 

− B
i
(Agent(r, <r, execute(any(p, Feasible(p, G)))>)). The sender believes the re-

ceiver to be the agent of the action of executing the plan; 

− ¬B
i
(I

r
 Done(<r, execute(any(p, Feasible(p, G)))>)). The sender does not believe 

that the receiver already intends execute a plan that achieves the goal.

RE of <i, achieve(r, G)>
− Done(<r, execute(any(p, Feasible(p, G)))>). The sender i can reasonably expect 

that a plan that achieves the goal will be done. 

This alternative definition fulfils all the goal delegation requirements presented in 

section 2: 

1. The initiator believes that the responder is skilled enough to achieve the goal; 

2. The initiator believes the responder does not already intend to achieve the goal; 

3. The initiator does not care about the plan to be used to achieve the goal. 

The first requirement can be shown to be implied by the achieve feasibility precondi-

tions, because the initiator can only send the achieve message if it believes the re-

sponder to be the agent of the action of executing the plan believed to achieve the 

goal. Therefore it must believe the responder can do it. 

The second requirement is exactly the second feasibility precondition of the 

achieve performative. 

The third requirement is captured by the action the initiator is requesting the re-

sponder to perform: any plan that is believed to achieve the goal. 

This alternative definition has a consequence that must be handled. The initiator 

does not ask the responder to inform it that the plan has been executed and the goal 

has been achieved. This will be handled at the protocol level, not at the performative 

level. The new protocol definition is defined below, in which 

ψ ≡ any(p, Feasible(p, G)): 

1. <i, request(r, <r, execute(ψ)>)> 

2. Action Alternatives 

(a) <r, not-understood(i, (<i, request(r, <r, execute(ψ)>>, Reason for not under-

standing))> 

(b) <r, refuse(i, (<r, execute(ψ)>, Reason for refusing))> 

(c) <r, agree(i, (<r, execute(ψ)>, Condition of action execution))> 

3. [agreed] Action Alternatives 

(a) <r, failure(i, (<r, execute(ψ)>, Plan was not completely executed))> 

(b) <r, failure(i, (<r, execute(ψ)>, Goal has not been achieved))> 

(c) <r, inform(i, Done(ψ))> 

The new protocol design is simpler because it has less alternatives in step 30. Be-

sides, it is more closely related to the request protocol. This protocol specifies two 

cases of failure messages. 
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Although this alternative definition of the goal delegation protocol is better than 

the one proposed in section 3.1, it relies upon an extension of the SL language. There-

fore, in the case study described in the next section we assume the initial definition. 

4   Case Study: Agentcities Event Organizer Service 

The Agentcities event organizer fulfils service compositions using the services, pro-

vided by the Agentcities network, needed to set up a social event. It shows that agents 

offer dynamic and flexible solutions for supply chains, especially to deal with unex-

pected events and chain reorganization. In the reference scenario, a conference chair 

attempts to develop a schedule for her conference and to book the venues and ser-

vices that she requires, e.g., hotel, restaurant and amusement events. She delegates to 

the event organizer the work, monitoring the progress of arrangements. The event 

organizer service is available in the Parma Agentcities node [1]. The main actors 

involved in the event organizer are: 

1. the user, i.e., the conference chair; 

2. the event organizer agent, i.e., the agent that tries to achieve the global goal that 

the user submitted; 

3. the solvers, i.e., the skilled agents that search the needed services and negotiate the 

contracts for buying them with the service provider agents; 

4. the service provider agents. 

The process starts when the chair decides to organize the conference and requests the 

event organizer agent to set up a set of needed services, fixing some constraints and a 

priority for each service. It finishes when all mandatory services are bought or re-

served. These interactions are governed thanks to the FIPA-Request protocol for the 

goal delegation case proposed in section 3.1, where the event organizer plays the role 

of the initiator and the solver plays the one of the responder. Due to some limitations 

in the FIPA-ACL semantics, some interaction rules are implicitly defined in the agent 

code, e.g., the deadlines that the solver has to respect for the plan execution. The 

following step can be iterated until the conference is fully organized. 

Conversation 1: Goal Delegation. This conversation is carried out between the 

event organizer and the solver. 

Protocol initiation. The chair fixes through a Web page the finite set of services 

that she wants to buy for the conference and a finite set of associated constraints. 

These parameters are translated in a global goal assigned to the event organizer, e.g., 

“make it so that all the 20 attendees have a dinner together and rooms booked for five 

nights in nearby hotels”. 

For the sake of simplicity we assume that the idea of “constraints” or “service pri-

ority” will not be exchanged among the agents. Only the event organizer agent knows 

about the full set of required constraints and the priorities of the services. This eases 

the problem solving process because the event organizer agent centralizes the valida-

tion of constraints without delegating it to solvers. 
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Then, the event organizer decomposes its given global goal into sub-goals, each of 

which is proposed, with the following performative, to one particular problem solving 

agent (so-called solver), based on its functional capabilities to achieve the goal as-

signed. 

The solvers are either newly created by the event organizer as instances of func-

tional agent classes or have been spawned in the past and therefore already exist. In 

our scenario a sub-goal corresponds to the search of suitable contracts for the services 

asked by the chair, without considering the cross-services constraints, e.g., the solver 

searching for restaurants does not consider that the restaurant cannot be too far away 

from the hotel, only the event organizer agent deals with such a constraint. 

The solver agrees. The solver agrees to achieve the assigned sub-goals and builds 

a plan. 

The solver executes the plan. Each solver uses the search infrastructure services of-

fered by the Agentcities network architecture to find suitable service providers. The 

solver chooses the providers that fit its tasks best. This can be done through a direct 

interaction or through a market place. Once a suitable service provider is found, the 

solver negotiates with it to reach a preliminary agreement for a contract that regulates 

the requested service.

The solver informs the event organizer about the contract. The solver informs the 

event organizer the sub-goal is achieved and it knows about some contracts.

Converstion 2: Contract Retrieval. This conversation is carried out between the 

event organizer and the solver. The event organizer believes that the solver has nego-

tiated at least one contract to purchase the assigned service. It starts a FIPA-Query 

protocol, where it plays the role of initiator and the solver plays the role of responder, 

to get such a contract. The solver gives its best proposal back to the event organizer 

for a subsequent use. 

Conversation 3: Services Acceptance. This conversation is carried out between the 

event organizer and the chair. Once each instance of the protocol with the solvers 

ended, the event organizer agent has enough information to build the global plan 

satisfying the chair’s requirements. To do so, it first composes the proposals received 

from the solvers and validates the cross-service constraints. If a consistent solution is 

found, it is proposed to the chair for a final acceptance. 

Now, the event organizer agent informs the chair about the contracts she has to 

sign for achieving the global goal. If no consistent solution is found, the event organ-

izer agent iterates the previous steps until an acceptable solution is found or until the 

chair decides to change some constraint. 

The iteration consists of assigning new sub-goals to the solvers exploiting the 

knowledge about which cross-service constraints has not been satisfied. For example, 

if the process failed because the restaurant and the hotel were too far from each other, 

the new sub-goal will be “operate so that the attendees have dinner in a restaurant 

within 1 Kilometre from the hotel and give me back a new suitable contract for that”. 

Conversation 4: Services Purchase. This conversation is carried out between the 

event organizer and the service provider agents. Once the chair accepted the proposed 

solution, the event organizer agent starts a FIPA-Request protocol with the service 

provider agents in order to buy the service directly from them. 
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Conclusion

In this paper we proposed a FIPA compliant protocol to perform goal delegation 

between two agents. The motivation of this work starts from a real need, i.e. to build 

an application for the Agentcities.RTD project where agents delegated to other skilled 

agents their goals We approached the problem with the idea to only use what FIPA 

provides. 

We proposed a framework for protocol analysis and we used it to validate our goal 

delegation protocol that uses the FIPA ACL semantics as it is. We argued that the 

protocol still have a minor drawback and we proposed a new SL operator execute that 

allows to fulfil all the requirements for goal delegation pointed out in the first part of 

the paper. 

Finally we described the concrete application that was realized thanks to the effort 

of this work. 
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Abstract. This paper discusses some modeling issues concerning the
communication between goal-directed agents. In particular, the role of
performatives in agent communication is discussed. It is argued that
the specification of the effect of performatives, as prescribed by FIPA,
is sometimes too weak or unrealistic. The alternative, proposed in this
paper, suggests a two phase modeling of the effect of the communication.
A minimum effect can be hardwired in the semantics of sending and
receiving messages. And the performative related part is achieved by
executing a number of rules which are under the control of the agent
and made accessible to the agent programmer. These issues are discussed
in the context of 3APL which is a goal directed agent programming
language.

1 Introduction

In any multi-agent system the communication between the agents will be an
important aspect. Some work has been done on the formalization of the commu-
nication (see e.g. [1]). Most of the early work has concentrated on formalizing
the messages, such that a precise and unambiguous meaning of them could be
established. (see e.g. [2,3]). However, one of the main problems was (and still is)
to determine the exact effects of a message. If we look at the specification of the
“inform” message in the FIPA agent communication language (ACL) it states
only a precondition that the sender should believe the contents of the inform
message and do not believe that the receiver has knowledge about the content
already and a rational effect (which should be interpreted as an intended effect
of the inform) that the receiver will believe the content of the inform message.
FIPA does not, however, give a formal specification of what a “rational effect”
exactly means. It is not a direct consequence of performing the communicative
act, but seems to be more like a goal of the sender of the message.

On the other hand the FIPA specification states informally that the receiver
is “entitled” to believe that the sender believes the contents of the inform mes-
sage and wishes the receiver to believe the contents of the inform message as
well. However, this effect is not specified in the formal specifications of the mes-
sage. It is therefore unclear whether these points could/should be seen as effects
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of sending the message. The above example quite clearly shows some of the
major problems in formalizing agent communication. Although the FIPA ACL
specification already formalizes some aspects of the ACL it also contains some
gaps at crucial points. Most of these gaps are related to the exact preconditions
and postconditions of the communicative act. It has been argued in [7] that
preconditions of a communicative act in which the sender is supposed to have
knowledge about the state of mind of the receiver are not very realistic. These
preconditions can never be checked, because the sender cannot verify whether
they actually hold (she cannot “look inside the head of the receiver”). Therefore
the preconditions are relatively weak.

The postconditions are also difficult to specify. As in the example above,
the sender certainly has an intended purpose with sending the message, but one
cannot guarantee that this purpose is actually achieved. This depends for a large
part on the receiver, which is autonomous. So, the effect of receiving a message
is for the largest part determined by the receiving agent. If we want to give strict
postconditions for a communicative act this would also pose heavy constraints
on the way agents would have to handle messages and the mental updates they
have to make. This seems overly restrictive to be practical.

The crux of the matter seems to lie in the balance between the autonomy
of the agents on the one hand and the wish to predict the effects of a commu-
nicative act on the other hand. The first is of prime importance for two reasons.
First, because autonomy is one of the most important characteristics of agents.
Secondly, in open agent systems one cannot predict how other agents work in-
ternally and therefore are seemingly completely autonomous. However, one also
would like to give precise semantics for the messages and their effects in order
to standardize agent communication and for agents to be able to reflect about
communicative acts.

In this paper we explore the balance between the autonomy of the agents
and agent communication in the practical setting of the agent programming
language 3APL. We give a short overview of 3APL and its semantics in the next
section. In section 3 we indicate the issues that have to be dealt with in order to
extend 3APL with a communication component (without solving issues in the
implementation in a way that is not covered by the formal semantics of 3APL).
In section 4 we show how the practical reasoning rules of 3APL can be used
to add (more restrictive) effects to the communicative acts in a stepwise way.
This allows the programmer to implement an agent, which minimally fulfills the
FIPA specification, to draw more elaborate conclusions. In section 5 we will some
preliminary conclusions and indicate areas for further research.

2 3APL Specification

3APL is an implementation language for cognitive agents that have beliefs and
goals as mental attitudes and can revise or modify their goals. Moreover, 3APL
agents are assumed to be capable of performing a set of basic actions such as
mental updates. Each basic action is defined in terms of pre- and post-conditions
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and can be executed if the pre-condition is true. After the execution of a basic
action the post-condition is set to be true. For example, a 3APL agent may have
a goal to buy a computer and thereafter buy a book. The agent has the capability
of buying computers and books (basic actions). The agent may believe he has
not enough money to buy the computer but enough to buy the book. The agent
can also delay the purchase of the computer if he believes he has not enough
money by doing other things first.

A 3APL agent starts its deliberation with a number of goals to achieve. If
the goals are basic actions for which the pre-conditions are true, then the goals
are achieved by executing the basic actions; otherwise the goals are revised. In
the above example, a 3APL agent aims at buying the computer first, but it
realizes that he has not enough money. Therefore, he delays the purchase of the
computer and buy the book first. In the rest of this section, we will briefly explain
the formal syntax and semantics of 3APL. The complete formal specification of
3APL is described in [5]. We introduce only the minimum definitions needed to
explain the working of the agents and the links with the communication between
the agents. Those who are familiar with the 3APL specification can skip this
section.

2.1 3APL Syntax

3APL [5] consists of languages for beliefs, basic actions, goals, and practical
reasoning rules. A 3APL agent can be specified (programmed) by expressions
of these languages. A set of expressions of a language implements one 3APL
module. Below is an overview of these languages.

Definition 1. Given a set of domain variables and functions, the set of domain
terms TD is defined as usual. Let t1, . . . , tn ∈ TD, Predb be the set of predicates
that constitute the belief expressions, p ∈ Predb, and φ and ψ be belief expres-
sions. The belief language LB is defined as follows:

- p(t1, . . . , tn) , ¬φ , φ ∧ ψ ∈ LB

All variables in φ ∈ LB are universally quantified with maximum scope. The
belief-base module of a 3APL program is a set of belief formulae.

The set of basic actions is a set of (parameterized) actions that can be executed
if certain preconditions hold. After execution of an action certain post-conditions
must hold. These actions can be, for example, physical actions or belief update
operations.

Definition 2. Let Act be an action name, t1, . . . , tn ∈ TD, and φ, ψ ∈ LB.
Then, the action language LA is defined as follows:

- 〈φ, Act(t1, . . . , tn), ψ〉 ∈ LA

The basic action module of a 3APL program is a set of basic actions.
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The set of goals consists of different types of goals: Basic action goals (Baction-
Goal), predicate goal (PredGoal), Test goal (TestGoal), skip goal (SkipGoal),
sequence goal (SeqGoal), if-then-else goal (IfGoal), and while-do goal (While-
Goal).

Definition 3. Let t1, . . . , tn ∈ TD, P redg be the set of predicates such that
Predb ∩Predg = ∅, q ∈ Predg, α ∈ LA, and φ ∈ LB . Then, the set of goals LG

is defined as follows:

- skip , α , q(t1, . . . , tn) , φ? ∈ LG,
- π1; . . .; πn , IF φ THEN π1 ELSE π2 , WHILE φ DO π ∈ LG.

The goal base module of a 3APL program is a set of goals.

Before we define practical reasoning rules, a set of goal variables, GV AR, is
introduced. These variables are different from the domain variables used in the
belief language. The goal variables may occur in the head and the body of prac-
tical reasoning rules and will be instantiated with a goal. Note that the domain
variables are instantiated with the belief terms. We extend the language LG with
goal variables. The resulting language LGv extends LG with the following clause:
if X ∈ GV AR, then X ∈ LGv .

Definition 4. Let πh, πb ∈ LGv and φ ∈ LB , then a practical reasoning rule is
defined as: πh ← φ | πb.
This practical reasoning rule can be read as follows: if the agent’s goal is πh

and the agent believes φ, then πh can be replaced by πb. The practical reasoning
module of a 3APL program is a set of practical reasoning rule.

A practical reasoning rule can be applied to a goal by unifying the head of the
rule with the goal. Since goal variables may occur in the head and the body
of practical reasoning rules, the unification results in a substitution for goal
variables. The resulting substitution will be applied to the body of the practical
reasoning rule and the resulting goal will replace the goal to which the rule was
applied. Consider the practical reasoning rule A(); X ; C() ← � | X ; X and the
goal π = A(); B(); C(). The application of the rule to π results the substitution
[X/B()] which, when applied to the body of the rule, results the goal B(); B().
This goal will replace π.

Given the definition of beliefs, basic actions, goals and practical reasoning
rules, a 3APL agent can be specified as follows:

Definition 5. A 3APL agent is a tuple < A, Π, σ, Γ >, where A is the set of
basic actions that the agent can perform, Π is a set of goals, σ is a set of belief
formula, and Γ is a set of practical reasoning rules.

The following is an example of a 3APL agent.

Example 1. Let A() be a basic action with pre-condition ¬p(a) and postcondition
p(a) ( i.e. {¬p(a)} A() {p(a)} ), and B() be an action with precondition p(a)
and postcondition ¬p(a) ( i.e. {p(a)} B() {¬p(a)} ). The following agent has
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one goal which is “first do A() and then B()”. The agent also believes p(a), and
has a goal revision rule which states that whenever it has to do A() and after
that something else, (X) and also believes p(a) (i.e. the precondition of A() is
not satisfied), then it delays the execution of A() and does X first.

< A = {A(), B()} ,
Π = { A(); B() } ,
σ = { p(a) } ,
Γ = { A(); X ← p(a) | X ; A() } >

2.2 3APL Semantics

In [5] an operational semantics for the 3APL language is proposed which is
defined by means of a transition system. This semantics specifies transitions
between the agent’s states by means of transition rules. The state of an agent is
defined as follows:

Definition 6. The state of a 3APL agent is defined as a tuple < Π, σ, θ >,
where Π is the set of the agent’s goals, σ is the agent’s beliefs, and θ is a
substitution consisting of binding of variables that occur in the agent’s beliefs
and goals.

The substitution θ is passed through from one state to the next state by means of
transition rules. Some transition rules generate new variable bindings, update the
substitution with it and pass the updated substitution to the next state; other
transition rules pass the substitution to the next state without updating it. For
example, the substitution is updated by the transition rules for the execution of
test goals and the application of practical reasoning rules while it is not updated
by the transition rules for sequence and choice operators. In this section, we
illustrate only some of the transition rules that help the understanding of this
paper. The reader will find the complete set of transition rules in [5].

The first transition rule is for the execution of the set Π of agents’ goals. This
transition rule states that the execution of a set of goals can be accomplished by
the execution of each goal separately. Let Π = {π0, . . . , πi, . . . πn}, and θ and θ′

be ground substitutions. Then,

< {πi}, σ, θ >→< {π′
i}, σ′, θ′ >

< {π0, . . . , πi, . . . πn}, σ, θ >→< {π0, . . . , π′
i, . . . πn}, σ′, θ′ >

The transition rule for basic actions updates the belief base but does not
update the substitution. Let A(−→t ) be a basic action with a sequence of domain
terms −→t and τ be an update function that specifies the effect of the basic action
on agent’s beliefs. The semantics of basic actions is captured by the following
transition rule. This update function is defined when the pre-condition of the
action holds; otherwise undefined such that the transition cannot take place.

τ(A(−→t )θ, σ) = σ′

< {A(−→t )}, σ, θ >→< ∅, σ′, θ >
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Finally, we present the transition rule for the execution of the while goal.
Note that the substitution is not passed through and it is only applied to the
first execution of the while body.

σ |= φγ

< {WHILE φ DO α}, σ, θ >→< αγ; WHILE φ DO α, σ, θ >

The complete set of transition rules can be found in [5]. Given the 3APL
transitions rules the following is a possible execution trace, i.e. the transitions
between agent states, of the agent that is specified in Example 1.

< {A(); B()}, {p(a)}, ∅ > ⇒ < {B(); A()}, {p(a)}, ∅ > ⇒ < {A()}, {¬p(a)}, ∅ >
⇒ < ∅, {p(a)}, ∅ >

3 Extending 3APL with Communication

The specification of 3APL agents is basically designed for single agents. As a
consequence there is no account for agent communication. There are two ways
to extend 3APL specification to account for communication. The first way is to
extend the set of basic actions with synchronous communication actions such
as tell(ψ) and ask(ϕ) or offer(ψ) and require(ϕ). The arguments ϕ and ψ
of the synchronized actions are unified and the resulting variable bindings are
the result of the communication and form the contents of the messages. In these
approaches, the synchronized actions are matched on the basis of the performa-
tives they enact. I.e. the tell action is a speech act with performative ‘tell’.
It should be matched with a speech act with the complementary performative
‘ask’. This account of agent communication is proposed in [4,6].

A disadvantage of the above synchronous communication approach is that we
would have to categorize all performatives in pairs that should be synchronized.
Although a pair like tell and ask looks very natural it is difficult to model,
e.g. all FIPA-ACL performatives in such a way. Moreover, in many multi-agent
applications it is not realistic to determine the unique pairs of performatives
beforehand as the agents need to deliberate on how to respond to a certain
message. For example, when an agent receives a request it needs to deliberate
on the content of the message to decide whether it reacts with an agree, refuse
or not-understood message. If we consider all the different pairs possible then it
becomes impossible to use the synchronous model described above. In that case
we have to indicate with a particular instance of the request action which of the
three possible answers should synchronize with this request. I.e. we determine the
answer on forehand when sending the request. As a final disadvantage we want
to mention that not all communication takes place in pairs as indicated above.
Sometimes an agent just wants to inform another agent of some fact without the
other agent having explicitly asked for the fact. These ‘spur’ messages are not
be possible in the above synchronous model.

In this paper we propose an alternative approach to incorporate communica-
tion in the 3APL framework. The main feature is that it is based on asynchronous
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communication and supports modeling of FIPA-ACL performatives separately
from the sending and receiving of the messages. In this approach, 3APL agents
send and receive messages containing contents compliant to the FIPA specifica-
tion. I.e. the message contains a message identifier, an explicit performative, the
content, and the sender and receiver identifiers. In order to model asynchronous
communication in the 3APL framework, the 3APL specification is extended with
a buffer, called a message-base. The message-base of a 3APL agent contains mes-
sages that either are sent to other agents or are received from other agents. The
message-base makes it possible for an agent to continue with its own goals after
sending a message. It does not have to wait for the receiving agent to synchronize
before it continues. In the same way, the receiving agent can receive messages
at any time and does not have to form a goal to receive a message.

3.1 Communication Actions

Agents communicate by means of sending and receiving messages consisting of
a message identifier, sender and receiver identifiers, a performative, and content
information. The content information can be beliefs, basic actions, or goals.
Sending and receiving messages is considered as communication actions (not
basic actions) in the 3APL framework. The goal language, as defined in Definition
3, is extended to include these types of actions.

Definition 7. The set of possible 3APL goals is extended with two communica-
tion actions Send(ι, α, β, ρ, ψ) and Receive(ι, α, β, ρ, ψ), where ι is a term that
denotes the message identifier, α and β are terms denoting the identifiers for
sender and receiver of the message, ρ denotes a FIPA performative, and ψ is the
content information.

We also extend the definition of an agent state in 3APL by including a
message-base in the state.

Definition 8. The message-base Ω of an agent is a set consisting of sent and
received messages having the form sent(ι, α, β, ρ, ψ) and received(ι, α, β, ρ, ψ).
The arguments are the same as described in definition 7. The state of a 3APL
agent can now be defined as a tuple < id, Π, σ, θ, Ω >, where id is the agent’s
identifier, Π is the set of agent’s goals, σ is agent’s beliefs, θ is a substitution
consisting of binding of first order variables that denote domain elements, and
Ω is the message-base.

We use a synchronization mechanism for sending and receiving messages.
But this synchronization mechanism only takes care of simultaneously taking
the messages from the sending agent and putting it in the receiving agent’s
message-base. At what time the receiving agent checks its message-base and how
the messages are interpreted is treated in a completely asynchronous fashion.

This differs from other approaches, such as [4], since we do not synchronize
performatives but only the sending and receiving actions of messages. As we
see later, the exchange of information is based on unification of arguments of
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synchronized Send and Receive actions. The unification of the first four argu-
ments of the communication actions is trivial since these arguments are terms.
However, the fifth argument of these communication actions, the content, can be
belief formula, basic actions, or even complex goals. For these complex objects
unification is not trivial. For this reason, we introduce a set of so-called con-
straint variables that stand for belief formula, basic actions and complex goals,
and assume that the fifth argument of one of the two synchronizing commu-
nication actions is such a variable. Therefore, the unification of arguments of
synchronizing communication actions consists always of a pair [X/c] where X is
a constraint variable and c is the content information.

The semantics of Send and Receive is specified in terms of transition rules.
The idea is that the sending agent removes the communication action Send from
its goal-base after the execution of the send action, and stores the informa-
tion concerning the sending action in its message-base. Although storing this
information is not a part of the semantics of the send action, we believe that
the agent may need this information for its future deliberation or its ongoing
communications.

The receiving agent also stores its incoming messages in its message-base. In
general, we assume that agents can receive messages at any moment. In fact,
we assume that the goal of an agent a is of the form Π ‖ Receive(ι, a, β, ρ, ψ),
which indicates that the agent is concurrently waiting to receive messages.

Definition 9. The following three transition rules specify the semantics for
sending and receiving messages between agents and their synchronization, re-
spectively.

ϕ =< ι, a, β, ρ, ψ >

< a, Send(ϕ), σ, θ, Ω >
ϕ!−→ < a, E, σ, θ, Ω ∪ {sent(ϕ)} >

ϕ =< ι, α, b, ρ, ψ >

< b, Receive(ϕ), σ, θ, Ω >
ϕτ?−→ < b, Receive(ϕ), σ, θ, Ω ∪ {received(ϕτ)} >

A
ψτ?−→ A′ , B

ϕ!−→ B′ , ψτ = ϕ

M ∪ {A, B} → M ∪ {A′, B′}

Note that in the second transition rule the concurrent receive action is not
removed from the goal-base such that agents can continuously receive messages.
Also note that the unification process takes care that an agent only receives
messages (store them in his message-base) when they are sent to him. So, an
agent does not have to check explicitly whether a certain message is meant for
him.
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4 Interpreting Messages by Practical Reasoning-Rules

Once a message is stored in the message-base of an agent, it can be interpreted
by applying practical reasoning rules. The effect of the specific performative in
the message is thus realised by the application of practical reasoning rules of
the receiving agent. We can force the interpretation of the message (and thus
the effects) to take place immediately by using so-called reactive rules. These
rules do not have a head and are thus executed whenever the guard of the rule
is true. In the case of practical reasoning rules pertaining to communication the
guard of these rules is evaluated with respect to the message-base instead of the
belief-base. For this reason, we index these rules with the label ‘MB’ to indicate
that the guard should be evaluated with respect to the message-base rather than
the belief-base. The rules have the following form:

MB←− ϕ | π

where ϕ refers to a received (or sent) message in the message-base and π will
determine the effects of receiving (or sending) the message ϕ. E.g.

MB←− received(ι, a, b, inform , p) | Update(Ba(p))

states that when agent b receives message ι from agent a informing that p holds,
agent b updates its beliefs with the fact that agent a believes p (it assumes a to
be sincere).

In many cases we do not want the agent to react immediately to the reception
of a message. E.g. we only want an agent to react to an agree message if it is
waiting for such a message. One could test a few of these things in the guard,
but it seems more natural that some messages are handled as part of a protocol.
The specification of the protocol in terms of subsequent goals of the agent leads
to points where the agent will check its message-base for incoming messages. In
order to model this situation we use (more general) rules of the following form:

handle performative(−→X ) MB←− ϕ | π

where handle performative(−→X ) can be used by the programmer to invoke the
processing of a certain performative, π is the goal indicating how a message
should be interpreted and ϕ is a logical formula that should be evaluated with
respect to the message-base. The variable vector −→X is used to determine the pa-
rameters needed to execute a certain performative. We illustrate the use of these
variables in the example given in the next subsection. Note that the programmer
has to decide when messages with a certain performative should be processed
since the head of the practical reasoning rule is not empty. Of course, these rules
can also be reactive rules, in the sense that they can have empty head, such
that the programmer has no influence on when a certain message is processed.
Although both approaches are possible, we believe the programmer should be
able to decide about the message processing.
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Let us see how the process of interpreting a message in which the performative
is a request can be specified by means of practical reasoning rules. According to
the FIPA semantics for the request performative, a sending agent can request
a receiving agent to perform an action. The receiving agent has to deliberate
on the request to decide if it is granted or not. If so, the receiving agent sends
an agree message to the sending agent, then performs the requested action, and
finally informs the requesting agent that the action has been performed. This is
achieved by applying the following rule.

handle request(f) MB←−
received(ι, α, β, request, Action) |
(¬f(Action)?;
Send(reply(ι), β, α, refuse, Action))

+
( f(Action)?;
Send(reply(ι), β, α, agree, Action);
Action;
Send(reply(ι), β, α, inform , done(Action)))

This rule for request handling implements the protocol as shown in figure 1.
The head of the rule is an achievement goal and has one argument, f . This
function, f : G → BF , maps a goal to a formula, which is considered as the
constraint for granting requests. This function is used in test-goals, so that when
used in combination with the choice (+), we can define what happens when an
agent does not grant a request and when he does. In the first case he replies
with a refuse message and goes his own way. In the latter case, he first replies
with an agree message, executes the action and then informs the requester that
the action has been done. Note that the not-understood message is not defined
here, as it is only sent when the parsing of the message has failed.

4.1 An Example

In this section we show an example of a request conversation using the semantics
as explained before. This example is not the trace of an execution of implemented
agents, but it is constructed by hand to illustrate the expected trace. The se-
mantics do not only follow the standard FIPA semantics, but also the standard
FIPA request protocol as shown in Figure 1.

The conversation itself is in Table 1. This table has four columns, the first
indicates the step-number, the second indicates the name of the mental states of
the agents (GB:goal-base, MB:message-base) and the third and fourth column
indicate the mental states of the communicating agents. For simplicity we assume
that each agent executes one action at each step. This restriction is only for the
ease of representation, the communication protocol does not require it.

During the conversation, the agents have the following belief-bases, unless
noted otherwise: BBa={salesPerson(b),action(b,SellPC)}, meaning that agent
a believes agent b is a salesperson and he also believes that b is able to sell
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Fig. 1. FIPA Request Protocol

computers (‘SellPC’), and BBb = {customer(a), pc(c1), pc(c2), pc(c3), avail-
able(c1,400), available(c2,500), available(c3,600)}, meaning that agent b believes
agent a is customer and b also believes that he has three different PCs, which are
available for 400, 500 and 600 respectively. Finally, agent b has one basic
action, SellPC:

PreCondition : {customer(A), pc(C), available(C, P )}
SellPC(A, C, P )

PostCondition : {¬available(C, P ), sold(A, C, P )}

In the first step we see that agent a starts with buyPC(500) in his goal-base and
agent b with the startSelling() goal. Agent a has one practical reasoning rule that
matches with this goal:

buyPC(X) ← salesPerson(B) | Send(1, a, B, request, SellPC(a, C, X))

This means that given a salesPerson, buyPC(500) is revised to the goal given
in step 2. Then, agent a uses the transition rule for the Send action to go to step
3, sending out a request for a computer for 500 to agent b. The fact that a sent
a request to b is then kept in the message-base using the sent predicate.

Meanwhile, agent b starts off with a startSelling() achievement goal in step 1.
This is revised at step 2 through the following rule:

startSelling() ← � | handle request(condition)

with

condition(SellPC(A, C, P )) ⇐⇒ customer(A) ∧ pc(C) ∧ available(C, P )

The handle request() is an achievement goal to handle the procedure of de-
ciding to agree or refuse incoming requests as defined earlier. Here, the function
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Agent a Agent b
1. GB: buyPC(500) startSelling()

2. GB: Send(1,a,b,request,SellPC(a,C,500)) handleRequest(f)

3. GB: handleRequest(f)
MB: sent(1,a,b,request,SellPC(a,C,500)) received(1,a,b,request,SellPC(a,C,500))

4. GB: (¬(f(SellPC(a,C,500)))?;
Send(2,b,a,refuse,SellPC(a,C,500)))

+
(f(SellPC(a,C,500))?;
Send(2,b,a,agree,SellPC(a,C,500));
SellPC(a,C,500);
Send(2,b,a,inform,done(SellPC(a,C,500))))

MB: sent(1,a,b,request,SellPC(a,C,500)) received(1,a,b,request,SellPC(a,C,500))
5. GB: Send(2,b,a,agree,SellPC(a,c2,500));

SellPC(a,c2,500);
Send(2,b,a,inform,done(SellPC(a,c2,500)))

MB: sent(1,a,b,request,SellPC(a,C,500))

6. GB: SellPC(a,c2,500);
Send(2,b,a,inform,done(SellPC(a,c2,500)))

MB: sent(1,a,b,request,SellPC(a,c2,500)), received(1,a,b,request,SellPC(a,c2,500)),
received(2,b,a,agree,SellPC(a,c2,500)) sent(2,b,a,agree,SellPC(a,c2,500))

7. GB: Send(3,b,a,inform,done(SellPC(a,c2,500)))
MB: sent(1,a,b,request,SellPC(a,c2,500)), received(1,a,b,request,SellPC(a,c2,500)),

received(2,b,a,agree,SellPC(a,c2,500)) sent(2,b,a,agree,SellPC(a,c2,500))

8. GB:
MB: sent(1,a,b,request,SellPC(a,c2,500)), received(1,a,b,request,SellPC(a,c2,500)),

received(2,b,a,agree,SellPC(a,c2,500)) sent(2,b,a,agree,SellPC(a,c2,500))
received(3,b,a,inform,done(SellPC(a,c2,500))) sent(3,b,a,inform,done(SellPC(a,c2,500)))

Table 1. Example of a request conversation

condition is defined as the preconditions of the basic action SellPC, but in general
this need not be the case. When for example an achievement goal is requested,
which can trigger a whole set of basic actions, the relation between the actions
and the preconditions may not be as straightforward as in this case.

In step 3 a request comes into the message-base of agent b and this triggers
the revision of the handleRequest goal to the choice we see in step 4. And since
agent b believes agent a is costumer and that he has a PC available for 500
(c2), he agrees to the request. Also due to this test-goal, he has now found a
substitution for the variable C so that with the agree-message he can let agent
a know what kind of PC to expect.

Going from step 4 to step 5, agent b has rewritten his goal-base because he
has chosen to agree to the request. The first thing he has to do now is to inform
agent a of his choice, the choice of agreeing to the request, as well as the choice
for the PC he is going to sell to agent a. This message is received by agent a
in step 6. He applies the substitution for C and waits for agent b to inform him
about the result of the requested action.
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Agent b on the other hand goes on processing his goal-base and is just about
to execute this action. This results in step 7, where the belief-base of agent b is
also updated: he removes the fact ‘available(c2,500)’ and adds ‘sold(a,c2,500)’.

The last part of the request protocol is that agent b informs agent a that the
action has been done. This is what happens when going from step 7 to step 8,
where we see the final result. This, however, does not mean that the agents are
finished now. They will still have to agree on a payment and delivery method,
but that is outside the scope of this example.

The relations between the message-base and the belief-base have been left
out from this example to keep it simple. Possible updates related to the incom-
ing messages are for example after step 3. Agent b has received a request and
could add GabuyPC(500) to his belief-base, meaning that agent a has the goal
buyPC(500). Similarly when agent a has received the request in step 6, he could
add GbSellPC(a, c2, 500) to his belief-base. These possible belief-updates are all
not defined in the FIPA semantics. The only belief-update that is defined in the
FIPA ACL semantics is an update after an agent has received an inform, e.g.
after step 8, agent a can add Bbdone(SellPC(a, c2, 500)) to his belief-base. A
possible update for the sender of this inform, like BaBbdone(SellPC(a, c2, 500))
is, however, not defined in FIPA.

5 Conclusion

In this paper we have discussed some practical issues concerning the communica-
tion between goal directed agents. The first fundamental issue that we discussed
is the fact that although the sending agent chooses the time to send a message,
the receiving agent does not have the goal to receive that message. Therefore we
created a message-base for each agent such that the transport of the message
is performed synchronously while the handling of the message is asynchronous.
We have shown how the specification of the effects of that depend on the per-
formative of the message and how this is incorporated in practical reasoning
rules that are invoked by the agents. The parts of the semantics of the com-
munication that are undisputed and should take immediate effect are modelled
using reactive rules that are invoked at the moment the message arrives in the
message-base of the agent.

The parts of the intended effects of the communication over which the re-
ceiving agent needs to have control are modelled by reasoning rules that are
invoked whenever the agent decides to pursue the trigger goal of that rule. E.g.,
the receiving agent decides itself when it wants to handle an inform message and
whether it believes the contents of this message or even whether it believes that
the sending agent believes the content.

By splitting up the ‘standard’ semantics of the messages given by FIPA
in this way, it becomes possible to make agents that strictly conform to the
FIPA specifications, but also deviate from this specification in circumstances
where that might be necessary (e.g. the sincerity condition cannot be guaranteed
in many open systems). The second advantage of incorporating the message
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handling in the practical reasoning rules is that the agent can incorporate them
in a natural way among its other goals and can handle the messages at the point
where it is most suitable for the agent.

Although the framework has been set up, a number of details still have to be
taken care of. For instance, the unification of the content between the sent and
received message is not trivial. Of course in this paper we only specified a few
messages and their effects in 3APL. We intend to implement the complete set
of FIPA messages in 3APL and implement the communication process. Finally
there is a practical issue of how large the message-bases should be and what
happens if received messages are never handled by the agent.

6 Acknowledgments

Special thanks go to Frank de Boer, Wiebe van der Hoek, Meindert Kroese, and
John-Jules Meyer for many discussions and suggestions.

References

1. F. Dignum and M. Greaves. Issues in agent communication. In LNCS-1916.
Springer-Verlag, 2000. 239

2. T. Finin, Y. Labrou, and J. Mayfield. KQML as an agent communication language.
In J. Bradshaw, editor, Software Agents. MIT Press, Cambridge, 1995. 239

3. FIPA. http://www.fipa.org/. 239
4. K. Hindriks, F. de Boer, W. van der Hoek, and J.-J. Meyer. Semantics of communi-

cating agents based on deduction and abduction. In IJCAI’99, Workshop on Agent
Communication Languages, 1999. 244, 245

5. K. V. Hindriks, F. S. D. Boer, W. V. der Hoek, and J.-J. C. Meyer. Agent program-
ming in 3APL. Autonomous Agents and Multi-Agent Systems, 2(4):357–401, 1999.
241, 241, 243, 243, 244

6. R. van Eijk, F. de Boer, W. van der Hoek, , and J.-J. Meyer. Generalised object-
oriented concepts for inter-agent communication. In Intelligent Agents VII, Proceed-
ings of 7th International Workshop on Agent Theories, Architectures, and Languages
(ATAL 2000), volume 1986 of LNAI, pages 260–274. Springer-Verlag, 2001. 244

7. M. Wooldridge. Semantic issues in the verification of agent communication lan-
guages. In Autonomous Agents and Multi-Agent Systems, volume 3, pages 9–32,
2000. 240



When Are Two Protocols the Same?

Mark W. Johnson1, Peter McBurney2, and Simon Parsons2,3

1 Department of Mathematics
Pennsylvania State University Altoona

Altoona PA 16601-3760 USA
mwj3@psu.edu

2 Department of Computer Science
University of Liverpool
Liverpool L69 7ZF UK

{p.j.mcburney,s.d.parsons}@csc.liv.ac.uk
3 Department of Computer and Information Science

Brooklyn College
City University of New York

Brooklyn NY 11210 USA
parsons@sci.brooklyn.cuny.edu

Abstract. A number of protocols based on the formal dialogue games of philos-
ophy have recently been proposed for interactions between autonomous agents.
Several of these proposals purport to assist agents engaged in the same types of
interactions, such as persuasions and negotiations, and are superficially differ-
ent. How are we to determine whether or not these proposals are substantially
different? This chapter considers this question and explores several alternative
definitions of equivalence of protocols.

1 Introduction

Recently, several authors have proposed agent communications protocols based on the
formal dialogue games of philosophy. These are interactions between two or more play-
ers, where each player “moves” by making utterances, selected from a finite set of pos-
sible locutions, according to a defined set of rules. These games have been studied by
philosophers since at least the time of Aristotle [5], and have recently been the focus of
renewed attention in philosophy [15].

Because dialogues conducted according to these games are rule-governed, they have
been of particular interest to computer scientists, for modeling human-computer inter-
action [7], for modeling complex reasoning, such as that in legal domains [24], and
for the task of software specification [10]. Recently, dialogue game formalisms have
been proposed as protocols for interaction between autonomous software agents. In this
domain, such protocols have been proposed for agent dialogues involving: persuasion
[1,8,9]; joint inquiry [18]; negotiations over the division of scarce resources [4,22,30];
deliberations over a course of action [16]; and discovery of rare events [17].

As can be seen from this list of citations, more than one dialogue game protocol has
sometimes been proposed for the same type of agent interaction. This presents a user or
potential user of such protocols with a number of questions, including:
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– How might one choose between two protocols?
– When is one protocol preferable to another?
– When do two protocols differ?

The first of these questions is of interest to agent designers who are considering
how to allow their agents to interact—how do they pick one protocol from the many
that have been proposed? Answering it involves, at the very least, having some way of
describing the various features of protocols. In other work, two of us have taken a step
towards answering this question by proposing a set of desirable properties for dialogue
game protocols for agent interactions [21], and assessing various protocols against these
properties.1

Such assessments could also provide a partial answer to the second question above.
This question is again of interest to agent designers for much the same reason as the
first, but goes a little further in that it also requires an understanding of what makes
protocols good, and what makes them good for particular tasks (since it seems clear
from the wide variety of extant protocols that some are good for some tasks and others
are good for other tasks).

However, perhaps a more fundamental question is the third question given above—
when do two protocols differ. Not only is an answer to this a prerequisite to being
able to choose between two protocols, but it is also essential if we are to be able to
tell if a protocol is new (in the sense of providing a different functionality from an
existing protocol rather than just having equivalent locutions with different names) and
if a protocol conforms to some specification, such as that laid down as the standard
for interacting within some electronic institution [29]. Mention of functionality of a
protocol leads naturally to considerations of semantics: what effects does a protocol, or
rather, the dialogues conducted under it, have?2

In this paper, we present a preliminary exploration of this third question, including
several alternative definitions for protocol equivalence. In order to do this, we first need
to define what we mean by a dialogue game protocol (defined in Section 2) and to
classify types of dialogues and types of locutions. We then present a classification of
dialogue types, essentially a standard one from the philosophy of argumentation, due to
Walton and Krabbe. Our classification of agent dialogue locutions (presented in Section
3), although based on a typology of speech acts due to Habermas, is novel. Section 4
presents our various definitions of dialogue game protocol equivalence, and explores
their relationships to one another. Section 5 discusses possible extensions of the work
of this paper.

2 Dialogue Game Protocols

Elsewhere [19], we identified the key elements of a dialogue game protocol, in a generic
model of a formal dialogue game. We assume the dialogue occurs between autonomous

1 For comparison, we also assessed the FIPA ACL [11] against these criteria.
2 Thus our focus differs from that of traditional communications theory, which ignores the se-

mantics of messages, e.g., “Frequently the messages have meaning; that is they refer to or
are correlated according to some system with certain physical or conceptual entities. These
semantic aspects of communication are irrelevant to the engineering problem.” [32, p. 31].
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software agents, and that the topics of their discussion can be represented in some log-
ical language; we represent these topics with well-formed formulae denoted by lower-
case Greek letters, θ, φ, etc. The specification of a dialogue game protocol then requires
specification of:

Commencement Rules: Rules that define the circumstances under which the dialogue
commences.

Locutions: Rules that indicate what utterances are permitted. Typically, legal locu-
tions permit participants to assert propositions, permit others to question or contest
prior assertions, and permit those asserting propositions which are subsequently
questioned or contested to justify their assertions. Justifications may involve the
presentation of a proof of the proposition or an argument for it. The dialogue game
rules may also permit participants to utter propositions to which they assign dif-
fering degrees of belief or commitment, for example: one may merely propose a
proposition, a speech act which entails less commitment than would an assertion
of the same proposition.

Combination Rules: Rules that define the dialogical contexts under which particular
locutions are permitted or not, or obligatory or not. For instance, it may not be
permitted for a participant to assert a proposition θ and subsequently the proposi-
tion ¬θ in the same dialogue, without in the interim having retracted the former
assertion.

Commitments: Rules that define the circumstances under which participants express
commitment to a proposition in the dialogue. Typically, the assertion of a claim θ
in the debate is defined as indicating to the other participants some level of com-
mitment to, or support for, the claim. Since [15], formal dialogue systems typically
establish and maintain public sets of commitments, called commitment stores, for
each participant. When a participant utters a locution which incurs a commitment,
the corresponding proposition is inserted into that participant’s commitment store,
where it is visible to the other participants. These stores are usually non-monotonic,
in the sense that participants can also retract committed claims, although possibly
only under defined circumstances. Fully specifying a protocol includes specifica-
tion of the ways in which potentially-conflicting commitments may interact with
one another.

Termination Rules: Rules that define the circumstances under which the dialogue
ends.

Some comments on this model are in order. Firstly, the circumstances which may
lead to the commencement of a specific dialogue under a given protocol are, strictly
speaking, not part of that dialogue or protocol. Accordingly, it is reasonable to consider
a meta-dialogue, where discussions about which dialogues to enter are undertaken [19]
or a hierarchy of nested sequential dialogues [27]. Alternatively, participating agents
may select a dialogue from some agreed library of dialogue types, as in [6]. Secondly,
dialogue games are different from conversation policies [12], which are short sequences
of legal utterances with a common purpose. Thus a conversation policy sits between a
single utterance and a complete dialogue in length; it governs a portion of a complete
dialogue, rather than the whole, as is the case with a dialogue game.
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Thirdly, it is worth noting that more than one notion of commitment is present in the
literature on dialogue games. For example, Hamblin treats commitments in a purely di-
alogical sense: “A speaker who is obliged to maintain consistency needs to keep a store
of statements representing his previous commitments, and require of each new statement
he makes that it may be added without inconsistency to this store. The store represents
a kind of persona of beliefs; it need not correspond with his real beliefs . . .” [15, p.
257]. In contrast, Walton and Krabbe [36, Chapter 1] treat commitments as obligations
to (execute, incur or maintain) a course of action, which they term action commitments.
These actions may be utterances in a dialogue, as when a speaker is forced to defend
a proposition he has asserted against attack from others; so Walton and Krabbe also
consider propositional commitment as a special case of action commitment [36, p. 23].
As with Hamblin’s treatment, such dialogical commitments to propositions may not
necessarily represent a participant’s true beliefs. In contrast, Singh’s social semantics
[35], requires agent participants to an interaction to express publicly their beliefs and
intentions, and these expressions are called social commitments. These include both ex-
pressions of belief in some propositions and expressions of intent to execute or incur
some future actions.3

Our primary motivation is the use of dialogue games as the basis for interaction pro-
tocols between autonomous agents. Because such agents will typically enter into these
interactions in order to achieve some wider objectives, and not just for the enjoyment
of the interaction itself, we believe it is reasonable to define commitments in terms of
future actions or propositions external to the dialogue. In a commercial negotiation dia-
logue, for instance, the utterance of an offer may express a willingness by the speaker to
undertake a subsequent transaction on the terms contained in the offer. For this reason,
we can view commitments as mappings between locutions and subsets of some set of
action-statements.

Classifying Dialogues

What different sorts of agent dialogues are there? If we assume that agents enter dia-
logues with each other in order to achieve specific objectives, it would seem reasonable
to classify the dialogues in terms of the private and shared objectives of the participants.
Indeed, these criteria — the private objectives and the shared objectives — were used
by argumentation theorists Doug Walton and Erik Krabbe in their influential typology
of human dialogues [36].4 In addition, their typology is based on what information each
participant has at the commencement of the dialogue (of relevance to the topic under
discussion). The result was six primary types of dialogue, as follows: Information-
Seeking Dialogues are those where one participant seeks the answer to some ques-
tion(s) from another participant, who is believed by the first to know the answer(s). In

3 It is worth noting that all these notions of commitment differ from that commonly used in dis-
cussion of agent’s internal states, namely the idea of the persistence of a belief or an intention
[38, p. 205]. As Singh [33] argues, there is a qualitative difference between social commit-
ments of the kind discussed here, and personal commitments of the kind encoded in beliefs,
desires, and intentions. He further argues that one kind of commitment cannot be derived from
another.

4 This typology is described in more detail in another chapter of this volume [20].
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Inquiry Dialogues the participants collaborate to answer some question or questions
whose answers are not known to any one participant. Persuasion Dialogues involve
one participant seeking to persuade another to accept a proposition he or she does not
currently endorse. In Negotiation Dialogues, the participants bargain over the division
of some scarce resource. Here, the goal of the dialogue — a division of the resource
acceptable to all — may be in conflict with the individual goals of the participants – to
maximize their individual shares. Participants of Deliberation Dialogues collaborate to
decide what action or course of action should be adopted in some situation. Here, par-
ticipants share a responsibility to decide the course of action, or, at least, they share a
willingness to discuss whether they have such a shared responsibility. Note that the best
course of action for a group may conflict with the preferences or intentions of each indi-
vidual member of the group; moreover, no one participant may have all the information
required to decide what is best for the group. In Eristic Dialogues, participants quarrel
verbally as a substitute for physical fighting, aiming to vent perceived grievances.

For our purposes, we note that the termination rules for these different dialogue
types can be expressed succinctly in terms of utterances of support within each dialogue
for certain propositions. An Information-seeking dialogue, for example, can terminate
normally once the participant who sought the answer to some question indicates pub-
licly that a given proposition provides a satisfactory answer. For normal termination of
an Inquiry dialogue, all (or some designated subset) of participants must express such
public indication. For a Persuasion dialogue, normal termination will occur when the
participant being persuaded publicly endorses (via an appropriate locution) support for
the proposition at issue. Similarly, normal termination rules for Negotiation and Delib-
eration dialogues may be be articulated in terms of participant support for particular
propositions — in these two cases, for propositions which express commitments to fu-
ture actions external to the dialogues.

3 Classifying Locutions

The agent dialogue types above involve agents seeking to reach a common understand-
ing of some situation or a collective agreement to undertake certain actions. The theory
of Communicative Action of the philosopher Jürgen Habermas [14] attempts to un-
derstand how human participants achieve these goals through dialogue, and, as part of
this theory, Habermas proposes a typology of statements made in such dialogues [14,
pp. 325–326].5 We have used this typology as the basis for our own classification of
locutions in agent dialogues (with Habermas’ labels given in parentheses):

Factual Statements (Constative Speech Acts): These are statements which seek to
represent the state of the objective, external world. Statements of belief about fac-
tual matters are examples of these utterances. Contesting such a statement means
denying that it is a true description of the reality external to the dialogue.

Value Statements (Expressive Acts): These are statements which seek to represent
the state of the speaker’s internal world, i.e., they reveal publicly a subjective pref-
erence or value assignments. Such statements may only be contested by doubting
the sincerity of the speaker.

5 Habermas’ classification is derived from the typology of speech acts of Searle [31].
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Connection Statements (Regulative Acts): These are statements which assert some
social or other relationship between different participants.

Requests: These are statements about a desired state of the external world, in which
an agent seeks another agent to act so as to bring about this state. Requests may be
criticized on the grounds of effectiveness, i.e., that the requested action will not, in
fact, bring about the desired world state. In addition, they may be refused, with or
without a reason being expressed.

Promises: These are statements about a desired state of the external world, in which an
agent itself agrees to act so as to bring about this state. As with requests, promises
may be criticized on the grounds of effectiveness, and may be accepted or rejected,
with or without reasons.

Inferences (Operative Acts): These are statements which refer to the content of ear-
lier statements in a dialogue, drawing inferences from them or assessing their im-
plications. Contestation of such statements can take the form of questioning the
appropriateness or the validity of the inferences made.6

Procedural Statements (Communicative Acts): These are statements about the ac-
tivity of dialogue itself, such as the rules for participation and debate. In many
human discourses, these often themselves become the focus of debate, dominating
the issues of substance. In some dialogues, the participants may agree to submit
such issues to a chairperson or other authority for determination.

By distinguishing between Requests and Promises in the way we have, our classi-
fication differs from that of Habermas. He does not include promises in his structure,
and requests are treated as commands (Imperative Acts) rather than as requests. We
believe our approach is more appropriate in a context of agent autonomy. Complete au-
tonomy, as may occur for example in open multi-agent systems, means that imperative
statements may have no force: other agents can only be requested to perform some ac-
tion, and never commanded to do it. In closed multi-agent systems, agents may have an
hierarchical relationship with one another, and so not have complete autonomy, as for
example, when they represent different departments of the same company. However,
even in such applications, agents may still exercise some autonomy over a limited do-
main, and so a classification which includes both Requests and Promises is appropriate.

Of the seven types of locutions in this typology, only Factual statements, Promises
and Requests relate to propositions with referants in the world external to the dialogue:
Factual statements express beliefs about the world, while Promises and Requests con-
cern propositions linked to actions in the world. Of these, only promises seek to change
the external world in any way. Promises may be made by more than one participant (i.e.,
they may be joint promises) and may be viewed as commitments to create or to maintain
a state of the world in which specified propositions are true [34,35]. In the next section,
we will map Factual Statements and Promises to sets of propositions which represent
external reality.

6 Our definition departs slightly from that of Habermas, in that we permit Inferential Statements
to have “genuine communicative intent.”
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4 Protocol Similarity

4.1 Concepts of Equivalence

In this section, we explore the question as to when two dialogue game protocols may be
considered the same. To fix ideas, we first assume a finite set A = {Pi |i = 1, . . . , p}, of
dialogue participants, or agents. Dialogues conducted by this set of agents are assumed
to concern a finite set Φ = {φi |i = 1, . . . , q} of well-formed formulae in some propo-
sitional language, which we call the set of discussion topics. For this paper, both the set
of agents and the set of topics are assumed fixed throughout. We denote dialogue game
protocols by upper case script Roman letters, D, E , etc. Each protocol D comprises a
finite set of legal locution-types, denoted LD = {Lj | j = 1, . . . , l}, and a number of
combination, commitment and termination rules, denoted RD = {Rj | j = 1, . . . , r}.
We assume that time can be represented by the non-negative real numbers, [0,∞), with
locutions in a dialogue uttered simultaneously with the positive integers, i.e., the first
utterance in the dialogue occurs at time t = 1, the second at time t = 2, etc. We define
dialogues and partial dialogues as follows:

Definition 1. A dialogue d̃ under dialogue-game protocolD is an ordered and possibly-
infinite sequence of valid locutions, each possibly instantiated by one or more discus-
sion topics, thus:

d̃ = ( Ld,t (θt ) | t = 1, 2, . . .)

with each Ld,t ∈ LD and each θt ∈ Φ. For any integer time-point k > 0, we say
a partial dialogue to time k , d̃k , is an ordered and finite sequence of valid possibly-
instantiated locutions ( Ld,t (θt ) | t = 1, . . . , k), with each utterance valid under the
combination rules of protocol D, and such that Ld,k (θk ) does not terminate the dia-
logue d̃ under the termination rules of D.

Drawing on the general structure of a dialogue game protocol presented in Section
2 we can make an initial attempt at defining protocol similarity as follows:

Definition 2. (Syntactic Equivalence) Two protocols D and E are syntactically equiv-
alent if their locutions, combination rules, commitment rules and termination rules are
(respectively) the same, i.e., if LD = LE and RD = RE .

Thus, under this definition, two protocols are the same if their syntax is identical.
This definition seems too strict, as it precludes us identifying two protocols which may
differ in small but superficial ways, for example if one protocol has redundant locutions
or rules.

Indeed, given a strictly syntactic notion of equality, it will classify two protocols
which have sets of locutions which differ only in the names given to the locutions, as
different. As an example of such a pair of dialogues, consider the two in [2] and [3]. The
latter paper is a French language version of the former, and the protocol discussed in
the two papers has locutions with exactly the same properties, but with different names
(the names in the latter paper are the translation of the names in the former paper). The
two protocols are not syntactically equivalent, despite the fact that they have exactly the
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same properties. Thus we need a less strict notion of equivalence. However, to achieve
this we will need some notion of semantics, or meaning, for the dialogues under a
protocol. We now present such a notion.

As mentioned in the previous section, Factual statements and Promises relate to
propositions with referants in the world external to the dialogue. In each case, we may
view the instantiated locution as invoking a subset of the elements of Φ, the set of
discussion topics, and so each utterance comprising a Factual statement or a Promise
defines a subset of Φ. For a given instantiated locution Lj (θ) in a protocol D, we denote
this subset by ΦD (Lj (θ)), and call it the commitment set of Lj (θ) in D. Because a dia-
logue d̃ is an ordered sequence of instantiated locutions, we may consider the sequence
of commitment subsets of Φ which arise from this particular sequence as a set of state
transitions:

∅ ∪ {ΦD(Ld,t (θt )) |t = 1, 2, . . . }

where each Ld,t (θt ) is the (instantiated) t -th utterance in dialogue d̃ . We append the
empty set at the start of this sequence to represent the state of the commitments prior to
utterance of the first locution in any dialogue. This means that all dialogues are assumed
to commence with the same initial state.

We now have the means by which to identify two dialogues and two dialogue pro-
tocols in a semantic sense. In doing so, we are motivated by semantic notions from the
theory of programming languages [13]. For example, we may consider two protocols
as equivalent if any state transition achievable in one is also achievable in the other, a
property known as bisimulation [23]:7

Definition 3. (Bisimulation Equivalence) For any positive integers j and k , suppose
that two partial dialogues d̃j and ẽk conducted under protocols D and E respectively
have respective state transitions ΦD (Ld,j (δj )) and ΦE (Le,k (θk )) such that

ΦD (Ld,j (δj )) = ΦE (Le,k (θk )).

Then D and E are bisimulation equivalent if, for any instantiated locution Ld,j+1(δj+1)
valid under D, there is an instantiated locution Le,k+1(θk+1) valid under D such that

ΦD (Ld,j+1(δj+1)) = ΦE (Le,k+1(θk+1))

and conversely.

In other words, bisimulation equivalence says that any transition in commitment states
achievable under one protocol by uttering a single instantiated locution can also be
achieved under the other using only one instantiated locution. Note that the locutions
and the topics with which they are instantiated may differ in the two protocols.

Many protocols permit participants to retract prior utterances. If so, then not all the
beliefs expressed or action-commitments incurred during the course of a terminating
dialogue may still be current at the end of that dialogue. We therefore distinguish the
particular subset of Φ consisting of those beliefs or action-commitments made in the

7 Strictly, the equivalence defined here is strong bisimulation [23, Chapter 4].
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course of a dialogue which are still standing at the normal termination of the dialogue.
For a terminating dialogue d̃ conducted under a protocol D, we denote this set by ΦD ,d̃ ,

and we call it the final commitment-set of d̃ under D. Note that this set may be empty.
We therefore have available another notion of protocol equivalence:

Definition 4. (Final-State Equivalence) Two protocols D and E are final-state equiva-
lent if, for any terminating dialogue d̃ conducted under protocol D, there is a terminat-
ing dialogue ẽ conducted under protocol E such that ΦD ,d̃ = ΦE ,ẽ , and conversely.

This definition ignores the length of dialogues under each protocol. It would be possible
for a dialogue under one protocol to terminate after five utterances (say) and to achieve
an outcome for which a dialogue under the second protocol would require 500 locutions.
So, we might wish to modify the previous definition as follows:

Definition 5. (Equal-length Final-state Equivalence) Two protocols D and E are
equal-length final-state equivalent if, for any terminating dialogue d̃ conducted under
protocol D, there is a terminating dialogue ẽ conducted under protocol E and compris-
ing the same number of utterances as d̃ , such that ΦD ,d̃ = ΦE ,ẽ , and conversely.

For most applications, however, this definition may be too strict. Ideally, we desire
a notion of final-state equivalence which would permit terminating dialogues under one
protocol to be considered equivalent to terminating dialogues under the other protocol
when these had the same outcomes and of similar length. For this notion, we would
require a precise definition of the word “similar.” Moreover, it would be desirable to
define this notion so that transitivity is maintained, i.e., so that if protocols D and E are
similar-length operationally equivalent and if E and F are similar-length operational
equivalent, then so too areD andF . We achieve this by partitioning time into a sequence
of non-overlapping intervals, as follows:

Definition 6. Let ( xi |i = 1, 2, . . .) be a finite or countably-infinite sequence of strictly
increasing non-negative real numbers, with the first element being x1 = 0. In the case
where the sequence is finite with n elements, assume that ∞ is appended to the sequence
as the n +1-th element, xn+1. A time partition T is a collection of closed-open subsets
{Ti |i = 1, 2, . . .} of the non-negative real numbers [0,∞), such that each Ti =
[xi , xi+1). If T = [0,∞), we say it is a degenerate time-partition.

We now use this idea of a partition of time to define a notion of similarity of length for
two dialogues. Essentially, two terminating dialogues are said to be of similar length
when they both end in the same element of the partition.

Definition 7. (T -Similar Final-state Equivalence) Let T be any time partition. Two
protocols D and E are T -similar final-state equivalent with respect to T if, for any
terminating dialogue d̃ conducted under protocol D, there is a terminating dialogue ẽ
conducted under protocol E , such that ΦD ,d̃ = ΦE ,ẽ , and such that the final utterance

of ẽ occurs in the same element of time partition T as the final utterance of d̃ , and
conversely.
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It is clear that this notion of equivalence is transitive. Moreover, it can be readily
seen that Final-state Equivalence and Equal-length Final-state Equivalence are special
cases of T -Similar Final-state Equivalence. In the first case, the partition is the degen-
erate case of the whole non-negative real line: T = [0,∞). In the second case, because
dialogue utterances occur only at integer time-points, the relevant partitions are those
where each element of the partition includes precisely one integer, for example:

T = [0, 0.5) ∪
∞⋃

k=1

[k − 0.5, k + 0.5).

As a final comment regarding these definitions, we note that recent work in abstract
concurrency theory has argued that sequential behavior is distinguished from concur-
rent behavior because the former synchronizes information flows and time, while the
latter allows these to evolve independently of one another [25]. If we allow the number
of locutions in a dialogue to be a surrogate for time, then we can see that our definition
of Final-state Equivalence treats time and information flows as completely independent,
since the numbers of locutions in the dialogues under each pair of protocols is not men-
tioned in Definition 4. In contrast, non-degenerateT -Similar Final-state Equivalence —
i.e., all cases where T �= [0,∞) — attempts to re-couple time and information-flows
in the pairing of dialogues under the two protocols being considered. Protocols deemed
T -similar final-state equivalent do not allow their respective information-flows (in the
form of their final commitment sets) and the time taken to achieve these information
flows to evolve independently: whatever the link between time and information-flow in
any terminating dialogue under one protocol is preserved in the paired dialogue under
the other protocol.

4.2 Comparison of Equivalences

We now consider the relationships between these various types of equivalence. We write
Δ(Π) to denote the class of all protocols, and Δ(P) to denote the class of all pairs of
protocols 〈D, E〉 where D, E ∈ Δ(Π). Then we write Δ(Psyn) to denote the class of
all pairs of protocols D, E ∈ Δ(Π) such that D and E are syntactically equivalent,
and Δ(Pbi), Δ(Pfin), and Δ(Peq) to denote the classes of pairs of protocols which are
bisimulation equivalent, final-state equivalent, and equal-length final-state equivalent
respectively. Moreover, we write Δ(Psim) to denote the class of all pairs of protocols
D, E ∈ Δ(Π) such that there exists a non-degenerate time partition T for which D and
E are T -similar final-state equivalent. Call these five classes the equivalence partitions
of Δ(Π). Then we have the following results:

Proposition 1. The following set inclusions hold, and each inclusion is strict:

Δ(Psyn) ⊂ Δ(Pbi)

and
Δ(Peq) ⊂ Δ(Psim) ⊂ Δ(Pfin).

Proof. Straightforward from the definitions.
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This proposition says that the class of syntactically-equivalent protocol pairs is a proper
subset of the class of bisimulation equivalent protocol pairs. Likewise, the class of
equal-length final-state equivalent protocol pairs is a proper subset of the class of non-
degenerate T -similar final-state equivalent pairs, which is in turn a proper subset of the
class of final-state equivalent protocol pairs.

However, the relationship between bisimulation equivalence and the various forms
of final-state equivalence is not straightforward, as the following two results reveal.

Proposition 2. There exist protocols D and E which are bisimulation equivalent but
not final-state equivalent.

Proof. We proceed by demonstrating two such protocols. Consider a protocol D, which
contains just one locution, do(Pi , θ), a locution which expresses a promise by agent Pi

to undertake the action represented by θ, for Φ = {θ}, and for i = 1, 2. Further suppose
that protocol D has one rule, a termination rule, which causes the dialogue to terminate
normally after any three successive utterances of locution do(.). Thus, there are 23 = 8
terminating dialogues under D, and each has the form:

Utterance 1: do(Pi , θ)
Utterance 2: do(Pj , θ)
Utterance 3: do(Pk , θ)

for possibly-identical agents Pi ,Pj and Pk . The final commitment set for each dialogue
is either { (P1, θ), (P2, θ) }, in the case where both agents have uttered something in
the dialogue, or simply { (Pi , θ) }, in the case where all three utterances were made by
agent Pi , for i = 1 or 2.

Now consider a second protocol E which has the same locution set as protocol D,
but has no termination rules. All dialogues under E are infinite, and so partial dialogues
may have any finite length. However, because Φ consists of a single element, and be-
cause there are only two agents, the commitment set for a partial dialogue at any time
after commencement has either one or two elements, namely either or both of (P1, θ)
or (P2, θ). Because there are no retraction locutions, elements in the commitment set
cannot be removed once inserted. For protocol D, all partial dialogues have length ei-
ther one or two locutions. Because the two protocols have the same locutions, it can be
readily seen that any transition in commitment states in a partial dialogue achievable
under one protocol by uttering a single instantiated locution can also be achieved under
the other using the same instantiated locution, and so the two protocols are bisimulation
equivalent.

However, the two protocols are not final-state equivalent, since E has no terminating
dialogues. Thus, there do not exist terminating dialogues under E which can be matched
to each of the eight terminating dialogues under D.

We can also construct a counter-example in the reverse direction, as follows.

Proposition 3. There exist protocols D and E which are equal-length final-state equiv-
alent but not bisimulation equivalent.

Proof. Again, we demonstrate two such protocols. Consider a protocol D, which con-
tains just one locution, do(Pi , θ), a locution which expresses a promise by agent Pi to
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undertake the action represented by θ, for θ ∈ Φ. Here, the set Φ may have more than
one element. Further suppose that protocol D has one rule, a termination rule, which
causes the dialogue to terminate normally after any two successive utterances of locu-
tion do(.). Thus, all terminating dialogues under D have the form, for agents Pi ,Pj

(possibly identical) and θ, δ ∈ Φ:

Utterance 1: do(Pi , θ)
Utterance 2: do(Pj , δ)

The final commitment set for this dialogue is {θ, δ}.
Now consider a second protocol E which also contains the locution do(.), with the

same syntax. But suppose E also has a second locution undo(Pi, θ), which retracts any
prior promise by agent Pi to undertake the action represented by θ. Thus, the dialogue
sequence:

Utterance 1: do(Pi , θ)
Utterance 2: undo(Pi , θ)

.

.
generates the following sequence of commitment states:

∅, {θ}, ∅, . . .
Next, assume that protocol E has three combination rules, the first of which states that
a valid dialogue must commence with an instantiated utterance of the locution do(.).
The second combination rule says that this utterance may be followed either by another
instantiated utterance of do(.) or by an instantiated utterance of undo(.). The third rule
says that subsequent utterances may be instantiations of either locution, subject only to
the termination rule. Finally, we assume that E has one termination rule, which causes
a dialogue to terminate normally only in the case of dialogues containing no undo(.)
locutions, with this termination occurring after two successive utterances of locution
do(.).

It can be seen that all terminating dialogues under both protocols D and E have the
same form, namely:

Utterance 1: do(Pi , θ)
Utterance 2: do(Pj , δ)

Under both protocols, these dialogues are the same length and lead to the same final
commitment set: {θ, δ}. Thus, the two protocols are equal-length final-state equivalent.
However, protocol E contains a commitment state transition which cannot be simulated
by any locution in D, namely that effected by the execution of the undo(.) locution in
the following dialogue sequence:

Utterance k : do(Pi , θ)
Utterance k + 1: undo(Pi , θ)

Thus, the two protocols are not bisimulation equivalent.

It is worth noting that it may be possible to represent similar-length dialogues us-
ing order of magnitude reasoning methods, such as those developed in the qualitative
physics area of Artificial Intelligence [37]. For example, the system FOG of Olivier
Raiman [26], defines three operators to represent the relative values of two physical
variables: one variable is negligible relative to the other; their difference is negligible;
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and both variables are the same size and order of magnitude. Raiman has defined ax-
ioms for these three operators, and given the FOG system a semantics based on the
calculus of infinitesimals [28].

5 Conclusions

Dialogue game protocols have recently been proposed as the basis for interaction be-
tween autonomous agents in a number of situations. As these proposals proliferate,
potential protocol users will require guidance in selecting protocols for specified tasks
and in choosing between different protocols suitable for the same task. In this paper,
we have taken some preliminary steps towards a formal theory of protocols capable of
providing such guidance. Building on earlier work classifying dialogues and locutions,
we have identified several dimensions by which protocols may be compared, including:
the rules which comprise a protocol; the length of dialogues conducted according to
a protocol; and the commitments incurred by participants in the course of a dialogue.
Our classification of locutions, presented here for the first time, allows for statements
of belief about factual matters, and for requests for and promises of actions. Because
these locutions connect to external reality (descriptions of the world, and actions in
that world) we were able to consider dialogues from the perspective of their semantic
effects.

With these dimensions we were able to define several reasonable notions of equiv-
alence of protocols, and to study their relationships to one another. These notions in-
cluded: syntactic equivalence, where two protocols have identical locutions and rules;
bisimulation equivalence, where any semantic transition able to be effected under one
protocol can also be effected under the other; and several versions of final-state equiv-
alence, where any final state achievable by a terminating dialogue under one protocol
can also be achieved by a terminating dialogue under the other. The various notions of
final-state equivalence differ according to whether the matched dialogues are required to
have the same, or similar, numbers of locutions, or not. We believe these five notions of
equivalence are appropriate for protocols with only terminating dialogues. More work,
however, is required on understanding equivalence where one or both protocols permits
non-terminating dialogues; this may lead us, in future work, to refine these definitions.

Although the work in this paper is preliminary, we hope it will lead to a complete
theory of dialogue-game protocol equivalence for agent communications protocols, and
thus provide guidance to protocol designers and users. To our knowledge, these is-
sues have not previously been considered in the agent communications languages com-
munity. However, there is much to be done before these initial ideas will comprise a
complete theory. Firstly, although we have drawn on notions of equivalence from the
theory of programming languages and concurrency theory, there are other notions we
could also borrow, such as weak equivalence or congruency [23]. To this end, it may be
valuable to further explore the relationships, if any, between interaction protocols and
process algebras. Secondly, our definitions of equivalence abstracted away from the de-
tails of dialogue game protocols, of dialogues and of locutions presented in Sections
2, 3 and 4. It would be interesting, therefore, to explore notions of equivalence which
pertain to specific types of dialogue-games. Thirdly, in developing multiple notions of
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equivalence it may be useful to articulate desirable properties of such notions, in the
same way that two of us have recently identified desirable properties of protocols them-
selves [21]. In discussing similar-length equivalence in Section 5.1, we mentioned one
of these, namely that we believe that protocol-equivalence should be transitive.

These various lines of inquiry may be facilitated by the development of a mathe-
matical language in which to represent protocols, along with a denotational semantics
for them [13]. We are currently exploring a category-theoretic semantics for interaction
protocols, under which protocols are represented by objects in an appropriate category
of protocols. Studying this category and its properties will, we hope, allow us to better
understand the space of protocols, and the landscape of this space. For example, we
would hope eventually to achieve a denotational characterization of our different no-
tions of equivalence of protocols. Once achieved, we would then seek to identify the
best protocol or protocols within each equivalence class, according to some reasonable
criteria. In addition, for those protocols which are not equivalent, a quantitative measure
of their difference would provide guidance to protocol users and designers.
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8. F. Dignum, B. Dunin-Kȩplicz, and R. Verbrugge. Agent theory for team formation by dia-
logue. In C. Castelfranchi and Y. Lespérance, editors, Intelligent Agents VII: Proceedings of
the Seventh International Workshop on Agent Theories, Architectures, and Languages (ATAL
2000), Lecture Notes in Artificial Intelligence 1986, pages 150–166, Berlin, Germany, 2000.
Springer. 253
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Abstract. Formal dialogue games have been studied in philosophy since
at least the time of Aristotle. Recently they have been used as the basis
for agent interaction protocols. We review these applications and examine
some of the protocols which have been proposed for agent interactions.
We discuss the many open questions and challenges, including issues of
automatability of agent dialogues, and the semantics of protocols.

1 Introduction

Dialogue game protocols for agent interactions lie between auction mechanisms
and generic agent communications languages. Dialogue game protocols are more
expressive than auction and game-theoretic mechanisms, typically allowing par-
ticipants to question and contest assertions, to advance supporting arguments
and counter-arguments, and to retract prior assertions, none of which are nor-
mally possible under auction mechanisms. Because such questions and arguments
are likely to increase understanding by the participants of each other’s positions,
we would expect dialogue game protocols both to increase the chance of a suc-
cessful resolution of an interaction, and to hasten it along, relative to auction
mechanisms. It is for just these reasons that argumentation approaches were pro-
posed for agent communications protocols in [43]. Moreover, in many decision
contexts, determination of an agent’s preferences between alternative decision-
options may well depend upon the preferences of other participants [31], as for
example when participants to a public policy decision consider the totality of
consequences of each option, not merely those consequences which are of direct
personal concern. In such circumstances, agents do not necessarily enter the in-
teraction with their utilities and preferences fully formed; rather, their utilities
and preferences are generated in the very act of interaction itself [47]. Auction
mechanisms, because of their impoverished expressiveness, are particularly un-
suitable for such “on-the-fly” preference-generation. Marketing theorists, mod-
eling real-world consumer decision-making, have known this for a long time [28];
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political theorists, now viewing democratic decision-making as a process of de-
liberation rather than one of economic choice, have also realized it [9].

At the other extreme, dialogue game protocols usually do not permit ab-
solutely any contributions whatsoever, and participants may be required to re-
spond to particular utterances in particular ways. Dialogues conducted according
to such protocols are therefore more constrained than interactions using generic
agent communications languages, such as FIPA’s ACL [18]. In addition to allow-
ing belligerent, malicious or badly-coded participants to disrupt conversations,
the freedom of generic languages such as FIPA ACL also complicates the task
of analysis of utterances and conversations. After all, any given sequence of ut-
terances in the FIPA ACL may be followed by any one of the 22 locutions, and
each of them in turn followed by one of 22 locutions, and so on. This creates a
state-explosion problem for participants analysing a sequence of utterances, for
example, to decide what locution to utter next, or seeking to infer the future
utterances of other participants. One attempt to deal with this problem has
sought to identify short sequences of utterances, called conversation policies,
which have some common intention, and with rules connecting the ordering of
locutions within them [20,54]. Thus, a request for information may be followed
only by the provision of that information (via an inform locution in FIPA ACL)
or a statement that the information is not known (also via an inform locution),
and not any other statement. Conversation policies therefore sit between indi-
vidual utterances and entire conversations; in particular, each participant may
maintain several different conversation policies concurrently, implementing them
as and when required, and these policies may differ from the policies of other
participants in the same dialogue. Such an approach creates problems of global
coherence across the entire conversation [16]. It also distinguishes conversational
policies from formal dialogue games, whose rules apply to all participants in the
interaction, and to all dialogues conducted under the protocol.

Formal dialogue games are interactions between two or more players, where
each player “moves” by making utterances, according to a defined set of rules.
Although their study dates at least from Aristotle [5], they have found recent
application in philosophy, computational linguistics and Artificial Intelligence
(AI). In philosophy, dialogue games have been used to study fallacious reasoning
[21,30] and to develop a game-theoretic semantics for intuitionistic and classical
logic [29] and quantum logic [41]. In linguistics, they have been used to explain
sequences of human utterances [27], with subsequent application to machine-
based natural language processing and generation [24], and to human-computer
interaction [7]. Within computer science and AI, they have been applied to mod-
eling complex human reasoning, for example in legal domains [8,45], and to
requirements specification for complex software projects [17]. Dialogue games
differ from the games of economic game theory [42] in that payoffs for winning
or losing a game are not considered, and because there is no use of uncertainty
measures, such as probabilities, to model the possible moves of opponents. They
also differ from the abstract games recently used as a semantics for interactive
computation [1], since these latter games do not share the rich rule structure of
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dialogue games, nor are they intended to have themselves a semantic interpre-
tation involving the co-ordination of actions among a group of agents.

This chapter reviews the application of formal dialogue games to the design
of agent interaction protocols. We begin, in Section 2, with a brief overview of
an influential typology of human dialogues, which will be useful in classifying
agent interactions. Section 3 then presents a model of a formal dialogue game
protocol, following which we consider, in Section 4, several recent proposals for
agent interaction protocols based on dialogue games. In Section 5, we discuss
some of the many open issues and the research and development challenges
current in this domain.

2 Types of Dialogues

An influential model of human dialogues is the typology of primary dialogue
types of argumentation theorists Doug Walton and Erik Krabbe [55]. This cate-
gorization is based upon the information the participants have at the commence-
ment of a dialogue (of relevance to the topic of discussion), their individual goals
for the dialogue, and the goals they share. Information-Seeking Dialogues
are those where one participant seeks the answer to some question(s) from an-
other participant, who is believed by the first to know the answer(s). In Inquiry
Dialogues the participants collaborate to answer some question or questions
whose answers are not known to any one participant. Persuasion Dialogues
involve one participant seeking to persuade another to accept a proposition he
or she does not currently endorse. In Negotiation Dialogues, the participants
bargain over the division of some scarce resource. Here, the goal of the dialogue
— a division of the resource acceptable to all — may be in conflict with the
individual goals of the participants. Participants of Deliberation Dialogues
collaborate to decide what action or course of action should be adopted in some
situation. Here, participants share a responsibility to decide the course of ac-
tion, or, at least, they share a willingness to discuss whether they have such a
shared responsibility. Note that the best course of action for a group may con-
flict with the preferences or intentions of each individual member of the group;
moreover, no one participant may have all the information required to decide
what is best for the group. In Eristic Dialogues, participants quarrel verbally
as a substitute for physical fighting, aiming to vent perceived grievances.

Most actual dialogue occurrences — both human and agent — involve mix-
tures of these dialogue types. A purchase transaction, for example, may com-
mence with a request from a potential buyer for information from a seller, pro-
ceed to a persuasion dialogue, where the seller seeks to persuade the potential
buyer of the importance of some feature of the product, and then transition to
a negotiation, where each party offers to give up something he or she desires
in return for something else. The two parties may or may not be aware of the
different nature of their discussions at each phase, or of the transitions between
phases. Instances of individual dialogue types contained entirely within other
dialogue types are said to be embedded [55].
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3 Formal Dialogue Games

We now present a model of a generic formal dialogue game in terms of the
components of its specification, taken from [36]. We first assume that the topics
of discussion between the agents can be represented in some logical language,
whose well-formed formulae are denoted by the lower-case Roman letters, p, q,
r, etc. A dialogue game specification then consists of the following elements:

Commencement Rules: Rules which define the circumstances under which
the dialogue commences.

Locutions: Rules which indicate what utterances are permitted. Typically, le-
gal locutions permit participants to assert propositions, permit others to
question or contest prior assertions, and permit those asserting propositions
which are subsequently questioned or contested to justify their assertions.
Justifications may involve the presentation of a proof of the proposition or
an argument for it. The dialogue game rules may also permit participants to
utter propositions to which they assign differing degrees of commitment, for
example: one may merely propose a proposition, a speech act which entails
less commitment than would an assertion of the same proposition.

Combination Rules: Rules which define the dialogical contexts under which
particular locutions are permitted or not, or obligatory or not. For instance,
it may not be permitted for a participant to assert a proposition p and
subsequently the proposition ¬p in the same dialogue, without in the interim
having retracted the former assertion.

Commitments: Rules which define the circumstances under which participants
express commitment to a proposition. Typically, the assertion of a claim p
in the debate is defined as indicating to the other participants some level
of commitment to, or support for, the claim. Since the work of philoso-
pher Charles Hamblin [21], formal dialogue systems typically establish and
maintain public sets of commitments, called commitment stores, for each
participant; these stores are usually non-monotonic, in the sense that par-
ticipants can also retract committed claims, although possibly only under
defined circumstances.

Termination Rules: Rules that define the circumstances under which the di-
alogue ends.

It is worth noting here that more than one notion of commitment is present in
the literature on dialogue games. For example, Hamblin treats commitments in a
purely dialogical sense: “A speaker who is obliged to maintain consistency needs
to keep a store of statements representing his previous commitments, and require
of each new statement he makes that it may be added without inconsistency to this
store. The store represents a kind of persona of beliefs; it need not correspond
with his real beliefs . . .” [21, p. 257]. In contrast, Walton and Krabbe [55,
Chapter 1] treat commitments as obligations to (execute, incur or maintain) a
course of action, which they term action commitments. These actions may be
utterances in a dialogue, as when a speaker is forced to defend a proposition
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he has asserted against attack from others; so Walton and Krabbe also consider
propositional commitment as a special case of action commitment [55, p. 23]. As
with Hamblin’s treatment, such dialogical commitments to propositions may not
necessarily represent a participant’s true beliefs. In contrast, Munindar Singh’s
social semantics [52], requires participants in an interaction to express publicly
their beliefs and intentions, and these expressions are called social commitments.
These include both expressions of belief in some propositions and expressions of
intent to execute or incur some future actions.1 Our primary motivation is the
use of dialogue games as the basis for interaction protocols between autonomous
agents. Because such agents will typically enter into these interactions in order to
achieve some wider objectives, and not just for the enjoyment of the interaction
itself, we believe it is reasonable to define commitments in terms of future actions
or propositions external to the dialogue. In a commercial negotiation dialogue,
for instance, the utterance of an offer may express a willingness by the speaker
to undertake a subsequent transaction on the terms contained in the offer. For
this reason, we can view commitments as semantic mappings between locutions
and subsets of some set of statements expressing actions or beliefs external to
the dialogue.

Dialogue game protocols have been articulated for each of the rule-governed
primary types of dialogues in the typology of Walton and Krabbe: information-
seeking dialogues [24,55]; inquiries [35]; persuasion dialogues [2,11]; negotiation
dialogues [4,24,33,49]; and deliberations [23]. Some of these proposals are dis-
cussed in the next section. There has even been some work on non-co-operation
in dialogues [19], work which may yield dialogue game protocols for eristic di-
alogues. However, as mentioned earlier, most real-world dialogues (whether hu-
man or agent) involve aspects of more than one of these primary types. Two
formalisms have been suggested for computational representation of combina-
tions of dialogue: the Dialogue Frames of Chris Reed [46], which enable iterated,
sequential and embedded dialogues to be represented; and our own Agent Dia-
logue Frameworks [36], which permit iterated, sequential, parallel and embedded
dialogues to be represented. Both these formalisms are neutral with regard to
the modeling of the primary dialogue types themselves, allowing the primary
types to be represented in any convenient form, and allowing for types other
than the six of the Walton and Krabbe typology to be included.

4 Examples of Dialogue Game Protocols

We now briefly review several of the proposals for dialogue game protocols pub-
lished in the agent literature. The first of these is the protocol of Leila Amgoud,
1 It is worth noting that all these notions of commitment differ from that commonly

used in discussion of agent’s internal states, namely the idea of the persistence of a
belief or an intention [58, p. 205]. As Singh [51] argues, there is a qualitative difference
between social commitments of the kind discussed here, and personal commitments
of the kind encoded in beliefs, desires, and intentions. He further argues that one
kind of commitment cannot be derived from another.
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Nicolas Maudet and Simon Parsons [2]. This protocol is based on James MacKen-
zie’s philosophical dialogue game DC [30], a game for two players, both subject
to the same rules. DC enables the participants to argue about the truth of a
proposition and was designed to study the fallacy of begging the question (petitio
principii, or circular reasoning). The agent interaction protocol of [2] based on
DC allows four distinct locutions: assert, accept, question and challenge; these
can be instantiated with a single proposition, and also, for the locutions assert
and accept, with a set of propositions which together constitute an argument
for a proposition. Thus the participants may communicate both propositional
statements and arguments about these statements, where arguments may be
considered as tentative proofs (i.e., logical inferences from assumptions which
may not all be confirmed). The locutions of this protocol are similar to those
of DC except that they do not include a locution for retraction of assertions
(called withdrawal in DC ). As with MacKenzie’s game, the protocol of [2] estab-
lishes commitment stores which record, in full public view, the statements each
participant has asserted. The syntax for this protocol has only been provided
for dialogues between two participants, but could be readily extended to more
agents, as the same authors did subsequently in [3].

Amgoud et al. demonstrate that their system enables persuasion, inquiry and
information-seeking dialogues [2]. However, as the authors note, to permit nego-
tiation dialogues, the protocol requires additional locutions.2 These are proposed
in a subsequent paper by the same authors [4], in which three additional locu-
tions are proposed, request, promise and refuse, making seven in all. In addition
to instantiation with propositions and with arguments for propositions, several
of these locution can also be instantiated with a two-valued function expressing
a relationship between two resources. For example, the locution promise(p ⇒ q)
indicates a promise by the speaker to provide resource q in return for receiving
resource p.

Building on the protocol of Amgoud et al. [4], Fariba Sadri, Francesca Toni
and Paolo Torroni [49] propose a similar protocol but with fewer locutions. The
legal locutions proposed here are: request, promise, accept, refuse, challenge, and
justify. The contents of the locutions request and promise are resources, while
the contents for the other four locutions are any of the six locutions. In addition,
the locution justify allows the utterance of some support for a previous locution.

The dialogue-game protocols presented in the work of Frank Dignum, Bar-
bara Dunin-Kȩplicz and Rineke Verbrugge [11,12] are intended to enable agents
to form teams and to agree joint intentions, respectively. For both protocols,
the authors assume that one agent, an initiator or proponent, seeks to per-
suade others (opponents) to join a team, and that another initiator (possibly
the same agent) seeks to persuade team members to adopt a group belief or
intention. The team-formation dialogue is modeled as an information-seeking
dialogue followed by a persuasion, while the joint-intentions-formation dialogue
is modeled as a persuasion dialogue, which may include embedded negotiation

2 It may also require additional locutions for deliberation dialogues, although the
authors suggest otherwise.
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dialogues. For the persuasion dialogues, the authors adapt the rigorous persua-
sion dialogue game of Walton and Krabbe [55]. This game is a formalization
of a critical discussion — i.e., a rigorous persuasion — in philosophy. Such dia-
logues involve two parties, one seeking to prove a proposition, and one seeking to
disprove it.3 Unfortunately, the authors do not specify their dialogue game mod-
els completely, for example, nowhere stating the set of locutions available to the
participating agents. The protocol for joint intention formation dialogues [12] in-
cludes seven locutions: statement, question, challenge, challenge-with-statement,
question-with-statement and final remarks ; these last include: “quit” and “won.”
The statements associated with challenges and questions may be concessions
made by the speaker. The protocol for team formation dialogues [11] may also
use the same set of locutions, although this is not absolutely clear.

Finally, we briefly mention some of our own proposals for dialogue game
agent interaction protocols. Firstly, in joint work with Rogier van Eijk and Leila
Amgoud [33], we articulated a dialogue game protocol for negotiation dialogues
between potential buyers and sellers of consumer durables; this work drew on
a standard model of consumer decision-making. Secondly, together with David
Hitchcock [23], we presented a dialogue game protocol for deliberation dialogues,
drawing on a theory of deliberative argument from the philosophy of argumenta-
tion. Thirdly, in [35], we articulated a dialogue game protocol for agents engaged
in an inquiry dialogue; this protocol enables the participants to express uncer-
tain beliefs about claims and to resolve these on the basis of the arguments for
and against the claims presented in the dialogue. Inquiries involve a disinterested
search for the truthful answer to some question. In many instances, however, we
may desire particular answers to a question, such as when we seek to identify
the possible risks of a new technology. In these cases our search is overlaid with
values we impose on the answer-space; in [34], we proposed a dialogue game
protocol for agents engaged in such a search.

5 Issues and Challenges

The use of formal dialogue games as the basis for agent interaction protocols has
only just begun, and there are many challenging issues still open. In this section
we consider some of these.

5.1 Protocol Semantics

One of the reasons for the popularity of the FIPA ACL is the fact that it has been
given a well-defined semantics [26]. This semantics, based on speech act theory
from the philosophy of language [6,50,10], is defined in terms of the certain be-
liefs, uncertain beliefs and intentions of the participating agents. Having defined
such a semantics means that participants know precisely what other speakers

3 Note that the persuasion dialogues of Walton and Krabbe [55] deal only with beliefs,
not intentions.
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mean and intend by their utterances, assuming those others are conforming to
the semantics. However, verifying conformance to the semantics is a conceptu-
ally challenging task [57], since it is always possible for a sufficiently-clever agent
to simulate insincerely any required semantic state.

The development of appropriate semantics for dialogue game protocols is
still very immature, although several different types of semantics have been de-
fined for these protocols. The first of these involves defining locutions in terms
of the pre-conditions necessary for, and the post-conditions arising from, their
utterance, i.e., what is termed an axiomatic semantics in computer program-
ming language theory [53]. We can distinguish, as in [32], between two types
of axiomatic semantics. In a public axiomatic semantics, the pre-conditions and
post-conditions of each locution are given only in terms of observable linguis-
tic behaviour, and so conformity with the protocol can be verified by anyone
observing the dialogue. The protocols in [23,33,34,35] have been given a public
axiomatic semantics. A private axiomatic semantics, on the other hand, is one
in which some or all locutions have pre- or post-conditions defined in terms of
the internal states of the participants. The protocols of Amgoud et al. [2,4], of
Sadri et al. [49] and of Dignum et al. [12] have been given such a semantics. For
the protocols of Amgoud et al. [2,4], each participating agent is assumed to be
vested with a private argumentation-based reasoning mechanism, which gener-
ates defeasible arguments from premises according to defined procedures, as in
[13]. The mechanism also permits a preference ordering over the arguments. An
agent can only utter a locution assert(p), for p a proposition, if that agent has an
acceptable argument for p in its own knowledge base, or in its knowledge base
combined with the public commitment stores of the other participants. Here,
acceptable arguments are those which survive a specified process of attack and
defence within an argumentation framework [13].

In the case of the protocol of Sadri et al. [49], which is designed for dialogues
over scarce resources (i.e, negotiation dialogues), utterances are linked to a first-
order logic describing resources. In this semantics, the knowledge of an agent is
described [49, Section 3.1] as an abductive logic program consisting of if-then
rules and of statements regarding the resources owned by the agent. Integrity
constraints are placed on this knowledge in the form of rules4 which provide an
agent with possible responses to utterances it receives. An example of such a rule
is: Accept a request. The abducibles of this logic program are then the possible
locutions which the agent may utter in response to a message it receives. For
the protocol of Dignum et al. [12], the authors assume that the participating
agents have a Belief-Desire-Intention (BDI) mental architecture [56] and vest the
locutions with a private axiomatic semantics: as with the speech-act semantics
of the FIPA ACL [18], locutions are defined in terms of their impacts on, and
pre-conditions of, these private mental states.

One may also view a dialogue under a given protocol as a sequence of com-
mands in a programming language which operates on the states of a virtual ma-
chine comprising the internal states of the agents participating in the dialogue.

4 Confusingly called dialogue protocols by these authors.
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This view leads to the definition of an operational semantics for the protocol [53]
in which locutions are defined in terms of their state transitions. Operational se-
mantics have recently been defined for various agent communications languages,
e.g., [15,22]. To our knowledge, the only dialogue game protocol provided with
an operational semantics is the consumer negotiation protocol of [33].

Programming language theory also entertains the concept of a denotational
semantics [53], in which a translation is given between the commands in a
programming language and the objects in some mathematical domain. In [37],
we defined a denotational semantics for protocols in terms of sub-spaces of n-
dimensional euclidean space; in this semantics, dialogues conducted according
to a given protocol are mapped to directed paths in the associated sub-space.
Another denotational approach arises from viewing agents engaged in dialogue
as jointly constructing meaning as the dialogue proceeds, in the same way that
humans using natural language may be thought to do. Thus, there may be value
in defining a denotational semantics which is constructed incrementally in the
course of a dialogue, in a manner analogous to the Discourse Representation
Structures of natural language semantics in theoretical linguistics [25]. This is a
line of research we are pursuing.

5.2 Formal Properties

Why define a semantics for a protocol? One reason, mentioned above, is so that
the participants share common meanings for utterances. Another reason is to
enable a better understanding of the formal properties of protocols and of the
dialogues conducted under them. The study of the formal properties of dialogues
and protocols is, like the development of formal semantics, still very immature,
and considerable scope exists for further research in this area.

One property of great interest is termination: under what circumstances will
dialogues conducted under a given protocol terminate? For instance, Sadri and
her colleagues [49] demonstrate that a dialogue under their protocol requesting
the use of some resource will always terminate in a finite number of steps, if
conducted between agents vested with the abductive logic program mechanisms
described in the paper.5 Similarly, Parsons et al. [44] consider the termination
properties of the protocols of [2,4] for agents vested with argumentation-based
decision architectures.

A related property is computational complexity: how many dialogue utter-
ances are required for normal termination of a dialogue under a given protocol?
To our knowledge, the only work considering computational complexity of dia-
logue game protocols is that of Paul Dunne and Trevor Bench-Capon [14], who
consider a particular two-party, persuasion dialogue protocol. The computational
complexity of general negotiation mechanisms (not only those involving dialogue
game protocols) were presented by one of us in [59].

5 To some extent this result is not surprising since these mechanisms require the agents
to be co-operative.
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A third property of importance in practical applications concerns the de-
gree to which a dialogue protocol may support automated dialogues between
suitably-equipped software agents, what may be called automatability. In [33]
we showed, using an operational semantics, that agents vested with appropriate,
domain-specific, internal decision mechanisms could undertake fully automated
consumer negotiation dialogues using the dialogue game protocol we defined.
The internal decision mechanisms were derived from standard models of buyer
and seller decision-making taken from marketing theory [28]. No other dialogue
game protocol so far proposed has been proven to be automatable.

5.3 Protocol Design and Assessment

One reason a more thorough study of protocol properties is needed is to pro-
vide assistance to designers and users of agent interaction protocols. At present,
designers of dialogue game protocols currently have no guidance for issues such
as:

– How many locutions should there be?
– What types of locutions should be included? For example: assertions, ques-

tions, etc.
– What are the appropriate rules for the combination of locutions?
– When should behavior be forbidden, e.g., repeated utterance of one locution?
– Under what conditions should dialogues be made to terminate?
– When are dialogues conducted according to a particular protocol guaranteed

to terminate?

Similarly, the absence of formal studies of dialogue game protocols means that
agents (or their human principals) intending to use such protocols have no guid-
ance for issues such as:

– When are two protocols the same? With the proliferation of protocols, it
will become important for agents to decide which protocol should be used
for particular interactions.

– How may different protocols be compared and how may differences be mea-
sured?

– Which protocols are to be preferred under which circumstances? In other
words, what are their advantages and disadvantages?

– What is the formal relationship between dialogue game protocols and general
agent communications languages, e.g., FIPA ACL.

– When are dialogue game protocols preferable to other forms of agent inter-
action, such as auction mechanisms or general agent communications lan-
guages?

As part of a longer-term project to develop a formal theory of interaction
protocols, we have taken initial steps towards answering some of these questions.
In work with Michael Wooldridge [39], we proposed thirteen desirable properties
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of interaction protocols using dialogue games. These properties included: Sep-
aration of syntax and semantics, so that conformance with the protocol could
be assessed on the basis only of observable behaviour; Clarity of argumentation
theory, so that participants would know in advance their dialectical obligations
when making assertions, contesting others’ assertions, etc; and Enablement of
self-transformation, so that participants would be able to change their beliefs,
preferences or intentions, and readily express such changes, in the course of an
interaction. We applied these 13 properties to assess several existing dialogue
game protocols and to the FIPA ACL; all were found wanting, to a greater or
lesser extent.

In another step towards a formal theory of interaction protocols we have
considered when two protocols may be considered the same. Not only is an an-
swer to this question necessary for choosing between two protocols, but it is
also essential in order to assess if a protocol is new (in the sense of providing
a different functionality to an existing protocol rather than just having equiva-
lent locutions with different names) or to assess if a protocol conforms to some
specification (such as that laid down as the standard for interacting within some
electronic institution [48]). In work with Mark Johnson [38], we have recently
defined several reasonable notions of protocol equivalence and shown that these
lead to distinct classes of protocols. Some of these notions were derived from
ideas of process equivalence [40], and the links between protocols and processes
are worth further exploration.

6 Conclusion

In this chapter, we have provided a brief overview of agent interaction protocols
based on formal dialogue games. These games have almost 2500 years of study
in philosophy behind them, and have recently found application in the design of
autonomous software agent protocols. Only a handful of such protocols have so
far been proposed, and only a few of their properties yet studied formally. This
area of Artificial Intelligence therefore still has open many questions, research
challenges and implementation issues. We believe that dialogue game protocols
have great potential for multi-agent systems applications because they represent
an effective compromise between the strict rule-governed nature of economic auc-
tion mechanisms and the greater expressiveness of generic agent communications
languages. Proving this claim conclusively will need to await a formal theory of
interaction protocols connecting dialogue game protocols, auction mechanisms
and agent communications languages in a single coherent framework.
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Abstract. This paper follows recent work in the field of dialectical mod-
els of inter-agent communication. The request action as proposed by
Winograd & Flores is reconsidered in an original dialogue game frame-
work, as a composition of different basic games (small conversation poli-
cies). These basic games are based on commitments of participants and
are handled through a “contextualization game” which aims at defining
how games are opened or closed through the dialogue, and what combi-
nations are legal. We show how such a model offers more practical flexi-
bility, and covers more situations than the classical protocol. Finally, we
give an overview on the game simulator that we are currently developing.

1 Introduction

Many authors have convincingly argued that classical approaches to agent com-
munication languages (ACL) [7,9] suffer from a lack of verifiability (due to their
mentalistic semantics) [18,3,24] and still require to be used with protocols (be-
cause there is simply to much continuations to be explored in practice) [11].
An interesting approach is then to use protocols as a basis to define (some part
of) the semantics of ACL. The problem is that protocols usually lack of practi-
cal flexibility, genericness, and compositionality, as well as rigorous specifications
(due to their underlying models, often finite state machines in the case of sequen-
tial interactions). Recently, researchers have begun to address these issues and
have explored means to define more appropriate conversation policies (CPs), i.e.
general constraints on the sequences of semantically coherent messages leading
to a goal [11] —as opposed to protocols which refer too often to some specific
underlying formalism. A significant amount of approaches on CPs have been
inspired, more or less directly, by the work of formal dialectic of Hamblin [12]
and Walton and Krabbe [22]. This trend of research really now forms a field of
dialectical models of interaction (computational dialectics) [10,17]. We have ar-
gued elsewhere that this influence has in fact produced two sorts of approaches:
commitment-based and dialogue-game-based CPs [14]. Commitment-based CPs
aims at defining semantics of the communicative acts in terms of public notions,
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e.g. social commitments. Dialogue-game-based CPs, in addition, consider that
protocols are captured within appropriate structures (games), and that these
structures can be composed in different ways to form the global structure of
dialogue. In this paper, we aim at exploring in practice (on the classical request
for action interaction) why and how such a dialogue-game-based approach can
be useful.

The rest of the paper is as follows: Section 2 presents the case for conversation
policies, using the “request for action” described in [23] as a motivating example.
Section 3 introduces the basic material of the dialogue-game-based framework
that forms the backbone of our approach. Section 4 reconsiders “request for
action” within our framework. A discussion concludes the paper.

2 A Case for Conversation Policies

As suggested by speech-act-based tradition to interagent communication, we
assume that messages exchanged between agents have the form of some dia-
logue moves, composed of a dialogue move type —or performative to use FIPA
terminology— (e.g. assertion, question, etc.) accompanied with some content ex-
pressed in a content language. Until recently ACL research issues have primarily
related to the generation and interpretation of individual of these ACL messages.
Nowadays researchers on ACLs try to address the gap between these individual
messages and the extended message sequences, or dialogues, that arise between
agents. As part of its program code, every agent must implement tractable deci-
sion procedures that allow that agent to select and produce ACL messages that
are appropriate to its private state. But these decision procedures must also take
into consideration the context of prior ACL messages and other agent events, so
that the agent produce messages that are appropriate to this interactional con-
text. While the private state of its agent is not accessible, the interactional con-
text is typically public and accessible to all dialogue participants, which makes
easier to verify that the agent indeed conforms to the semantics of its commu-
nicative acts. The other advantage is that taking this context into account can
actually simplify the computational complexity of ACL message selection for an
agent. By engaging in preplanned or stereotypical conversations, much of the
search space of possible agent responses can indeed be eliminated. The specifi-
cation of these conversations is usually accomplished by means of protocols. In
this paper, we will be interested in interactions between agents where no con-
currency is involved (that is, mainly, interactions between two agents involved
in a single dialogue). In this context, finite state machines (FSMs) are arguably
an adequate and popular formalism to define these protocols. The states of the
automaton maps the possible state of the conversation given a message by the
participants and the previous state of the conversation. Carefully designed and
highly complex protocols have been proposed using these techniques in the lit-
erature, and implemented in real applications, see for instance COOL [2]. The
Winograd and Flores’s [23] (see Fig. 1) “request for action” is a classical example
of such protocols.
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Fig. 1. The request for action protocol

Since this example is central in our paper, we will focus on this latter proto-
col and describe the dialogue behavior specified by this protocol. Conversation
begins in the initial state (1), by a request from speaker S. In state (2), the
dialogue can successfully be followed by the promise from H to realize the re-
quested action, or come into a “negotiation cycle” with a counter-proposal from
H , or fail with a reject leading to state (8). At state (3), the addressee will signal
that the task has been achieved, or eventually decide to renege (leading to the
final state (7)) and S will in turn positively (state(5)) or negatively evaluate
the achievement of the action (state(3)). Now, in light of the above description
and also of the critics and discussion of [11,16,18,19,21,25], we list below some
problems encountered by protocols when described as FSMs:

– The state of the conversation is practically difficult to describe on the basis
of several previous moves. As a result, protocols often describes very tightly
constrained interactions (e.g. avoiding backtracking moves) and designers
possibly omit transitions that may be, intuitively, allowed.
Example: To determine the state of the dialogue, the “request for action”
protocol refers in most cases to the previous move only. An exception is the
“withdraw” move by S, which can lead to different states of the dialogue
(however, all these states are final unsuccessful nodes, so the distinction
seems rather misleading). Also one can argue, following [19], that S could
make an offer to H without any explicit request from S, in which case the
protocol would effectively starts at state (2), and this case is not covered by
the protocol.

– The state of the conversation is only the result of the sequence of dialogue
move types while in some cases it can be necessary to describe more expres-
sively the state of the conversation.
Example: Typically, it can useful to constrain the interaction on the basis
of some information related to the content of the move. In our example,
it could the case that the initial request of the agent also determines a
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deadline, and consequently that the declaration that the action is done will
be considered legal only if it occurs before this deadline. Alternatively the
counter-proposals made by the agents during the negotiation cycle can be
required to meet some constraints (for instance, S could only postpone the
deadline for the action, etc.).

– The protocol is composed of different phases which could be used in the
definition of others protocols.
Example: When considered carefully, our example protocol seems to be com-
posed of different “phases” (or small protocols), not identified as such and
not specific to the particular case of the request for action (firstly, the agents
will try to negotiate a task for H to do. Next S and H will discuss the correct
achievement of this task.)

– Protocols don’t allow the agents to consider possibilities to misbehave wrt.
the specified interaction (even if this should be discouraged in general).
Example: The agent which has been requested to undertake the action may
decide (on the basis of some private reasons) that it is crucial to postpone
its answer. The consequences of this unexpected behaviour should be made
explicit, so that the agent can take this parameter into consideration when
making its decision.

These remarks emphasis the need to define declarative conversation policies
(CPs), which are “general constraints on the sequences of semantically coherent
messages leading to a goal” [11]. The now popular commitment-based approach
argues that protocols can be viewed as a set of commitments associated with
each state of the dialogue. In this paper, we take more specifically the road of an
approach mixing dialogue games and commitments. In the final section of the
paper, we discuss whether this approach is appropriate to tackle the problems
discussed earlier. But let us start by describing the details of our framework.

3 A Dialogue Game Framework Based on Commitments

We take the picture of two software agents involved in some interaction. To
communicate, our agents exchange some communicative acts as can be found
in the KQML or FIPA-ACL frameworks. As explained earlier, we assume that
their communicative behavior is handled through a notion of dialogue game. The
main features of this approach is that the notion of commitments (Sect. 3.1) is
used to express the different notions defining the game structure (Sect. 3.2), and
that these games can be are grounded (Sect. 3.3) and composed in different ways
(Sect. 3.4).

3.1 Commitments

To start with, we give some details about the notion of commitment that we
use in our approach. The notion of commitment is a social one, and should not
be confused with some psychological notion of commitment. Crucially, commit-
ments are contracted towards a partner or a group. More precisely, commitments
are expressed as predicates with an arity of 6:
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C(x, y, α, t, sx, sy)

meaning that x is committed towards y to α at time t, under the sanctions sx

and sy. The first sanction specifies conditions under which x can withdraw from
this commitment, and the second specifies conditions under which y reneges the
considered commitment. For instance, the following commitment

c1 = C(Al, Bob, sing(Al, midnight), now, 10, 20)

states that agent Al is committed towards agent Bob to sing at midnight. If Al
eventually decides to withdraw the commitment he will pay the penalty 10. If
Al decides to renege the commitment to sing, he will pay 20. We concede that
this account of penalties is extremely simple in this version. A more complete
account could be similar to the one of Toledo and al. [6]

The notation is inspired from [19], and allows us to compose the actions
involved in the commitments: α1|α2 classically stands for the choice, and α1 ⇒
α2 for the conditional statement that the action α2 will occur in case of the
occurrence of the event α1. Finally, the operations on the commitments are just
creation and cancellation.

c2 = C(Al, Bob, sing(Al, midnight)|dance(Al, midnight), now, 10, 20)

and

c3 = C(Al, Bob, music(Bob, midnight) ⇒ create(c2), now, 10, 20)

S:Withdraw

Final/or Connection  node Under santionsInitial node

H:Refuse
H:Renege

H:CommitS: Direct

54

1 2 32

Fig. 2. The different status of the commitments

The commitment c2 captures that the agent Al is committed towards Bob to sing
or dance at midnight. The commitment c3 captures that the agent Al is com-
mitted to contract the preceding commitment (c2) if agent Bob plays music. All
commitments hold a time concerning when they were contracted (now). From
now, for the sake of readability, we will ignore the create operation. We also per-
mit propositional commitments, that we regard as collections of commitments
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centering on some proposition p, in the line of [22]. Such commitments are typ-
ically the result of assertive moves.

Now we need to describe the mechanism by which the commitments are
discussed and created during the dialogue. This mechanism is precisely captured
within our game structure. To account for the fact that some commitments are
established within the contexts of some games and only make sense within this
context, we make explicit the fact that this commitments are specialized to game
g. This will typically be the case of the dialogue rules involved in the games, as
we will see below.

3.2 Game Structure

We share with others [8,4,15] the view of dialogue games as structures regulat-
ing the mechanism under which some commitments are discussed through the
dialogue. Unlike [4,15] however, we adopt a strict commitment-based approach
within game structure and express the dialogue rules in terms of commitments.
Unlike [8] on the other hand, we consider different ways to combine the struc-
tures of the games, and we precise how to derive all other games from some basic
dialogue games —considering only the degree of strength [21].

In our approach, games are considered as bilateral structures defined by
entry conditions (which must be fulfilled at the beginning of the game, possibly
by some accommodation mechanism), success conditions (defining the goals of
the participants when engaged in the game), failure conditions (under which
the participants consider that the game reached a state of failure), and dialogue
rules. As previously explained, all these notions, even dialogue rules, are defined
in terms of (possibly conditional) commitments. Technically, games are conceived
as structures capturing the different commitments created during the dialogue.

To sum up, we have Entry conditions (E), Success conditions of initiator
(SI) and partner (SP ), Failure conditions of initiator (FI) and partner (FP ),
and dialogues Rules (R) for each game. We also assume that there is a constant
sanction sg to penalize the agents that will not follow the expected dialogic
behavior (as described in the Dialogue Rules). Within games, conversational
actions are time-stamped as “turns” (t0 being the first turn of dialogue within
this game, tf the last). To make things more concrete, let us illustrate these
ideas with a directive game presented in Fig. 3.

Imagine that agent Al and agent Bob have entered the directive game. Al is
committed to play a directive move towards agent Bob, and Bob is committed
to create a commitment to play a commit (i.e., an accept) or a refuse if Al
honors his commitment. The game follows the automata as described in Fig. 2,
but note that the agents have the possibility to play some moves not expected
(in this case, they have the penalty sg). When the game expires (successfully
or not), the commitments that were specialized to this game, those which are
dependent on the context “g”, are automatically cancelled. The others are known
as “persistent” commitments. Thereafter, we will omit the sanctions in our games
specifications for better readability.
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Ebd ¬C(y, x, α, t0, sy, sx)
Sibd C(y, x,α, tf , sy, sx)
SPbd Nil
FIbd C(y, x,¬α, tf , sy, sx)
FPbd Nil
Rbd Cg(x, y,direct(x, y, α), t0, sg, sg)

Cg(y, x,direct(x, y, α) ⇒
Cg(y, x, commit(y, x, α)|refuse(y, x, α), t1, sg, sg), t0, sg, sg)
Cg(y, x, commit(y, x, α) ⇒
C(y, x,α, t2, sy , sx), t0, sg, sg)
Cg(y, x, refuse(y, x,α) ⇒
C(y, x,¬α, t2, sy, sx), t0, sg, sg)

Fig. 3. Definition of a basic directive game.

Now, from this basic directive game, all other combinations as S: direct,
S: request, S: demand, S: order, S: command, etc., and H: commit, H: accept, H:
promise, H: certify, etc. can be negotiated between the two participants. To do
that, S and H should negotiate the degree of strength of the two main speech
acts composing the game. Now, let us explain what do we mean by the degree of
strength. Speech acts are expressed with different degrees of strength depending
on the illocutionary force. For example, the degree of strength of a supplications
is greater than that of a request, because an initiator who supplicates expresses
a stronger desire than a speaker who requests. According to this, the relations of
comparative strength that exist between English illocutionary forces in virtue of
semantic definitions of English performative verbs can be exhibited in semantic
tables by constructing logical trees in accordance with the following rules [20]:

1. All nodes of a semantic table are speech act verbs with the same force;
2. A verb is the immediate successor of another verb if and only if the force

that it names can be obtained from the force named by the other verb by
adding new composants or increasing the degree of strength.

Such tree exhibits in fact relations of comparative strength between illocu-
tionary forces. These trees can be reflected by some integers which measure the
degree of strength of illocutionary forces. By convention, we select 0 (zero) to
represent the neutral degree of strength that is characteristic of the primitive
illocutionary force, +1 the next stronger degree, +2 the next stronger, etc. Sim-
ilarly, −1 represents the greatest degree of strength smaller than zero, etc. Now,
if we consider “assert”, “commit”, “direct”, “declare”, as the primitives of as-
sertives, commissives, directives and declaratives, we can represent the four trees
as follows:

– for assertives: suggest(degree = −1), assert(degree = 0), tell(degree = +1),
inform(degree = +2), reveal(degree = +3), divulge(degree = +4), etc.

– for commissives: commit(degree = 0), accept(degree = +1), promise(degree
= +2), certify(degree = +3), etc.
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– for directives: suggest(degree = −1), direct(degree = 0), request(degree =
+1), demand(degree = +2), order(degree = +3), etc.

– for declaratives: declare(degree = 0), renonce(degree = +1), terminate(degree
= +2), cancel(degree = +3), etc.

Our assumption here is that this degree of strength will define in turn the sanc-
tions (sx, sy) under which agents can withdraw, renonce, renege, etc. their com-
mitments, as well as the sanctions sg applied to the rules of the game. Both
participants in conversation can then negotiate this degree of strength before
entering the game. Formally, a game g is then represented by the following
statement

〈basic game(dsI , dsP ), (E, S, F, R)〉

where basic game, reflects some basic game as the directive game; (dsI , dsP )
reflects degrees of strength from the basic type game for the initiator (I) and
the partner (P ), and the tuple (E, S, F, R) reflects the structure of the proposed
game. Note that in any game, we only take into account the speech act of initiator
as request , ask , etc. and the “acceptance” of partner as commit, promise, assert,
etc. In other words, we do not take into account the “refusal” of partner and
that is why we only consider two degrees of strength.

3.3 Grounding the Games

The specific question of how games are grounded through the dialogue is cer-
tainly one of the most delicate [13]. Following [17], we assume that the agents
can use some meta-acts acts of dialogue to handle game structure and thus pro-
pose to enter in a game, propose to quit the game, and so on. Thus agents can
exchange messages as

propose.enter(Al, Bob, g1)

where g1 describes a well-formed game structure (as detailed above). This mes-
sage is a proposal of the agent Al to agent Bob to enter the game g1. This means
that games can have different status: they can be open, closed, or simply pro-
posed. How this status is discussed in practice is described in a contextualization
game which regulates this meta-level communication. As a simple first account
of this game, we could adopt the intuitive view of games simply opened through
the successful exchange of a propose/accept sequence. However, things are get-
ting more complicate if we want to take account different kinds of combinations.
All these kinds of structurations are considered within a contextualization game
that we do not detail here.

3.4 Composing the Games

As explained before, the possibility to combine the games is a very attractive
feature of the approach. The seminal work of [22] and the follow-up formalisation
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of [17] have focused on the classical notions of embedding and sequencing, but
recent works extends the kinds of combinations studied [15]. We now detail
the games’ compositions that we use in our framework. Describing these kinds
of combinations, we precise the conditions under which they can be obtained,
and their consequences. Ultimately, such conditions and consequences should be
included in the contextualization game we are working on [13].

Sequencing noted g1; g2, which means that g2 starts immediately after termi-
nation of g1.
Conditions: game g1 is closed.
Effects: termination of game g1 involves entering g2.

Choice noted g1|g2, which means that participants play either g1 or g2 non-
deterministically. Not surprisingly, this combination has no specific condi-
tions nor consequences.

Pre-sequencing noted g2 g1, which means that g2 is opened while g1 is
proposed.
Conditions: game g1 is proposed.
Effects: successful termination of game g1 involves entering game g2.
Such pre-sequencing games can be played to ensure that entry conditions of
a forthcoming game are actually established —for instance to make public a
conflictuel position before entering a persuasion game. In case that the first
game is not successful, the second game is simply ignored.

Embedding noted g1 < g2, which means that g1 is now opened while g2 was
already opened.
Conditions: game g1 is open.
Effects: (conversational) commitments of the embedded games are considered
having priority over those of the embedding game. Much work needs to be
done to precisely define this notion within this framework, but this may be
captured by constraining the sanctions related to the embedded game to be
greater than those of the embedding game (sg2 > sg1).

4 Request for Action

Our aim in this paper is to reconsider the famous “request for action” (see Fig. 1)
protocol within our dialogue-game-based framework. Considering the protocol
as initially stated by Winograd and Flores (see figure ), we have found that such
protocol requires four basics building dialogue games : (1) a “request” game (rg);
(2) an “offer” game (og), (3) an “inform” game (ig) and (4) an “ask” game (ag).

4.1 Request Game (rg)

The request game as specified by Winograd and Flores captures the idea that the
initiator (I) “request” the partner (P ) and this latter can “promise” or “reject”.



Request for Action Reconsidered as a Dialogue Game 293

In our framework, this starts with the contextualization game in which I and P
negotiate the establishment of the following game

〈basic directive(+1, +2), (Erg, Srg, Frg, Rrg)〉

Both agents should also adapt their new conditions and rules from those of the
primitive directive. The new conditions and rules are described in Fig. 4.

Erg ¬C(y, x, α, t0)
SIrg C(y, x, α, tf )
SPrg Nil
FIrg C(y, x,¬α, tf )
FPrg Nil
Rrg Cg(x, y, request(x, y,α), t0)

Cg(y, x, request(x, y,α) ⇒
Cg(y, x, promise(y, x, α)|refuse(y, x,α), t1), t0)
Cg(y, x, promise(y, x, α) ⇒ C(y, x,α, t2), t0)
Cg(y, x, refuse(y, x,α) ⇒ C(y, x,¬α, t2), t0)

Fig. 4. Conditions and rules for the request game.

Notice that I and P “request” and “promise” and consequently they should
be more committed in this case than in the case where the first one “suggest”
and the second “commit”. Such increase in the degree of commitment should
be reflected by sanctions which should be greater in the first case than in the
second case.

4.2 Offer Game (og)

An offer is a promise that is conditional upon the partner’s acceptance. To
make an offer is to put something forward for another’s choice (of acceptance or
refusal). To offer then, is to perform a conditional commissive. The game can be
described as

〈basic offer (0, +1), (Eog, Sog, Fog, Rog)〉

Precisely, to offer α on condition that the partner accept α. Conditions and rules
are in this case are described in Fig. 5.

4.3 Information Game (ig)

This game starts with the couple I : assert and P : agree or P : disagree which
denotes in fact the couple with (0,+1) according to the tree of strength.

〈basic assertive(0, 0), (Eig, Sig, Fig , Rig)〉
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Eog ¬C(x, y, α, t0)
SIog C(x, y, α, tf )
SPog Nil
FIog C(x, y,¬α, tf )
FPog Nil
Rog Cg(x, y, offer(x, y, α), t0)

Cg(y, x, offer(x, y, α) ⇒
Cg(y, x, accept(y, x, α)|refuse(y, x,α), t1), t0)
Cg(x, y, accept(y, x, α) ⇒ C(x, y, α, t2), t0)
Cg(x, y, refuse(y, x, α) ⇒ C(x, y,¬α, t2), t0)

Fig. 5. Conditions and rules for the offer game

Notice that a partner can be in the disposition of being in accord or agreement
with someone without uttering any words. He can also agree by doing a speech
act. In this case, he agrees when he can assert a proposition p while presup-
posing that the initiator has previously put forward p and while expressing his
accord or agreement with this initiator as regards p. To disagree is to assert ¬p
when the other has previously put forward p. In this game, we assume that the
successful termination is when an agreement is reached about the proposition p.
The conditions and rules for this couple are detailed in Fig. 6.

Eig C(y, x, p, t0) or C(y, x,¬p, t0)
SIig C(y, x, p, tf ) and C(x, y, p, tf )
SPig Nil
FIig Nil
FPig Nil
Rig Cg(x, y, assert(x, y, p), t0)

Cg(y, x, assert(x, y, p) ⇒
Cg(y, x, assert(y, x, p)|assert(y, x,¬p), t1), t0)
Cg(x, y, assert(x, y, p) ⇒ C(x, y, p, t1), t0)
Cg(y, x, assert(y, x, p) ⇒ C(y, x, p, t2), t0)

Fig. 6. Conditions and rules for the inform game

4.4 Ask Game (ag)

We use “ask” in the sense of asking a question, which consists to request the
partner to perform a future speech act that would give the initiator a correct
answer to his question (in the context of this protocol, the questions will have
the form “is the work W finished” and will expect an assertion or a denial that
W is finished as a possible answers). According to these remarks, we propose for
the ask game, described as
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〈basic question(0, 0), (Eag, Sag, Fag, Rag)〉
The structure pertaining to this game is described in Fig. 7.

Eag Nil
SIag C(y, x, p, tf ) or C(y, x,¬p, tf )
SPag Nil
FIag Nil
FPag Nil
Rag Cg(x, y, question(x, y, p), t0)

Cg(y, x, question(x, y, p) ⇒
Cg(y,assert(y, x, p)|assert(y, x,¬p), t1), t0)
Cg(y, x, assert(y, x, p) ⇒ C(y, x, p, t2), t0)

Fig. 7. Conditions and rules for the ask game

4.5 Request Action Reconsidered

Taking for granted that our agents both have access to the basic building games
as described above —and handle these games through the use of a contextual-
ization game that we have sketched— we will now first study the detail of how
a conversational behavior following the Winograd and Flores (WF) request for
action protocol can be captured. We also illustrates the flexibility of the for-
malism by adding situations not considered in the initial protocol. An example
concludes the section.

To start with, it is clear that WF basically consists of a request game followed
with an evaluation phase. How will the result of the action be evaluated? In the
WF protocol, it is assumed that the partner informs the initiator when the action
is done. The combination is typically a pre-sequencing, since it only makes sense
to play the inform game in case of acceptance of the request.

rg ig

Now, as illustrated by the WF, it is possible that the agents enter some
negotiation cycle about the requested action. This means that, after the initial
request, we could find a sequence of different offers and requests made by the
agents. We use the shortcut (∗) to stipulate that the sequence can be repeated
a number of times, with different request and offer games, of course (conditions
on these requests and offers are not detailed here).

(rg; og)∗ ig

As described so far, the resulting structure simply captures the classical WF
protocol. Now, we consider in addition that the initiator may want to ask himself
whether the action is completed. Thus we have the following amended structure,
capturing that participants may choose an inform or an ask game to trigger the
evaluation.
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(rg; og)∗ (ig|ag)

Also, an important possibility not considered is that the agents may have
some conflictuel position about the achievement of the action. In this case, they
may want to enter some persuasion game to convince the other. Such a persua-
sion game (pg) is not detailed here, but can be regarded as another subtype of
a directive game, where the initiator challenges the partner and demands some
justification to support some proposition p. Thus we may have the following
combination of games, where it is possible to embed in the inform (or ask) game
a persuasion game to reach agreement:

(rg; og)∗ (ig|ag) < (pg)∗

All this assumes that the basic WF is initially described as a pre-sequence of a
request and an evaluation game. Note that others combinations might be consid-
ered. For instance, we could assume that the initiator’s request will be honored
without any explicit feedback from the partner. In this case, the combination of
games could be

rg < (ig|ag)

4.6 Example

To make things more concrete, we include an example involving Al and Bob. The
dialogue starts when Al requests Bob to support him in the course of a reviewing
process.

propose.enter(Al, Bob, rg ig)

Bob would like to help his friend, but he is very busy at the moment so he
wouldn’t like to be penalize at this level. Bob refuses. Al proposes as an alterna-
tive the game suggest (sg) where the penalties are more acceptable (the suggest
game is just another subtype of the basic directive game).

propose.enter(Al, Bob, sg ig)

accept.enter(Bob, Al, sg ig)

The preceding moves are examples of the game-level negotiation that we have
discussed in the paper. The immediate consequence is that all the commitments
described in the game are created. In particular, Bob has contracted the following
commitment :

C(Bob, Al, review(Bob, monday), now, 10)

Now it is Monday in the world of our agents, and Bob informs Al that he has
completed the review.

inform(Bob, Al, done(review))
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Unfortunately, agent Al does not seem quite satisfied with the received review
form. He does not agree that the action was done as requested.

assert(Al, Bob, not(done(review)))

Note that the current state of the dialogue (where a conflict of opinion is explicit)
makes possible to enter a persuasion game, where for instance, agent Bob would
challenge Al and ask why he is not happy with the review form. Al could in turn
explains that Bob has choosen a borderline recommendation, a case forbidden
by the review guidelines. The detail of how such persuasion dialogue can be
managed within dialogue game framework might be found in [1]. In case of
successful termination of the persuasion game, an agreement is found and the
protocol ends.

4.7 Towards a Game Simulator

The currently in progress agent Dialogue Game Simulator adopts some facets
presented in this paper. In particular, it offers a graphical environment which
is able to simulate conversations between agents with dialogue games. Precisely,
each user must initially choose a “scenario file” which is assigned to his agent.
This file, created beforehand, contains the actions than he will carry out during
simulation at a predetermined time. A file which describes a game is composed
of entry conditions, success conditions, failures conditions, as well as rules of
the game. Moreover, for each speech act forming part of a game, we can define
a constraint which indicates the hierarchical relation which must exist between
the sender and the receiver to be able to play the action in question.

For each initiated dialogue, a workspace is created containing the following:
implicated agents, a stack of dialogue games as well as a chart of sent messages
(similar to the sequence diagram of UML). The management of most of the
compositions of dialogues is ensured by the stack which is in charge to keep
the trace of dialectical shifts allowing thus to (a) manage the coherence of the
conversation, (b) avoid conflict situations and, (c) possibly detect fallacies.

Notice also that each agent has an agenda, a structure containing its commit-
ments in action as well as the propositional commitments that this agent had
contract during the simulation. An agent’s agenda also contain commitments
of others agents which were contracted in a dialogue with him. As mentioned
previously, the commitments established in a particular context are withdrawn
from the agendas when the game which generated them, is closed.

The simulator is coded in JAVA, agents are developed with JACK —an agent
development tool in JAVA, and files concerning the games are written in XML.

5 Discussion

Let us now return to the problems discussed in section 2, and investigate whether
dialogue-game-based approaches as the one suggested here can help to meet these
requirements:
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– Identifying the state of the dialogue as a set of commitments (precisely those
commitments that are relevant to constrain the interaction at this stage) is a
key point to make CPs more easy to design. It allows the designer to use some
declarative rules referring to these meaningful commitments, thus facilitating
the design of most games while improving clarity and expressiveness. As a
consequence, the resulting CPs are practically more flexible.

– Keeping track of the commitments of the participants also makes possible
future references to these commitments instead of just referring to the pre-
vious moves of dialogue. For instance, it is possible to design dialogue rules
where a request can obligates the other agent to promise to undertake an
action before a given deadline.

– The use of small CPs offers more flexibility and genericness in the sense that
those basic games can be composed for any other complex game. The con-
textualization game sketched in the paper offers the possibility to shift from
game to game during conversation, but needs to be studied more carefully.
One can specify, for instance the case where the initiator’s request can be
honored without an explicit acceptation of the partner; or the case where
the initiator can ask if the commitment is satisfied.

– Public commitments as suggested in our approach motivates agents to con-
form to some expected behavior and thus facilitate coordination in the di-
alogue. However, agents remain autonomous and may decide to violate the
commitments and pay the sanctions if they find good reasons to do so, of-
fering a promising balance between normativeness and autonomy.

It is clear that much work needs to be done regarding some foundational aspects
of the approach: the mechanisms of the commitments and the sanctions need to
be explored to be exploitable by some computational agents, the contextualiza-
tion and combinations of games will certainly need corrections when faced with
to others case studies. However, by trying to investigate in the light of a classical
example how this promising dialogue-game-based approach can be used, we feel
that this paper contributes to the development of future flexible conversational
policies.
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Abstract. In this chapter we present the issues and problems involved
in the creation of Embodied Conversational Agents (ECAs). These agents
may have a humanoid aspect and may be embedded in a user interface
with the capacity to interact with the user; that is they are able to per-
ceive and understand what the user is saying, but also to answer verbally
and nonverbally to the user. ECAs are expected to interact with users as
in human-human conversation. They should smile, raise their brows, nod,
and even gesticulate, not in a random manner but in co-occurrence with
their speech. Results from research in human-human communication are
applied to human-ECA communication, or ECA-ECA communication.
The creation of such agents requires several steps ranging from the cre-
ation of the geometry of the body and facial models to the modeling of
their mind, emotion, and personality, but also to the computation of the
facial expression, body gesture, gaze that accompany their speech. In this
chapter we will present our work toward the computation of nonverbal
behaviors accompanying speech.

1 Introduction

We convey our thoughts through our (conscious or unconscious) choice of words,
facial expressions, body postures, gestures... Faces are an important mean of
communication and may have several communicative functions. They are used
to control the flow of conversation; that is they help in regulating the exchange of
speaking turns, keeping the floor or asking for it. Actions such as smiling, raising
the eyebrows, and wrinkling the nose often co-occur with a verbal message.
Some facial expressions accompany the flow of speech and are synchronized at
the verbal level, punctuating accented phonemic segments and pauses. Other
facial expressions may substitute for a word or string of words, or emphasize
what is being said. They can also express attitude toward one own speech (such
as irony) or toward the interlocutor (like showing submission). They are the
primary channels to express emotion. Facial expressions do not occur randomly,
but rather are synchronized to one’s own speech, or to the speech of others
[9,16,30].
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Faces exhibit not only expressions of emotions but also a large variety of
communicative functions that are essential to a conversation. To control the
agent ’Greta’ we are using the taxonomy of communicative behavior as proposed
by Poggi [26]. This taxonomy is based on the type of information a behavior
displayed by a speaker communicates to conversants, each class may be composed
of several functions:

Information on the Speaker’s belief: this cluster includes expressions that
provide information on different types of speaker’s beliefs:
– certainty functions: the speaker may be certain or uncertain of what she

is saying; she may respectively frown or raise her eyebrows to mark her
attitude.

– belief-relation functions: the speaker may contrast several elements in
her speech by raising her eyebrows.

– adjectival functions: the speaker may mimic the property of abstract
entity (’great idea’) or object (’small box’) by opening wide or squeezing
the eyes respectively.

– deictic functions: the speaker may gaze at a point in space to direct the
conversant’s attention.

Information on the Speaker’s intention: this cluster gathers expressions
used to underline the particular intention of a speaker:
– performative function: the speaker may request (say by an order, a sug-

gest or an implore), ask (interrogate), inform (by warning). In previous
work we have exposed the link existing between performative and facial
expressions [27].

– topic-comment function: the topic is the background information the
speaker is taking for granted as being shared with the conversant, and
the comment is the new information the speaker considers relevant and
worth to communicate. The speaker may mark this new information by
raised eyebrows and/or head nod.

– turn-taking function: this function refers to how people negotiate speak-
ing turns in a conversation. Gaze plays a large role in the negotiation.

Information on the Speaker’s affective: this cluster represents the expres-
sions of emotions felt or referred to by the speaker.

Information on the Speaker’s meta-cognitive: the expressions correspond
to a particular thinking activity of the speaker (breaking the gaze while re-
membering a fact or planning what to say).

A communicative function is made of two components: a signal and a meaning.
Signal may be a facial expression, a gaze/ head direction, or a head movement;
while meaning corresponds to the communicative value of a signal [27]. We have
decided to cluster communicative functions not from the signals involved in the
expression (e.g. raising eyebrows) but from their meanings. Indeed the same ex-
pression may change meaning depending on its place and time of occurrence in
the conversation. Raising eyebrows signal surprise but also emphasis of what is
being said; they signal question mark, specially in the case of non-syntactically
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questions but they are also part of the expression used when suggesting some-
thing to someone. A smile may be a sign of happiness but it may also be used
as a greeting or a back-channel sign. Moreover not everybody uses the same
expression to carry a given function. Some people mark accented words with,
for example, eye flashes, other will raise their eyebrows, or nod their head. We
believed one has to consider this variety of behaviors in the creation of believable
ECAs.

The work presented in this chapter is part of a larger system developed
within a European project, MagiCster1. The project aims at building a new
type of human-computer interface, based on a Conversational Embodied Agent.
It wishes to make this Agent ‘believable and expressive’: that is, able to com-
municate complex information through the combination and the tight synchro-
nization of verbal and nonverbal signals. As application, the agent is embedded
in user interface where it may dialog with a user [25] or with other agents [29].

In the remaining of this chapter we describe how, given a text to be output
by the agent (this text may have been generated by a dialog system [25]) and a
set of communicative functions, to compute the corresponding animation of the
agent. We present our system architecture as well as each of its components in
the next sections. In section 8 we describe in detail how we solve conflict at the
facial expression levels while in section 10 we present a description language for
facial expressions.

2 Representation Language, APML

To ensure its portability, the facial model is compliant with MPEG-4 standards.
To ensure the portability of the system as well as to ensure independence between
the specification of the facial expressions and the facial models (that is we wish
to be able to define facial expressions to be applied to any type of facial models)
we are using an XML language, called Affective Presentation Markup Language
(APML) [10]. The types of the tags represents the communicative functions as
defined above. XML offers also a synchronisation scheme between the verbal and
the nonverbal channels as it delineates the action of signals over text spans. An
example of annotated text is:

3 Architecture

Our system takes as input a text marked with tags denoting the communicative
functions. The tags are part of the APML representation language. The system
interprets the input text by instantiating the communicative function into their
corresponding facial expressions. The output of the system is a facial animation

1 IST project IST-1999-29078, partners: University of Edinburgh, Division of Infor-
matics; DFKI, Intelligent User Interfaces Department; Swedish Institute of Com-
puter Science; University of Bari, Dipartimento di Informatica; University of Rome,
Dipartimento di Informatica e Sistemistica; AvartarME
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<APML>
<turn-allocation type=”take turn”>
<performative type=”greet”>
Good Morning, Angela.
</performative>
</turn-allocation>
<affective type=”happy”>
It is so <topic-comment type=”comment”>wonderful</topic-comment> to see
you again.
</affective>
<certainty type=”certain”> I was <topic-comment type=”comment”>sure</topic-
comment> we would do so, one day! </certainty>
</APML>

Fig. 1. Example of XML input

file and an audio file. Figure 2 illustrates the detailed architecture of our system,
the Greta agent system, composed of several modules whose main functions are:

– APML Parser: XML parser that validates the input format as specified by
the APML language.

– Expr2Signal Converter: given a communicative function and its meaning,
this module returns the list of facial signals to activate for the realization of
the facial expression.

– TTS Festival: manages the speech synthesis and give us the information
needed for the synchronisation of the facial expressions to the speech (i.e.
list of phonemes and phonemes duration) [4].

– Conflicts Resolver: resolves the conflicts that may happened when more
than one facial signals should be activated on the same facial parts (example:
the co-occurring signals should be “eyebrow raising” and “frown” on the
eyebrow region).

– Face Generator: converts the facial signals into MPEG-4 Facial Animation
Parameters (FAPs) needed to animate the 3D facial model.

– Viseme Generator: converts each phoneme, given by Festival [4], into a
set of FAP values needed for the lips animation.

– MPEG4 FAP Decoder: is an MPEG-4 compliant Facial Animation En-
gine.

4 APML Parser

The input to the agent engine in an XML string which contains the text to be
pronounced by the agent enriched with XML-tags indicating the communicative
functions that are attached to the text. The APML parser takes such an input
and validates it with the corresponding DTD (Document Type Definition). The
elements of the DTD correspond to the communicative functions described in
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Fig. 2. Agent Architecture
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Fig. 3. Tree structure from XML input

section 1 [10]. The next step is to pass the text to be said (specified in bold in
figure 1) to the speech synthesiser Festival [4] while the information contained
in the markers are stored in a structure that will be used subsequently.

5 Speech Synthesizer - Festival

In the current version of the system we are using Festival as speech synthesizer
[4]. Festival returns a list of couples (phoneme, duration) for each phrase of
APML tagged text. These information are then used to compute the lip move-
ment and to synchronise the facial expression with speech.

6 Synchronisation of the Facial Expressions

Facial expressions and speech are tightly synchronised. In our system the syn-
chronisation is implemented at the word level, that is, the timing of the facial
expressions is connected to the text embedded between the markers. The XML
parser returns a tree structure from which we calculate, using the list of the
phonemes returned by Festival, the timings of each individual expression. The
leaves of the tree correspond to the text while the intermediary nodes correspond
to facial expressions except for the root that corresponds to the APML marker
(see Figure 3).

6.1 Temporal Course of an Expression

Knowing the starting time and duration of an expression, the next step is to
calculate the course of the expression intensity. The intensity of the expression
is viewed as the amplitude of the facial movements, variable in the time, that
composes the expression.

Each expression is characterised by three temporal parameters [12]:
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– onset: is the time that, starting from the neutral face, the expression takes
to reach its maximal intensity.

– apex: is the time during which the expression maintains its maximal inten-
sity.

– offset: is the time that, starting from the maximal intensity, the expression
takes to return to the neutral expression.

Such parameters are different from expression to expression. For example the
“sadness” expression is characterised by a long offset (the expression takes more
time to disappear), while the “surprise” expression has a short onset.

The values used for these parameters, have been taken from researches based
on the analysis of facial expressions [14,3].

Fig. 4. Temporal course of the expression “ surprise” with its respective parameters
onset, apex and offset

It has been showed experimentally that the amplitude of a facial movement is
much more complex [14] than a simple decomposition in three linear parameters
but for sake of simplicity and for lack of data, we use such trapezoidal functions
to represent the temporal aspects of facial expressions.

7 Instantiation of the APML Tags - Expr2Signal
Converter

The APML tags correspond to the meaning of a given communicative function.
Thus, the next step is to convert the markers of an input text into their corre-
sponding facial signals. The conversion is done by looking up the definition of
each tag into the library that contained the pairs of the type (meaning, signals).

Let us consider the following example:
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<affective type=”satisfaction”>
I was sure we will arrive to an agreement.
</affective>

This text contains one communicative function represented by the marker
affective which value is satisfaction as specified by the field type. The list of
signals for this communicative function is:

affective(satisfaction) = {raised eyebrows, smile, head nod}

Figure 5 illustrates the corresponding expression.

Fig. 5. ’Satisfaction’ expression

Now, let us consider the following example:

<certainty type=”certain”>
I was sure we will arrive to an agreement.
</certainty>

Here, the communicative function is given by the marker certainty with
certain as a value. The list of signals for this function is:

certainty(certain) = {frown}

Figure 6 illustrates the expression of certain.
In these two examples we have seen two “different” communicative functions

that activate “different” signals on the same facial part (eyebrow).
Let us consider the following example:

<affective type=”satisfaction”>
<certainty type=”certain”>
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Fig. 6. ’Certain’ expression

I was sure we will arrive to an agreement.
</certainty>
</affective>

We have two communicative functions that activate in the same time inter-
val two different signals (frown and raised eyebrow) on the same facial region
(eyebrow). So we have a conflict that must be solved before visualising the ani-
mation. When a conflict at the level of facial signals is detected, the system calls
up a special module for the resolution of conflicts, the ”conlict resolver” in figure
2 (described in details in the section 8). Such a module determines which signal,
between those that should be active on the same facial region, must prevail on
the others. If we go back to our previous example, Conflicts Resolver returns:

resolve conflict(affective(satisfaction), certainty(certain)) =
{frown , smile, head nod}

The resulting expression is shown in Figure 7. As we can see the Conflicts
Resolver has decided that the signal frown prevails over the signal raised eye-
brows.

8 Conflicts Resolver

Few attempts have been made to combine co-occurring expressions. Often addi-
tive rules are applied [6,24] that is all signals corresponding to the co-occurring
communicative functions are added to each other. Lately, Cassell et al [8] have
proposed a hierarchical distinctions of the signal: only the signal with the highest
priority rule will be displayed. These last two methods do not allow combination
of several communicative functions to create a complex expression. Our proposal
is to apply Belief Networks (BN) to the management of this problem. Our BN
includes the following types of nodes (see figure 8):
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Fig. 7. Expression of ‘satisfaction’, ‘certain’ and combination of both expressions after
conflict resolution

communicative functions: nodes correspond to the communicative functions:
performative, certainty, belief-relation, emotion, topic-comment, turn-taking,
meta-cognitive.

facial parts: nodes are the eyes, eyebrows, mouth shape, head movement and
head direction. For example, the values we count for the eyebrows are: raised,
frown, oblique, and neutral. The values we consider for the mouth are: lip
tense, lip corner up, lip corner down, and neutral.

performative dimensions: Performatives may be described along a small set
of dimensions which are ‘power-relationship’, ‘in whose interest is the re-
quested action’, ‘degree of certainty’, ‘type of social encounter’, ‘affective
state’ [27]. We have singled out two dimensions among the five ones that are
relevant in the characterisation of performatives [27]: ‘power relationship’
and ‘in which interest is the requested action’, that are called, respectively,
in the BN ‘dominance’ (whose values are submissive, neutral, dominant) and
‘orientation’ (whose values are self-oriented, neutral, other-oriented). These
dimensions allow us to differentiate performatives not as for their meaning
(which requires strictly five dimensions) but as for the facial parts that are
used to express the performative, and in which conflict may arise (see fig-
ure 9). Indeed, a common feature of the performatives whose value along
the orientation dimension is ‘other-oriented’ is a ‘head nod’: performatives
of this category are, for example, ‘praise’, ‘approve’, ‘confirm’, ‘agree’. On
the other hand, ‘Submissive’ and ‘self-oriented’ performatives (e.g. ‘implore’)
show inner eyebrow raising, while ‘self-oriented’, and ‘dominant/neutral’ per-
formatives (such as ‘order’, ‘criticise’, ‘disagree’, ‘refuse’) have a frown in
common. In our BN, the two dimensions are represented as intermediary
nodes (thus simplifying the construction of the BN), which are linked to the
leaf (signal) nodes. For example the performative ‘implore’ is characterised
as being ‘submissive’ and in ‘self-oriented’, ‘advice’ as being ‘neutral’ and
‘other-oriented’, ‘order’ as being ‘dominant’ and ‘self-oriented’. On one hand
this allows us to study how common features of performatives prevail in the
final facial expressions; on the other hand, it also helps us in reducing the
number of entry nodes of our BN.
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emotion dimensions: Using the same reasoning as for the performatives, we
define emotion along few dimensions. These dimensions are ‘valence’ (posi-
tive or negative) and ‘time’ (past, current and future) [20]. Valence is com-
monly used to differentiate emotions. Examples of positive emotions are
‘joy’, ‘happy-for’, ‘satisfaction’, ‘like’) while examples of negative emotions
are ‘anger’, ‘sadness’, ‘fear’, ‘dislike’, ‘reproach’. The dimension ‘time’ refers
to the time at which the event that triggers the emotion is happening [20].
‘Fear’ or ‘distress’ refer to an event that might happen in the future, while
‘sadness’ or ‘resentment’ are due to events happened in the ‘past’. ‘Disgust’ is
due to an event happening at the ‘current’ time. Furthermore this represen-
tation allows one to characterise emotions based on their facial expressions.
‘Tense lips’ are common to the negative emotions (envy, jealousy, anger,
fear); a ‘frown’ will characterise negative emotions happened at the ‘current
time’ (for example anger). ‘Positive’ emotions are often distinguished by a
‘smile’ (e.g. ‘joy’, ‘happy-for’, ‘satisfaction’, ‘gratitude’).

Fig. 8. Belief Network linking facial communicative functions and facial signals

When a conflict is encountered, the BN initialised the concerned communica-
tive function at 100. The BN delivers the probabilities that each signal (involved
in both communicative functions) has to be selected to form the new expression.
For instance going back to the previous example, the emotion ‘satisfaction’ and
the certainty ‘certain’ are initialised at 100 by the BN. Knowing which emotion
has been selected, the values of the intermediary nodes ‘valence’ and ‘time’ are
computed (the values are shown in the figure). The value of the eyebrows for
resolution of the signal conflicts is then output by the BN: ‘frown’ receives the
higher probability. Thus, the expression resulting from the combination of the
affective function ‘satisfaction’ (‘raised eyebrow’ + ‘smile’ + ‘head nod’) with the
certainty function ‘certain’ (frown) will simply be ‘frown’ + ‘smile’ + ‘head nod’;
that is, it cuts off the ‘satisfaction’ signal at the eyebrow level (See Figure 7).
This method allows us to combine expressions at a fine level and to resolve the
possible conflicts at the signal level.
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Fig. 9. Cluster of performatives along the dimensions ‘dominance’ and ‘orientation’

9 Generation of the Facial Animation

After resolving the potential conflicts between the facial signals, we proceed
with the generation of the animation for the agent. Lip shapes are computed
based on a computation model described in [23]. The animation is obtained by
conversing each facial signal in their corresponding facial parameters. Our facial
model is compliant with MPEG-4 standard [11,21]. The facial model is the core
of an MPEG-4 decoder and is based on the specifications for “Simple Facial
Animation Object Profile”[23]. Two sets of parameters describe and animate
the 3D facial model: facial animation parameter set (FAPs) and facial definition
parameter (FDP). The FDPs define the shape of the model while FAPs define the
facial actions. FAPs correspond to the displacements of facial features. When the
model has been characterized with FDP, the animation is obtained by specifying
for each frame the values of FAPs. So we represent each signal as a set of FAPs.
For instance: a raising eyebrow that marks uncertainty is generated by the FAPs
31, 32, 33 for the left eyebrow and the FAPs 34, 35, 35 for the right eyebrow.
A facial expression is characterized not only by the muscular contraction that
gives rise to it, but also by an intensity factor and a duration. The intensity
factor is rendered by specifying a given intensity for every FAP. The temporal
factor is modeled by three parameters: onset, apex and offset [12] (as explained
in section 6.1). Thus, in our system, every facial signal is characterized by a set
of FAPs to define its corresponding facial expression as well as by an onset and
offset. Moreover, our model includes wrinkles and folds to ensure more realism.
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10 The Facial Display Definition Language

Humans are very good at showing a large spectrum of facial expressions; but
at the same time, humans may display facial expressions varying by very sub-
tle differences, but whose differences are still perceivable. We have developed a
language to describe facial expressions as (meaning, signal) pairs. These expres-
sions are stored in a library. Defining facial expressions using keyword such as
‘happiness, raised eyebrow, surprise’ does not capture these slight variations. In
our language, an expression may be defined at a high level (a facial expression is
a combination of other facial expressions already pre-defined) or at a low level (a
facial expression is a combination of facial parameters). The low level facial pa-
rameters correspond to the MPEG-4 Facial Animation Parameters (FAPs) [23].
The language allows one to create a large variety of facial expressions for any
communicative functions as well as the subtleties that distinguish facial expres-
sions. It allows also us to create a “facial display dictionary” which can easily
be expanded. When a text marked with communicative function tags is given in
input, the ‘Greta’ system looks in the library to which signals corresponds each
meaning specified by the APML tag; These tags gets then instantiated by the
corresponding signals values.

Paradiso et al [22] have established an algebra to create facial expressions.
The authors have elaborated operators that combine and manipulate facial ex-
pressions. Our language has the only purpose to create facial expressions that
are associated to a given communicative function.

In the next sections we describe the language we have developed to define
and to store facial expressions.

10.1 Facial Basis

In our system we distinguish “facial basis” (FB) from “facial display” (FD). An
FB involves one facial part such as the eyebrow, mouth, jaw, eyelid. FB includes
also facial movements such as nodding, shaking, turning the head and movement
of the eyes. Each FB is defined as a set of MPEG-4 compliant FAP parameters:

FB = {fap3 = v1, . . . . . . . . . , fap69 = vk};

where v1,. . . ,vk specify the FAPs intensity value. An FB can also be defined as
a combination of FB’s by using the ’+’ operator in this way:

FB′ = FB1 + FB2;

where FB1 and FB2 can be:

– Previously defined FB’s
– an FB of the form: {fap3 = v1, . . . . . . . . . , fap69 = vk}

Let us consider the raising eyebrows movement. We can define this movement
as a combination of the left and right raising eyebrow. Thus, in our language,
we have:
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Fig. 10. The combination of “raise left” FB (left) and “raise right” FB (centre) pro-
duces “raise eyebrows” FB (right)

Fig. 11. The “raise eyebrows” FB (left) and the “large raise eyebrows” FB (right)

raise eyebrows = raise left + raise right;

where raise left and raise right are defined, respectively, as:

raise left = {fap31 = 50, fap33 = 100, fap35 = 50}; raise right = {fap32 =

50, fap34 = 100, fap36 = 50};

Figure 10 illustrates the resulting raise eyebrows FB.
We can also increase or decrease the intensity of a single FB by using the operator
’*’:

FB′ = FB ∗ c = {fap3 = v1 ∗ c, . . . . . . . . . , fap69 = vk ∗ c};

Where FB is a “facial basis” and ’c’ a constant. The operator ’*’ multiplies each
of the FAPS constituting the FB by the constant ’c’. For example if we want a
raised eyebrow with greater intensity (Figure 11):

large raise eyebrows = raise eyebrows ∗ 2;
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Fig. 12. The combination of “surprise” FD (left) and “sadness” FD (centre) produces
the “worried” facial display (right)

10.2 Facial Displays

A facial display (FD) corresponds to a facial expression. Every FD is made up
of one or more FB’s:

FD = FB1 + FB2 + FB3 + . . . . . . + FBn;

We can define the ’surprise’ facial display in this way:

surprise = raise eyebrows + raise lids + open mouth;

We can also define an FD as a linear combination of two or more (already) defined
facial displays using the ’+’ and ’*’ operators. For example we can define the
“worried” facial display as a combination of “surprise” (slightly decreased) and
“sadness” facial displays (Figure 12):

worried = (surprise ∗ 0.7) + sadness;

11 State of the Art

In the construction of embodied agents capable of expressive and communicative
behaviors, an important step is to reproduce affective and conversational facial
expressions on synthetic faces [2,6,5,17,18,28,15]. For example, REA, the real
estate agent [5], is an interactive agent able to converse with a user in real-
time. REA exhibits refined interactional behaviors such as gestures for feedback
or turn-taking functions. Cassell and Stone [7] designed a multi-modal manager
whose role is to supervise the distribution of behaviors across the several channels
(verbal, head, hand, face, body and gaze). BEAT [8] is a toolkit to synchronize
verbal and nonverbal behaviors. Cosmo [17] is a pedagogical agent particularly
keen on space deixis and on emotional behavior: a mapping between pedagogical
speech acts and emotional behavior is created by applying Elliott’s theory [13].
Ball and Breese [2] apply bayesian networks to link emotions and personality to
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(verbal and non-verbal) behaviors of their agents. André et al. [1] developed a
rule-based system implementing dialogs between lifelike characters with different
personality traits (extroversion and agreableness). Marsella et al. [19] developed
an interactive drama generator, in which the behaviors of the characters are
consistent with their emotional state and individuality.

12 Conclusion

In this chapter we have presented our work toward the creation of ECAs. We have
integrated in our system some aspects of non-verbal communication. The set of
communicative functions we are considering are clustered depending on the type
of information they provide: information on the speaker’s belief, intention, affect
and also on the speaker’s cognitive state. To each of these functions corresponds
a signal in the form of facial expression, gaze behavior, head movement. Working
at the level of communicative function rather than at the signal level allows us
to concentrate on the type of information a face would communicate as well as
to be independent of the way a communicative function gets instantiated as a
signal.

A language has been established to define these signals. In this current work
we are concentrating only on ”prototype” communicative functions in the sense
that we have defined a correspondence between the meaning and the signal as-
sociated to a communicative function without any information regarding the
speaker’s identity. Identity is the aggregation of several components such as cul-
ture, gender, age, profession, physical state, personality. These aspects intervene
in the selection of appropriate signals to display the information to convey and
their expressivity. Indeed culture could vary the allowed amount of gaze toward
our interlocutor, the display or not of a given emotion; age is a determinant for
the selection of gesture; a young child do not have a large variety of commu-
nicative gesture; gender may affect the amount of gaze toward our conversation
partner... Thus, we need to define a formalism that would integrate identity
aspects into the creation of ECAs. This is left for future research.

13 Acknowledgement

We are grateful to Isabella Poggi and Fiorella de Rosis for their valuable help.
We greatly thank Elisabetta Bevacqua for developing the lip shape model for
speech.

References

1. E. Andre, T. Rist, S. van Mulken, M. Klesen, and S. Baldes. The automated design
of believable dialogues for animated presentation teams. In S. Prevost J. Cassell,
J. Sullivan and E. Churchill, editors, Embodied Conversational Characters. MIT-
press, Cambridge, MA, 2000. 315



316 Catherine Pelachaud and Massimo Bilvi

2. G. Ball and J. Breese. Emotion and personality in a conversational agent. In
S. Prevost J. Cassell, J. Sullivan and E. Churchill, editors, Embodied Conversational
Characters. MITpress, Cambridge, MA, 2000. 314, 314

3. M.S. Bartlett, J.C. Hager, P. Ekman, and T.J. Sejnowski. Measuring facial expres-
sions by computer image analysis. Psychophysiology, 36(2):253–263, 1999. 306

4. A.W. Black, P. Taylor, R. Caley, and R. Clark. Festival.
http://www.cstr.ed.ac.uk/projects/festival/. 303, 303, 305, 305

5. J. Cassell, J. Bickmore, M. Billinghurst, L. Campbell, K. Chang, H. Vilhjálmsson,
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Abstract. This short note discusses trends in computing environments where
agent communication will have the most value. The main emerging trend in com-
puting is toward openness, that is, toward large systems with dynamically chang-
ing, autonomous, heterogeneous components. This trend speaks the end of archi-
tecture in the traditional sense. More importantly, it emphasizes on declaratively
specified interactions, that is, arms-length relationships, among independent com-
ponents. Agents and multiagent systems provide key abstractions for computing
in open settings. In particular, agent communications will be a key means for
structuring distributed computations.

1 Open Environments

Modern information systems can be large and open. The term open implies that the
components involved are autonomous and heterogeneous, and system configurations
change dynamically.

Often, we would not be interested in building an information system that was open
per se, because often the member components of a system might be constrained in vari-
ous ways. However, this system would still have to deal with the rest of the world, which
would remain open. For example, a company might develop an enterprise integration
system that is wholly within the enterprise. Yet, this system would have to deal with ex-
ternal parties, for example, to handle supply and production chains. In other words, the
system would still need to function in an open environment. For this reason, it is helpful
to think in terms of such environments. We now review some of the key characteristics
of open information environments.

Let’s begin with a review of the concepts of autonomy, heterogeneity, and dynamism
as they relate to open information environments. A simple way to understand and dis-
tinguish these concepts is to associate them with the independence of users, designers,
and administrators, respectively.

1.1 Autonomy

Autonomy means that the components in an environment function solely under their
own control. Imagine dealing with an e-commerce site. It may or may not add or remove
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some items from its catalog. It may or may not even deliver the goods it promised. Of
course, one might seek legal recourse if a contract is violated. In fact, the autonomy of
the components is the reason that contracts and compliance are so important for open
environments.

Simply put, components are autonomous because they reflect the autonomy of the
human and corporate interests that they represent. In other words, there are sociopoliti-
cal reasons for autonomy. Resources are owned and controlled by autonomous entities
and that is why they behave autonomously.

There are also technical reasons for autonomy. The simplest one is that a com-
ponent that behaves unexpectedly may be doing so because of error, that is, a mis-
taken requirement or a faulty implementation. A more subtle reason is that sometimes
components are designed so as to be externally opaque in certain respects. For exam-
ple, a well-encapsulated data structure would often not expose its internal structures.
To someone who cannot see the internal structures, the behavior will be uncontrol-
lable. A major practical example of this occurs in legacy enterprise systems wherein its
database systems might be designed to unilaterally (based on internal considerations)
decide whether to allow a transaction to complete. To other components, their decision
on whether a transaction may complete or not is purely autonomous. Lastly, certain
instances of autonomy reflect the possibility of errors. For example, if a file system
can fail, a Web site on which you submit a form may fail to record your changes, thus
appearing to have unilaterally decided to discard your completed form.

A consequence of autonomy is that updates can occur only under local control.
In other words, you can request another party to do something, but you cannot force
them to do it. This simple point illustrates a limitation of object-oriented computing.
We can invoke methods on objects and if we have the handle for an object, the object
performs the method so invoked. By contrast, for open environments, we need another
layer of reasoning so that a component that is requested to perform a method may decide
whether or not to accept the request.

1.2 Heterogeneity

Heterogeneity means that the various components of a given system are different in
their design and construction. Just as for autonomy, there are both sociopolitical and
technical reasons for heterogeneity. Component designers and architects might wish to
construct their components in different ways, for example, to satisfy different perfor-
mance requirements. Often, the causes can be historical: components fielded today may
have arisen out of legacy systems that were initially constructed for different narrow
uses, but eventually expanded in their scopes to participate in the same system.

Heterogeneity can cause complications for the functioning of a component, because
it means that less can be assumed about the other components with which it interacts.
However, there is an excellent reason why heterogeneity emerges and should be allowed
to persist. To remove heterogeneity would involve redesigning and reimplementing the
various components to an integrated standard. Even if the different designers are will-
ing to bear the associated costs, removing heterogeneity is difficult, because doing so
assumes that we can come up with a conceptually integrated design. However, integra-
tion is not easy to achieve and, when achieved, is fragile. A conceptually integrated
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system will tend to be unreliable. Most importantly, as the components evolve because
of changing local requirements, we would have to keep reintegrating them.

Therefore, it is practically more reasonable to let the components be heterogeneous,
but to impose various kinds of weak requirements on their interactions. After all, this is
the reason why we have standardized protocols, such as TCP/IP and HTTP, at the lower
layers of distributed systems.

1.3 Dynamism

Components change dynamically in their architecture and implementation, behavior,
and interactions. Autonomy and heterogeneity mean that there are few constraints on
the behavior and architecture of the participants of open environments. However, open
environments are also dynamic in another main respect. Their components may change
their behavior because of how they happen to be configured. They may also join or
leave an open environment at whim.

Moreover, an open environment need not be all amorphous and would contain ad-
ditional structures, which can be thought of as communities. A large-scale open system
would of necessity be designed so as to accommodate the arrival, departure, and the
temporary or permanent absence of its components. So would the communities that
mark out parts of it.

It is convenient to think of dynamism as a reflection of the independence of the
administrators of the given component as well the administrators of the components and
the communities in which they participate. However, in general, human administrators
may be involved only indirectly, for example, when some components elect a leader in
a distributed community or jointly decide to introduce or remove a member.

2 Agents

Open environments pose significant technical challenges. In particular, we must de-
velop approaches that can cope with the scale of the number of participants, respect
their autonomy and accommodate their heterogeneity, while maintaining coordination.
Specifically, because of the scale, we cannot count on knowing all the available re-
sources in terms of their functionality, reliability, trustworthiness, and so on.

2.1 Locality

As a consequence of their autonomy and heterogeneity, the components must be treated
in a local manner. In other words, each component must locally decide how to proceed
in its interactions with others. This means that components that are able to function in
open environments are ideally modeled as agents.

The challenges of open environments described above entail that significant techni-
cal obstacles must be overcome in discovering the required components, deciding how
to engage them in meaningful interactions, monitoring the interactions, and checking
their compliance with any contracts. Clearly, some level of global information is es-
sential for ensuring that the different parties are able to resolve the above challenges.
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Notice that global information does not mean that it is gathered and managed centrally,
just that one party may need to assemble information about others and about events it
cannot directly observe. Still, locality is in tension with assembling global information.

2.2 Interactions

Global information may be required for overcoming the above obstacles. But it comes
at a price. The presence of global information creates the possibilities of inconsistencies
and causes potential difficulty for maintenance. Consequently, the practical way to re-
solve this tension is to ensure that, whereas the components in an open environment may
have some interdependencies, such interdependencies would be few and minimal—at
least that is what a good design would require.

In other words, we would create “arms-length relationships” between the various
parties consisting of simple or narrow interaction protocols, thereby eliminating any
unnecessary dependencies. Indeed, eliminating extraneous dependencies and minimiz-
ing them in general is a major architectural principle for open environments. It is a
powerful argument to design for and preserve the autonomy and heterogeneity of the
various components—that is, for promoting interoperation and avoiding integration.

2.3 Consistency

Whereas consistency is desirable, in practical settings, it is often appropriate to relax
the constraints among the various components. Thus, global information is obtained
or aggregated only when needed. More importantly, it is often acceptable to allow in-
consistencies to emerge provided they can be corrected quickly enough (depending, of
course, on the specific application at hand). The corrective actions in many cases will
have a global basis but can be applied locally. For example, an e-commerce transac-
tion may complete correctly only if the goods are received by the purchaser and the
payment is received by the vendor. It would be nearly impossible to synchronize these
events perfectly in a distributed system, but it is possible to use a reliable payment
mechanism such as a credit card and a reliable delivery service. If the vendor fails to
ship because of an unexpected shortfall, it can cancel the debit to the credit card.

3 Communications

The foregoing discussion did not refer to communications. Parties who live and func-
tion in a shared environment will of necessity interact. However, all interactions are
not communications, although they may be interpreted communicatively. I define com-
munications as those interactions that preserve the autonomy and heterogeneity of the
parties involved. For example, if I delete your file or push you, we interact, but possibly
in a forced manner—you (and possibly I) may have no options but to interact. However,
if I tell you that it is rainy, you have an option to interpret it as you please. The latter
is then a communication. Communications enable the local control and perspective of
the participants, emphasize their voluntary interactions, and provide a means for them
to negotiate, for example, the flexible requirements of consistency.
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Because of the above properties, agent communications provide the correct means
to ensure interoperation in an open environment. Communicating agents can be natu-
rally autonomous and heterogeneous, and can dynamically alter their involvement in
various conversations. Traditional approaches to communication fail to accommodate
the openness of such systems. Even as flexibility is being improved at some levels,
rigidity still dominates. For example, the move to XML for information exchange in
business applications and processes has liberated the syntax of communications from
ad hoc proprietary notations. However, current architectures remain over-constrained
in terms of the semantics and pragmatics (roughly, meaning and usage) of the informa-
tion exchanged. Agent communications avoid the above problems and provide a natural
locus for flexible interaction.

The biggest challenge for research into agent communications is how to combine
rigor with meaning. The obvious semantics for agent communication languages from an
artificial intelligence perspective involve unverifiable constructs such as beliefs and in-
tentions. The obvious semantics from a distributed computing perspective involve stim-
uli and responses defined in terms of meaningless tokens. The correct approach would
be define meanings that respects the social structure of multiagent systems. Recent work
by agent theorists, for example, as described in several chapters in this volume, seems
to finally have cracked this problem, at least at a conceptual level.

We are seeing a greater level of technical rigor and robustness while enriched se-
mantics are being developed. This work includes work on flexible protocol specifica-
tion and execution. Specific techniques include formal methods extending those used
for traditional network and distributed computing protocols, techniques geared toward
new multiagent applications such as Web service composition and enactment, and de-
cidedly multiagent approaches based on commitments, for example, argumentation and
dialogue games.

4 Conclusions

We motivated communication based on the expansion of openness in information en-
vironments. However, this expansion applies up and down the entire protocol stack. At
each layer, there is value by increasing the flexibility of designs by making the archi-
tecture less restrictive. For this reason, I believe the metaphor of agents will find value
elsewhere in distributed systems besides just at the application layer where most current
work is concentrated. Indeed, this is already happening. More importantly, agent com-
munications will influence the design of loosely coupled architectures in those settings,
leading to richer varieties of protocols than presently considered.

As agents expand further into information applications and make inroads into other
layers of distributed systems, their strength derives from their ability to interact flexi-
bly, to engage each other meaningfully, to monitor compliance, and to engender trust.
The agents community has only to be careful not to attempt to impose some of the ad
hoc architectural restrictions that have plagued some traditional work on agents and
agent communications. If we do so, the future for agents and agent communications in
computing is rosy indeed.
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